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3 Miroslava Dimitrova

INTRODUCTION

Transformer-based language models [1] scaled to billions of parameters, commonly termed Large
Language Models (LLMs), have advanced, Natural Language Processing (NLP) across machine translation,
summarization, question answering, and dialogue [2]. These models generate fluent text, yet their reliability
is limited in settings that require factual correctness, current knowledge, or verifiable sourcing [3]. When
answers must be grounded in external evidence rather than inferred from parametric knowledge, purely
generative architectures frequently produce unsupported or outdated content [4]. Retrieval-Augmented
Generation (RAG) addresses this limitation by separating evidence retrieval from text generation [5].

Instead of relying exclusively on parametric knowledge, RAG retrieves evidence from an external
corpus and conditions generation on the retrieved context. This design enables knowledge updates through
corpus refresh rather than model retraining and supports evidence-grounded responses when sources are
available. However, the effectiveness of grounding depends on the retrieval policy: how relevance is
determined, what context is selected, and how the similarity threshold and ranking strategy shape the
evidence presented to the generator [6]. It also depends on the generator's capacity to use retrieved context
consistently rather than overriding it with unsupported content. Evaluating such systems therefore requires
assessing not only generation fluency but also how retrieval behavior and context selection shape factuality
and completeness.

Relevance of the Topic

RAG systems are increasingly applied in domains where factual accuracy and traceability directly
influence decision quality, including healthcare [7] and legal research [8]. In such settings, unsupported
statements carry practical consequences: a misattributed clinical guideline or an unverifiable legal precedent
can compromise downstream decisions. Retrieval failures, where relevant evidence exists but is not surfaced
- can negate the intended benefits of grounding.

Although some LLMs now incorporate web browsing capabilities, such functionality does not
inherently provide reproducible provenance under controlled evaluation conditions. Web sources vary in
permanence, access conditions are not always documented, and the criteria by which content is selected or
retained may be opaque—factors that complicate systematic comparison across experimental runs.
Parametric LLMs also remain prone to producing fluent but incorrect outputs when evidence is missing,
conflicting, or weakly linked to the query, and they frequently provide limited or opaque attribution for
individual claims [3], [9].

Research Motivation

Although surveys describe rapid growth in RAG architectures and pipelines, they also highlight
fragmentation in configurations and evaluation practices, which limits comparability and informed
deployment decisions [10]. Three deficiencies motivate the research:

Deficiency 1: Threshold-aware evaluation. Similarity threshold determines whether retrieved
documents are included in the generation context and directly influences retrieval precision and recall [6],
[11]. In practical deployments, similarity threshold selection is not merely an implementation detail: it
governs whether a system supplies insufficient context (leading to missing evidence and incomplete answers)
or excessive context (introducing irrelevant passages that can distract generation and degrade factual
alignment). Similarity threshold choices also affect computational cost by controlling context size and
downstream processing. A threshold-aware evaluation procedure is therefore necessary to characterize
retrieval selectivity systematically and to support evidence-based configuration choices. Retrieval selectivity
is operationalized through similarity thresholds varied under controlled conditions, enabling systematic
identification of threshold-sensitive performance patterns across datasets and models.

Note: "Similarity threshold" refers to the minimum cosine similarity score required for a retrieved passage to
be included in the generation context. This parameter is also referred to as a "relevance threshold" or
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"selectivity threshold" in some literature; in the following chapters "similarity threshold" or just "threshold"
is used for consistency.

Deficiency 2: Reproducibility infrastructure. RAG pipelines introduce multiple interacting
configuration layers: corpus preprocessing, chunking strategy, embedding model choice, index construction,
retrieval settings, generation settings, and evaluation logic. Because these layers interact, independent
verification becomes difficult when configurations are not captured precisely and reported in a complete and
comparable form [12], [13]. When configurations are incompletely specified, results cannot be independently
verified, and apparent improvements may be attributable to hidden differences rather than the intended
experimental variable. This deficiency is especially acute in threshold-sensitive studies, where small changes
in retrieval configuration can alter the evidence presented to the model. A reproducibility infrastructure is
therefore required to record and preserve the complete run context and outputs in a form that supports
independent verification and cross-study comparison.

Deficiency 3: Practical guidance for open-source deployments. Organizations that require local or
on-premises deployment due to security, data governance, or cost constraints must rely on open-source LLMs
and locally controlled pipelines. However, comparative evidence that links similarity threshold sensitivity in
retrieval, generation quality, and deployment feasibility under consistent experimental conditions remains
limited [10], [14]. Without such evidence, model selection and retriever configuration are frequently guided
by informal benchmarks or mismatched assumptions about retrieval behavior across systems. Practical
guidance is therefore needed to make threshold sensitivity visible and comparable across open-source
deployment candidates.

Research Aim
The aim of the dissertation is to develop an evaluation framework for Retrieval-Augmented

Generation that supports evidence-based retrieval configuration decisions for RAG systems with open-source
LLMs, with particular focus on similarity threshold configuration.

Research Questions
Building on the identified deficiencies, three research questions are addressed:

RQ1: Does varying the similarity threshold produce measurable changes in generation quality?

RQ2: Do similarity threshold effects differ across language models?

RQ3: Do comparable similarity threshold ranges hold across knowledge domains?

Each question corresponds to a specific experimental phase: RQ1l is addressed through systematic
threshold variation in Phases II-IV, RQ2 through cross-model comparison in Phases Ill-1V, and RQ3 through
cross-domain analysis comparing agricultural and biodiversity corpora in Phase IV. Phase | provides system
demonstration and runtime profiling, establishing baseline platform functionality prior to threshold
experimentation.

Objectives
Four objectives are pursued:

Objective 1: Define and implement the core components of the evaluation framework by
integrating three layers: (a) a threshold-aware evaluation procedure with composite scoring, (b) the
Performance Assessment System for Similarity Evaluation and Retrieval (PaSSER) platform [15] providing
reproducibility infrastructure with blockchain-based provenance logging, and (c) a controlled experimental
design producing comparative threshold-aware evidence across models and domains.

Objective 2: Establish model selection criteria. Define selection criteria aligned with local
deployment feasibility, licensing constraints, and computational requirements, including profiling of selected
models with respect to context window size and decoding settings.

Objective 3: Define metric selection and computation procedures. Select metrics aligned with the
evaluation constructs of lexical overlap, semantic similarity, fluency, accuracy, and language modeling, and
Abstracts of Dissertations 2026 (5) 3-48



5 Miroslava Dimitrova

implement metric computation consistently across models and experimental conditions.

Objective 4: Conduct controlled testing and analysis. Prepare domain corpora and question-answer
datasets with specified preprocessing and retrieval configurations; execute controlled evaluations under
systematic parameter variation, including similarity threshold sweeps; and aggregate results to interpret
outcomes with respect to retrieval selectivity, generation quality, and reproducibility, producing practical
guidance for model and threshold selection.

Relationship between research questions and objectives. Research Questions RQ1-RQ3 are
empirical and examine how similarity threshold configuration affects RAG performance across models and
domains. Objective 1 defines the core components of the evaluation framework, including the evaluation
procedure, the reproducibility infrastructure, and the controlled experimental design. Objectives 2-4
operationalize this framework through model selection, metric definition and computation, and controlled
testing and analysis. Together, these objectives provide the basis for answering RQ1-RQ3 and for deriving
practical guidance for model and threshold selection.

Table 1.1 summarizes the mapping between the identified deficiencies, research questions,

objectives, and resulting contributions.

Table 1.1 Mapping of Deficiencies, Research Questions, Objectives, and Contributions.

. Research L o Framework
Deficiency . Objective(s) Chapter(s) Contribution
Question(s) Layer
D1: Threshold-aware RQ1, RQ2, . . . Evaluation
. Obj 1 (a), Obj 3, Obj4 Ch.3-4 C1
evaluation RQ3 Procedure
D2: Reproducibilit
Do Rep Y _ Obj 1 (b) ch. 2 C2 Infrastructure
infrastructure
D3: Practical
. RQ1, RQ2, . . . . ;

guidance for open- RQ3 Obj 1, Obj 2, Obj 3, Obj 4 Ch.3-4 C3 Evidence
source deployments

* Objective 1 contributes to all three deficiencies by defining the threshold-aware evaluation procedure (D1), implementing
provenance logging and blockchain recording (D2), and establishing the controlled experimental design that produces comparative
evidence (D3). Objectives 2-4 operationalize specific components of this framework.

Three scientific-applied contributions together constitute the evaluation framework.

The evaluation procedure layer (Cl1l) introduces a threshold-aware evaluation procedure
incorporating Composite Performance Score, Threshold-aware Composite Performance Score, and Balance
Score for characterizing retrieval selectivity across similarity threshold settings [15], [16].

The infrastructure layer (C2) implements reproducibility infrastructure through the PaSSER platform,
combining blockchain-based provenance logging with complete configuration capture [15], [17].

The evidence layer (C3) produces practical guidance for open-source RAG deployments, grounded in
comparative empirical evidence linking similarity threshold sensitivity, generation quality, and deployment
feasibility across seven models in the 7-8 billion parameter range under controlled experimental conditions
[16] [18].

Structure

The dissertation consists of an Introduction, five chapters, conclusion, appendices and bibliography.

Chapter 1 establishes the research foundations and reviews related work on RAG architectures,
evaluation practices, and reproducibility challenges, positioning Deficiencies D1-D3 within the relevant

literature.
Chapter 2 presents the infrastructure of the PaSSER platform. It describes the workflow, the
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EVALUATION FRAMEWORK OF RETRIEVAL-AUGMENTED GENERATION 6

configuration of different settings, the automated testing process, and blockchain-based provenance logging.

Chapter 3 specifies the model selection rationale and defines the evaluation metrics and computation
procedures applied in cross-model assessment.

Chapter 4 reports empirical results from controlled testing across the agriculture and biodiversity
datasets, analyzing similarity threshold sensitivity, model performance and cross-domain comparison.

Chapter 5 discusses the research questions and scientific-applied contributions, addresses
limitations, and outlines future research directions.

The Conclusion summarizes the main results.

The back matter includes Supporting Publications, a Citation Record, a Summary of Project
Participation, Acknowledgements and a Declaration of originality of the results.
Note: Tables and figures are retained only where required for understanding the summarized content. The
numbering of all retained tables and figures is preserved as in the dissertation, in accordance with the synopsis
requirements.

CHAPTER 1: RETRIEVAL-AUGMENTED GENERATION
LLMs generate fluent text but remain constrained by static parametric knowledge; outputs may be
ungrounded, temporally outdated, or difficult to trace. RAG mitigates these limits by incorporating external
evidence at inference time. Chapter 1 positions the dissertation by tracing RAG's development from
information retrieval (IR) [11] and natural language processing (NLP) [19], outlining representative RAG
architectures and failure modes, reviewing evaluation approaches, and identifying research gaps aligned with
Deficiencies D1-D3.

1.1 Foundational Developments
RAG reflects a long convergence of IR and NLP [20]. This section traces that convergence through four

strands that shaped contemporary RAG systems: (1) basic indexing and data organization, (2) formal IR
evaluation and early IR-NLP fusion, (3) advanced semantic retrieval and NLP methods, and (4) large-scale IR-
NLP integration with modern embedding-based approaches [20]. Early indexing and evaluation practices
established retrieval effectiveness concepts such as precision and recall [11], while semantic retrieval evolved
toward embedding-based similarity matching. These developments provide the technical context for
integrating retrieval with modern generative models.

1.2 The Emergence of RAG
The RAG framework was introduced in 2020 in "Retrieval-Augmented Generation for Knowledge-

Intensive NLP Tasks" [5]. RAG integrates retrieval into generation to mitigate limitations of purely parametric
models, including reliance on static training data, limited source attribution, and hallucination [21], [22].
Architecturally, it separates a retriever and a generator: at inference time, relevant passages are retrieved
from a document collection and used to condition generation, supporting improved factual accuracy,
transparency, and domain adaptation without retraining. In the original formulation, retrieval uses dense
representations (e.g., DPR [23] with BERT-based encoders [24]) and similarity search (e.g., MIPS [25]) with
approximate nearest-neighbor methods [26], [27], while generation is implemented in a sequence-to-
sequence setting (e.g., BART [28]) grounded in earlier machine translation paradigms [29]. RAG is trained
end-to-end to align retrieval with generation needs. Reported evaluations covered open-domain question
answering and related knowledge-intensive tasks, including Natural Questions [30], TriviaQA [31], FEVER [32],
and MS MARCO NLG [33], demonstrating competitive performance with fewer parameters than purely
parametric approaches [5].

1.3 RAG Innovations and Extensions
Subsequent research extended RAG to improve retrieval precision, generative accuracy,

interpretability, and efficiency. A functional categorization of advancements is presented in Table 1.2,
spanning seven focus areas [20]: architectural efficiency and scalability, data-centric optimization, iterative
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7 Miroslava Dimitrova

retrieval and self-refinement, knowledge integration and multimodal extensions, domain adaptation and
specialization, factual verification and grounding, and few-shot/low-resource enhancement. Many of these
directions rely on selectivity controls that regulate what evidence is exposed to the generator.

Table 1.2 Functional Categorization of Recent RAG Advancements. Reproduced from [20].

Focus Area Objective
Architectural Efficiency and Scalability Reduce computational cost, improve inference speed, and
support real-time applications
Data-Centric Optimization Improve training quality through noise reduction, sampling,
and data selection techniques
Iterative Retrieval and Self-Refinement Introduce mechanisms for multi-step reasoning, response
revision, or feedback-based retrieval
Knowledge Integration and Multimodal Combine symbolic and neural retrieval to access diverse
Extensions knowledge representations; extend retrieval to additional
modalities
Domain Adaptation and Specialization Enable RAG systems to perform well in specialized domains

or narrow knowledge fields

Factual Verification and Grounding Reduce hallucinations and improve transparency by
anchoring outputs in verifiable sources

Few-Shot and Low-Resource Enhancement Improve generalization with limited training data through
retrieval-enhanced few-shot learning

1.3.1-1.3.7 of the dissertation detail each category; the subsection most directly relevant to the evaluation
framework is summarized below.
1.3.8 Retrieval Configuration and Similarity Threshold Selection

Retrieval selectivity is commonly controlled through top-k retrieval and threshold-based filtering.
Top-k returns a fixed number of the highest-scoring passages, which can include marginally relevant content
when strong matches are scarce. Threshold-based filtering returns only passages whose similarity exceeds a
minimum value, enabling variable context sizes and the possibility of returning no passages when evidence
is weak. Deployments may combine both mechanisms, applying threshold filtering and then truncating to
top-k (or applying a minimum similarity gate within top-k), creating a configuration space that directly
influences retrieval precision and recall.

Across published systems, threshold-like controls are introduced through routing decisions,
confidence triggers, or decision boundaries (e.g., Self-RAG [34], CRAG [35], Adaptive-RAG [36], FLARE [37]).
Similarity thresholds are typically selected through local tuning or heuristics rather than systematic sensitivity
characterization. A published industry case study in the banking domain showed that, under a baseline
configuration with a fixed similarity threshold of 0.7, the false positive rate for some embedding models could
reach 99% [38]. Published evaluations commonly report results for a single retrieval configuration and do not
show how performance changes as thresholds vary. This limits evidence-driven threshold selection,
confounds model comparisons across selectivity regimes, and reduces transferability across domains.

1.4 Evaluating RAG

RAG evaluation requires assessment beyond answer accuracy or lexical overlap [39], including
whether retrieved evidence is relevant and whether generation remains grounded in that evidence [40], [14].
Approaches such as RAGAS [40], RGB [14], and the TREC 2024 RAG Track [41] provide metric suites and shared
infrastructure, while instrumentation-oriented tooling such as TruLens [42] and tracing/observability
platforms (e.g., LangSmith [43], [44] and Arize Phoenix [45]) support run-level diagnostics and regression-
style comparisons. Testing harnesses such as DeepEval [46] integrate automated evaluation into development
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workflows.

1.4.1-1.4.5 of the dissertation analyze each approach in detail; the resulting research gaps are summarized
below.

1.4.6 Research Gaps in RAG Evaluation

Across the reviewed evaluation approaches, three gaps are observed.

First, evaluation is commonly reported under fixed retrieval configurations, without systematic
characterization across similarity threshold ranges.

Second, reproducibility support often depends on incomplete configuration capture, and trace logs
do notinherently provide tamper-evident provenance linking datasets, configurations, intermediate artifacts,
and outputs.

Third, comparative evidence is frequently reported relative to proprietary baselines, and guidance
for open-source deployments under practical constraints remains limited or fragmented.

These gaps motivate the dissertation's framework (Obj.1): Gaps related to fixed retrieval
configurations correspond to D1 and are addressed by the Evaluation Procedure layer. Gaps related to
configuration capture and provenance correspond to D2 and are addressed by the Infrastructure layer. Gaps
related to comparative guidance under open-source constraints correspond to D3 and are addressed by the
Evidence layer.

1.5 Persistent Challenges and Emerging Solutions
Recurring RAG failure points include missing content, missed top-ranked documents, fragmented

context, poor content extraction, inconsistent output structuring, incorrect specificity, and incomplete
responses [47]. Emerging methods attempt to address these issues (e.g., Auto-RAG [48], GraphRAG [49],
relevance sampling [6], FLARE [37], LightRAG [50], Self-RAG [34], Speculative RAG [51]), but their
effectiveness depends on evaluation approaches capable of systematically detecting failure modes and
characterizing selectivity effects.

1.6 Chapter Summary

Chapter 1 reviewed RAG background, representative innovations, and evaluation approaches,
identifying retrieval selectivity, particularly similarity threshold selection, as an under-characterized factor
influencing downstream generation quality. Three research gaps mapped to D1-D3 were articulated: limited
threshold-aware evaluation evidence, incomplete reproducibility infrastructure beyond logging, and limited
comparative guidance for open-source deployment decisions. These gaps motivate the infrastructure
described in Chapter 2, the model and metric selection procedures in Chapter 3, and the controlled threshold-
sweep experiments reported in Chapter 4.

CHAPTER 2. DESIGN AND ARCHITECTURE OF PaSSER
Performance Assessment System for Similarity Evaluation and Retrieval (PaSSER) is a modular,
browser-based platform for configuring and evaluating RAG pipelines with open-source LLMs [15], [16], [17].
The platform integrates threshold-aware retrieval, multi-metric scoring, and blockchain-backed provenance
logging into a unified workflow for controlled experimentation, addressing D2 (reproducibility infrastructure)
and fulfilling the infrastructure component (b) of Obj.1. Chapter 2 summarizes PaSSER’s design rationale,
architecture, and the batch evaluation workflow used for the controlled experiments reported in Chapter 4.

2.1 Initial System Design

PaSSER was developed as a complementary module to the Smart Crop Production Data Exchange
(SCPDx) platform [52], [53], [54]. SCPDx combines a blockchain layer, Antelope (formerly EOSIO) [55], with
the InterPlanetary File System (IPFS) [56] to support secure and decentralized data management. Prior studies
informed the blockchain choice, including platform suitability analysis [52] and oracle integration work [57].
Antelope was adopted to provide auditable, tamper-resistant records with an explicit permission model and
low-cost transactions suitable for frequent submissions, while Anchor Wallet [58], [59] supports a client-side
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9 Miroslava Dimitrova

signing workflow that keeps private keys outside the web application. Although SCPDx integrates IPFS for
distributed content storage, PaSSER does not currently utilize IPFS; future integration is noted in Section 5.4.2.
PaSSER was designed as a browser-based environment to improve platform independence and reduce local
installation requirements, supporting reproducibility across heterogeneous client devices.

2.2 System Architecture

PaSSER follows a three-layer architecture comprising a web interface (single-page application, SPA),
backend services, and a blockchain subsystem. The web interface supports configuration input and result
visualization, while computation is delegated to backend services to keep retrieval, generation, and scoring
behavior invariant across client environments. Authentication and transaction signing are handled client-side
via Anchor Wallet, while the blockchain subsystem persists verifiable records after execution completes [17].
2.2.1 of the dissertation describes the web interface in detail; the synopsis focuses on the backend pipeline
and blockchain subsystem as the core enablers of reproducible evaluation.

2.2.2 Backend Services

Backend services implement PaSSER’s execution pipeline, performing retrieval, language model
inference, evaluation dispatch, and provenance logging. Semantic retrieval is implemented using ChromaDB
[60]. Document corpora are embedded using the Ollama embedding endpoint and stored as vector
collections. During ingestion, documents are segmented into overlapping text chunks; PaSSER exposes chunk
size and overlap as configuration parameters. The default configuration is 1024 characters with 50 characters
overlap and is used in the controlled experiments reported in Chapter 4. Chunking affects retrieval granularity
and context continuity and may influence selectivity [61]; implications of chunking sensitivity are discussed
in Section 5.3.2.

Retrieval modes. Two retrieval modes are implemented at runtime. Normal Mode invokes the
LangChain VectorStoreRetriever [62] and returns the top-k passages ranked by cosine similarity, yielding a
fixed number of passages regardless of absolute similarity values. Score Mode employs a
ScoreThresholdRetriever to filter passages by a minimum cosine similarity threshold. Score Mode exposes
three parameters: minSimilarityScore (minimum similarity for inclusion), maxK (upper bound on passages
returned), and kincrement (step size for iterative threshold sweeps). Normal Mode provides the fixed top-k
baseline (Phase |, Section 4.1), while Score Mode supports controlled threshold sensitivity experiments
(Phase Il, Section 4.2).

Inference and evaluation. Text generation is executed via the Ollama API [63]. Generated outputs are
evaluated against reference answers by a Python-based evaluation service using established libraries
including Natural Language Toolkit (NLTK), torch, NumPy, rouge, transformers, and SciPy [17]. Formal metric
definitions are provided in Chapter 3, while Chapter 4 specifies phase-specific selections and aggregation
procedures (including CPS and T-CPS).

Provenance logging. Each execution records the active configuration (model identifier, retrieval
parameters, decoding settings, dataset/vector store identifiers) together with timing and quality outputs.
Compact summaries are submitted to the Antelope blockchain via a connector using Pyntelope [64].
Transaction signing is performed externally via the Anchor wallet, while submission is handled by the
backend.

Figure 2.2 summarizes the execution pipeline (ChromaDB retrieval, Ollama inference, Python scoring,
and blockchain logging).
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Figure 2.2 Backend services in PaSSER. Reproduced from [16].
2.2.3 Blockchain Integration

PaSSER employs the Antelope blockchain (formerly EOSIO) to provide immutable logging of
evaluation results and associated metadata. The blockchain is not part of the retrieval or generation path; it
persists verifiable records after execution completes. Authentication and transaction signing are handled via
Anchor Wallet, while the backend prepares payloads and submits signed transactions without accessing
private keys.

Evaluation results are stored via the "lImtest” smart contract through two append-only actions:
"addtest" records accuracy-related metrics, and "addtimetest" records time-related indicators (e.g., model
load and inference duration). Independent verification can be performed by retrieving the corresponding on-
chain record and comparing persisted fields (submitting account, run identifier, timestamp, descriptive label,
and numeric payload stored as float64[]) against exported run artifacts used in analysis.

Figure 2.3 shows "addtest" and "addtimetest" logging actions and the on-chain persistence boundary.

E Web Interface

Anchor Backend Services
Login

Test
Results

/@@@ Blockchain Integration N |@";ﬂd

B8S
[ Smart Contract Actions ]
UUQ
L1}
addtest: addtimetest:
test_id, user model load time,
label, inference time,
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\ description /

Figure 2.3 Blockchain integration in PaSSER. Reproduced from [16].

2.3 PaSSER App Functionalities
This section summarizes the user-facing workflow and artifacts required for controlled evaluation
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11 Miroslava Dimitrova

runs. The platform supports both interactive exploration and batch evaluation; controlled experiments
reported in Chapter 4 rely on batch evaluation.
2.3.1 System Configuration

Configuration proceeds by specifying endpoints for the inference server (Ollama API) and vector store
(ChromaDB), selecting the active LLM and generation temperature, choosing a retrieval policy (Normal or
Score mode), and linking data resources (vector store selection and import of a JSON dataset of question—
answer pairs). Once confirmed, configuration is session-scoped and attached to outputs for traceability and
reproducibility.
2.3.2 and 2.3.4 of the dissertation provide additional interface-level workflows the synopsis summarizes only
the configuration, retrieval control, and batch evaluation steps used in Chapter 4.
2.3.3 Retrieval Configuration

Retrieval configuration determines how passages are selected and assembled as context. Normal
Mode provides fixed-size top-k retrieval. Score Mode enables threshold-based filtering using a minimum
cosine similarity cutoff and supports controlled similarity threshold sweeps via minSimilarityScore, maxK, and

kincrement. A sweep is operationalized by repeating the
same evaluation workload while varying only the
threshold value and holding all other parameters constant
(dataset, vector store identifier, chunking configuration,
and model configuration). Each run is labeled and stored
as a separate evaluation record to enable direct
comparison across threshold values under a fixed setup.
2.3.5 Evaluation and Testing

PaSSER supports dataset-driven batch evaluation
under controlled retrieval configurations. For each dataset
item, the system retrieves context, constructs an
augmented prompt, generates a response, computes
evaluation metrics, and records results to the blockchain
via addtest. A complementary timing evaluation module
logs latency-related indicators (e.g., model load time,
inference duration, total response time) via addtimetest.
Results can be retrieved for inspection and exported for
offline analysis.

Figure 2.7 shows the evaluation logic.
2.4 Chapter Summary

Chapter 2 presented PaSSER as a reproducibility
infrastructure for threshold-aware RAG evaluation [15],
[16], [17]. The platform integrates backend execution
services coordinating retrieval and inference with an
Antelope blockchain subsystem providing tamper-evident
provenance logging. PaSSER operationalizes both fixed
top-k retrieval and threshold-gated retrieval, enabling
controlled similarity threshold sweeps under constant
conditions.

experimental By attaching configuration

PaSSER Platform
Part B: Evaluation & Results

(" Response Generation \

RAG-augmented text generation with retrieved context

Execution Modes:
* Interactive chat interface
* Batch processing
* Timing metadata collection

- 1 )

/ Multi-Metric Evaluation \

Comprehensive assessment across multiple dimensions

Semantic Metrics:
® ROUGE (1-F, 2-F, L-F) » Cosine similarity
* METEQOR + BERTScore F1
= BLEU * Embedding comparisons

Lexical Metrics:

o Perplexity measures

* F1score * Inference duration

* Pearson correlation * Response time

Language Model Metrics: Performance Metrics:
* Model load time

|

Composite Performance Score (CPS)
Weighted aggregation of normalized metrics for unified comparison

N /£
U \Z

Features:
= Configurable metric weights
* Normalization across test runs
« Multi-dimensional trade-off analysis
« Comparative ranking support

!

Results Management
immutable logging and flexibie export capabilities

Antelope XLSX Export Weh Interface
Blockchain (offline analysis) (real-time
(limtest contract) viewing)
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¢ Parameter preservation
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Figure 2.7 PaSSER evaluation workflow overview.

metadata to each execution and persisting results as wallet- Reproduced from [16].
signed immutable records via "addtest” and "addtimetest",
PaSSER supports auditability and independent verification, addressing Deficiency 2 and enabling the

experiments reported in Chapter 4.
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CHAPTER 3. MODEL SELECTION AND EVALUATION METRICS

Chapter 3 defines the components required for the experimental analyses in Chapter 4: the open-
source LLMs evaluated within PaSSER and the evaluation metrics used to assess generation quality. Sections
3.1-3.3 document the model sets, selection rationale, and integration constraints (Obj. 2). Section 3.4
specifies the evaluation metrics, including definitions, computation actions, and reporting formats. Section
3.5 defines the Composite Performance Score (CPS) and Threshold-aware CPS (T-CPS) formulations used for
multi-metric aggregation (Obj. 3). Together, these components contribute to Deficiency 1 (threshold-aware
scoring through CPS, T-CPS, and Balance Score) and Deficiency 3 (practical guidance for open-source
deployments through model selection criteria and evaluation procedures).

3.1 Overview of Embedded LLMs and Model Selection Criteria

A representative set of open-source LLMs was integrated into PaSSER to support controlled
comparisons under consistent experimental conditions. Selection prioritized open availability, feasibility of
local inference on mid-range hardware, and architectural diversity within the 7B—8B parameter range. This
range balances capability and accessibility and typically enables inference on 16—-32 GB RAM without
dedicated GPU clusters, while avoiding the requirements of larger 40B-class models. Models below 7B were
excluded due to limited capacity in knowledge-intensive generation, while models above 8B were excluded
due to higher hardware demands [65]. Proprietary models were also excluded because licensing, cost, and
limited configuration transparency undermine strict reproducibility [66].

Two model sets were evaluated: an initial 7B set used in Phases |-Il and an updated set (8B-class plus
an updated Mistral) used in Phases llI-IV. Architectural diversity is relevant because similarity threshold
sensitivity may interact with model-specific factors such as context-window limits, attention efficiency, and
instruction/reasoning tuning [5], [67], [68]. Table 3.1 summarizes key characteristics of the evaluated models.

Table 3.1 Comparative summary of evaluated models.

Model Param. Context Key design emphasis AULE]GETERLD: Ollama tag
(tokens) role
. . Efficiency-focused; .

Mistral 7B / v0.3 ~7.3B §192/| GQA; shdmg—wmdpw cross-version Mlstral 78/

32,768 attention o Mistral:latest
continuity

Liama 2 78 78 4,096 Standarq transformer; General-purp(?se Liama 2 7B
widely adopted baseline

Orca 2 78 78 4,096 Reasonm.g—orlent‘ed Reasoning-tuned Orca 2 7B
fine-tuning comparator

Granite 3.2 8B 3B 8192 Enterprlse—onen'Fed Enterprise reliability Granite3.2 8b
curation comparator

DeepSeek R1 8B 3B 8,192 Reasomng—focusejd.RL Reasoning-focused Deepseek r1:8b
training 8B comparator

Llama 3.1 88 88| 8192 Updated LLaMA; | - Current-generation llama3.1:8b
extended context baseline

3.2 Initial Set
The initial set—Miistral 7B [69], Llama 2 7B [70], and Orca 2 7B [71]—was used to establish end-to-
end functionality and profile runtime behavior under fixed top-k retrieval in Phase | [17]. In Phase Il [15], the
same models were evaluated under systematic threshold variation (0.50-0.80) to characterize threshold
sensitivity.
3.2.1 Mistral 7B
Mistral 7B (2023) targets efficient inference in the 7B parameter range [69], [72]. It employs grouped-
query attention (GQA) and sliding-window attention (SWA), which are relevant for RAG workflows where
Abstracts of Dissertations 2026 (5) 3-48



13 Miroslava Dimitrova

retrieved passages increase prompt length, stress latency and memory. Reported benchmark results position
Mistral 7B above Llama 2 7B on standard evaluations [73], including MMLU [74] and GSMS8K [75]. Within the
initial set, Mistral 7B serves as the efficiency-focused representative.
3.2.2Llama 2 7B

Llama 2 7B (2023) is a widely used 7B-class model [70]. In the initial model set, Llama 2 7B is included
as a baseline reference because it is well established and widely adopted, enabling retrieval-setting effects
(top-k vs. threshold filtering) to be interpreted against a stable comparator under identical experimental
conditions. Meta also released instruction-tuned variants [68], [70].
3.2.30rca27B

Orca 2 7B (2023) is a fine-tuned derivative of Llama 2 designed to strengthen reasoning behavior
through curated instruction tuning rather than architectural changes [71]. Reported improvements appear
on reasoning benchmarks such as GSM8K and BIG-bench Hard [76]. Within the initial set, Orca 2 7B serves as
the reasoning-focused representative.

3.3 Updated Set

The updated set—Granite 3.2 8B [77], DeepSeek R1 8B [78], Llama 3.1 8B [79], and Mistral 7B v0.3 [80] —was
evaluated in Phase Ill (model-dependent threshold analysis) and Phase IV (cross-domain threshold analysis).
Mistral was retained as an anchor model but updated to v0.3.

3.3.1 Granite 3.2 8B

Granite 3.2 8B (IBM, 2024) is an enterprise-oriented 8B instruct model designed for tasks such as
guestion answering, summarization, extraction, coding and RAG [77]. In the updated model set, it is included
as a representative oriented toward enterprise scenarios where more predictable behavior and deployment
stability are typically expected.

3.3.2 DeepSeek R1 8B

DeepSeek R1 8B (2024) emphasizes reasoning-oriented training regimes and reports reinforcement
learning components [81], and the released distilled variants transfer reasoning patterns from the larger
DeepSeek R1 line into smaller open models [78]. Within the updated set, it serves as the reasoning-focused
comparator at the 8B scale.

3.3.3 Llama 3.1 8B

Llama 3.1 8B (Meta, July 2024) is an instruction-tuned multilingual model from the Llama 3.1 family.
Meta positions the 8B variant as a general-purpose assistant model and reports a 128k context length for the
Llama 3.1 text-only models. [79]. Within the updated set, it functions as the general-purpose baseline at the
8B scale [82].

3.3.4 Mistral 7B (Latest Edition v0.3)

Mistral 7B v0.3 (2024) is distributed via Ollama under mistral:latest [63], reports an extended context
window of 32,768 tokens and function calling support [80], and preserves the efficiency-oriented architecture
described in Section 3.2.1. It is retained to maintain continuity across phases while capturing revisions within
the Mistral family [69], [72].

3.4 Evaluation Metrics
Evaluating RAG requires multi-dimensional assessment because retrieval explicitly shapes generation.

A multi-metric panel of twenty-four metrics was applied across lexical overlap, semantic alignment,
fluency/predictability and answer quality, statistical association, and readability proxies. The selection follows
the principle that diverse measures can yield more reliable aggregate assessment than any single metric [83].
Sixteen metrics were implemented in Phase |; eight additional metrics were added in Phase lll. Table 3.2
enumerates the complete 24-metric panel (categories, output columns, and implementation phase).
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Table 3.2 Complete enumeration of the 24-evaluation metrics.

Category Metric Output Description Implementation
column
METEOR METEOR Token-le\_/el alignment with.s.temming and Phase |
synonym matching; balances precision and recall
ROUGE-1 Rouge-1.r Unigram overlap recall Phase
ROUGE-1 Rouge-1.p Unigram overlap precision Phase
ROUGE-1 Rouge-1.f Unigram overlap F1 Phase |
ROUGE-2 Rouge-2.r Bigram overlap recall Phase
. ROUGE-2 Rouge-2.p Bigram overlap precision Phase |
Lexical overlap
ROUGE-2 Rouge-2.f Bigram overlap F1 Phase |
ROUGE-L Rouge-l.r Longest common subsequence recall Phase |
ROUGE-L Rouge-l.p Longest common subsequence precision Phase |
ROUGE-L Rouge-I.f Longest common subsequence F1 Phase |
BLEU BLEU n-gram precision with brevity penalty Phase |
F1 Score F1 Score Token overlap F1; diagnostic for answer Phase |
correctness
Cosine Cosine Embedding-space similarity between generated Phase |
similarity similarity and reference texts
Bert- R . Phase llI
Semlantlc BERTScore Score.precision Contextual token similarity precision
similarity -
BERTScore Bert Contextual token similarity recall Phase ll
Score.recall
BERTScore Bert-Score.f1 Contextual token similarity F1 Phase IlI
Laplace Laplace Surface-level predictability under a Laplace- Phase |
Fluency/ perplexity Perplexity smoothed bigram n-gram language model
Predictability Lidstone Lidstone Surface-level predictability under a Lidstone- Phase |
perplexity Perplexity smoothed trigram n-gram language model
Statistical Pearson Pearson Linear association between generated and Phase |
correlation correlation correlation reference representations
B-RT B- Topic focus and local organization Phase II
Coherence RT.coherence P &
B-RT B- . . Phase lll
. . Self-consistency across claims
. Consistency | RT.consistency
Readability B-RT Phase Ill
proxy B-RT.fluency Readability and grammatical flow
Fluency
(B-RT)
B-RT B-RT.relevance Alignment to query framin Phase Il
Relevance ' & query &
B-
RT B-RT.average Arithmetic mean of B-RT components Phase II
Average

Sections 3.4.1-3.4.5 provide full definitions, computation actions, and reporting formats for each
metric. For brevity, formulas (3.1) - (3.24) are provided in the dissertation and are also presented in [17], [15]
and [18]; the synopsis retains only the minimum descriptive context for Sections 3.4.1-3.4.4 and the defining
formula block for B-RT in Section 3.4.5.
3.4.1 Lexical Overlap Metrics

Lexical overlap metrics compare system outputs to reference answers at the level of tokens and n-
grams. METEOR [84], ROUGE [85], and BLEU [86] provide complementary indicators of surface-form
alignment.
3.4.2 Semantic Similarity Metrics

Semantic similarity metrics assess meaning alignment beyond surface overlap. Cosine similarity [87]
and BERTScore [88] are used to compare generated answers and references through embedding-based
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representations.

3.4.3 Fluency, Predictive, and Answer Quality Metrics
Fluency and predictability indicators are computed using classical n-gram perplexity measures (NLTK)

as model-independent proxies; implications are discussed in Section 5.3.3. Token-level F1 is used as an

answer-quality indicator derived from overlap between generated and reference content.

3.4.4 Statistical Correlation Metrics

Statistical association is assessed using Pearson correlation to characterize linear relationships
between selected metric outputs.
3.4.5 Human-Readability Inspired Metrics (B-RT)
The B-RT suite implements a Nubia inspired regression-style proxy intended to approximate human
readability judgments in RAG [89], [90]. Scores are treated as automated comparative signals rather than
validated human judgments. The base similarity is defined as:
s = cos(Ezs(Reference), E.s(G)),
and the aggregate index is:

B — RT. Average =

Coherence+Consistency+Fluency+Relevance

(3.25)

3.5 Composite Performance Scores

4

(3.26)

Because individual metrics capture distinct aspects of quality, multi-metric aggregation is required for

systematic comparison. Although PaSSER computes all 24 metrics, CPS aggregation uses a nine-metric subset

to avoid double-weighting correlated variants. Metric families from Section 3.4 are regrouped into four

evaluation constructs. Table 3.3 summarizes the mapping and aggregation logic.

Table 3.3 Mapping of Section 3.4 Metric Families to CPS Evaluation Constructs

Section 3.4. metric family (5
groups)

Primary purpose of the
family

Mapped CPS
evaluation construct
(4 constructs)

Mapping rule / notes

3.4.1 Lexical overlap
(METEOR, ROUGE variants,
BLEU)

Measures surface-form
overlap with the
reference
(token/phrase overlap)

Lexical overlap

Direct mapping. All lexical overlap measures
belong here.

3.4.2 Semantic similarity
(Cosine Similarity, BERTScore
variants)

Measures meaning
preservation beyond
exact word overlap

Semantic similarity
and alignment

Direct mapping. Embedding-based similarity
measures form the core of this construct.

3.4.3 Fluency, predictive,
answer quality (Laplace
Perplexity, Lidstone
Perplexity, F1 Score)

Captures linguistic

predictability and

answer correctness

Split mapping:
Language modeling
(perplexities) and
Fluency and answer
correctness (F1)

This family spans two constructs: perplexity-
based metrics map to Language modeling;
F1 maps to Fluency and answer correctness.

3.4.4 Statistical correlation
(Pearson Correlation)

Measures linear

association between
paired evaluation

signals

Semantic similarity
and alignment

Pearson Correlation is used as an alignment
indicator and grouped under Semantic
similarity and alignment rather than treated
as a separate aggregation construct.

3.4.5 Human-readability
inspired metrics (B-RT suite)
(B-RT.fluency, B-RT.relevance,
B-RT.coherence, B-
RT.consistency, B-RT.average)

Multi-aspect readability
and quality signals not
confined to one

dimension

Split mapping across
constructs (by
component)

B-RT is a metric suite. Each component is
mapped to the construct it operationalizes:
relevance/average -> Semantic similarity
and alignment; fluency - Fluency and
answer correctness; coherence/consistency
- fluency/coherence signals within the
same construct.

3.5.1 Composite Performance Score (CPS) Formulation
CPS aggregates normalized metric values using a weighted sum, addressing three complications in
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multi-metric comparison: metrics operate on different scales, have opposing polarities, and differ in
diagnostic importance [15].
For a given query g evaluated under model m at similarity threshold t:

CPSq = Sy w; x [d; 00 A-d0)]

L (max;— min;) 2

(3.27)

where m_(i, q) is the raw metric value for metric 7on query g, min_iand max iare observed extremes across
the evaluation setd_i € {—1,+1}is the polarity indicator (d_i = +1 if higher is better,d_i = —1 if lower
is better), and w_i is the metric weight(Zw_i = 1).

For positive-polarity metrics d_i = +1:

m;q— min;

Normalized value = - (3.28)
max;— min;
For negative-polarity metrics d_i = —1, normalization is inverted:
) max;—m;
Normalized value = ———=% (3.29)
max;— min;

This ensures all normalized values fall within [0, 1] and higher values consistently indicate better
performance regardless of original polarity.
Mean CPS for model m at similarity threshold tacross Q queries:

1 ,t
Hme = 5 oy CPS™ (3.30)

3.5.2 Threshold-Aware Composite Performance Score (T-CPS)

CPS captures mean performance but not consistency across queries. A configuration with high mean
CPS but large variance may be less reliable than one with slightly lower mean but stable outputs. T-CPS
incorporates a reward-penalty structure based on the coefficient of variation (CV) [91].

CVpyp = 2mt (3.31)
! Hmit
Accordingly, the formulation rewards stable performance while penalizing higher variability:
T—CPS =puXx 1+ ax(1-CV)—p xCV? (3.32)

The reward term (1 + a X (1 — CV)) increases scores for low-variability configurations. The
penalty term 8 X CV?applies quadratic reduction as CVincreases. Parameters @ = 0.1 and 8 = 0.05enforce
a 2:1 asymmetry: the consistency reward contributes up to approximately +10% when variability is low, while
the penalty reduces scores by up to approximately -5% under the maximum observed CV. These values are
not claimed as optimal; they represent starting points informed by CPS variation observed in preliminary runs.

Sensitivity analysis across 25 parameter combinations (¢ € {0.05,0.10,0.15,0.20,0.25} X 8 €
{0.025,0.05,0.075,0.10, 0.15}) confirmed ranking stability: 29 of 31 configurations (93.5%) showed no rank
change across all combinations. a explained 99.87% of T-CPS variance, confirming that the consistency reward
is the primary driver while the variability penalty plays a secondary moderating role [18].

3.5.3 Statistical Significance Testing

To determine whether observed differences between threshold configurations and baseline are
statistically meaningful, paired two-tailed t-tests compare per-question CPS distributions between baseline
and each threshold configuration (¢ = 0.05). Pairing is defined at the question level: the same question is
evaluated under both conditions, controlling for query-specific variation. Significance is reported using
conventional notation: * for p < 0.05, ** for p < 0.01, *** for p < 0.001.

Effect size is assessed using Cohen's d for paired samples:

d = Maisy (3.33)
SDdiff

where M_diffis the mean of per-question CPS differences (threshold minus baseline) and SD_diffis
the standard deviation of those differences. Effect sizes follow standard conventions [92]: negligible (d < 0.2),

small (0.2 < d < 0.5), medium (0.5 <d < 0.8), or large (d = 0.8).
Reported p-values are uncorrected. Each phase includes 40 paired comparisons (4 models x 10
thresholds); at @ = 0.05, approximately 2 significant results per phase would be expected by chance under
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the null hypothesis. Significance is therefore interpreted at the pattern level — consistency across thresholds
within models, coherence across phases, and alignment with effect sizes — rather than as definitive evidence
from any single comparison (see Section 5.3.3).
3.5.4 Balance Score (Stability—Performance Ratio)

While T-CPS incorporates stability directly into the composite score, deployment decisions often
require an explicit criterion expressing the trade-off between improvement magnitude and output variability.

Balance Score quantifies how much stability-adjusted improvement is obtained per unit of variability [18]:

T—CPSimprovement % 100
Balance Score,,, = ( — m.+/100) (3.34)
mt

Higher Balance Scores indicate configurations providing larger stability-adjusted gains per unit of
variability. Configurations with large improvements but high variability produce lower Balance Scores than
configurations with moderate improvement and low variability, reflecting a preference for predictable
behavior when selecting retrieval parameters for deployment.

3.6 Chapter Summary

Chapter 3 defined the model set and evaluation metrics used in Chapter 4. Seven open-weight models
spanning the 7B—8B range were selected under constraints of open availability and feasibility of local
inference on mid-range hardware [65], [66]. Evaluation employed a 24-metric panel across lexical overlap,
semantic similarity, fluency/predictability and answer quality, statistical correlation, and readability proxies.
Multi-metric aggregation was defined through CPS (3.27)—(3.30), extended with stability-aware T-CPS (3.31)-
(3.32) and Balance Score (3.34), with statistical evaluation procedures and effect size reporting (3.33)
supporting comparative interpretation. These components support Deficiency 1 through threshold-aware
composite scoring and Deficiency 3 through reproducible model selection criteria and evaluation procedures
applied in Chapter 4.

CHAPTER 4: EXPERIMENTAL EVALUATION AND RESULTS

4.1 Phase I: System Testing and Runtime Profiling

Phase | validates end-to-end platform functionality and profiles baseline behavior by executing the
complete RAG pipeline for three 7B-parameter models (Mistral 7B, Llama 2 7B, Orca 2 7B) across two
hardware environments [17]. Retrieval operated in Normal Mode (fixed top-k, K = 100) with generation
temperature 0.2. This phase supports verification of the infrastructure component (b) of Obj.1; threshold-
aware evaluation begins in Phase Il.

4.1.1 Experimental Design

The agricultural corpus was constructed from Regulation (EU) 2018/848 on organic production [93]
and the FAO Climate-Smart Agriculture Sourcebook [94]. Documents were preprocessed, segmented using
the parameters in Section 2.2.2 (1024 characters, overlap 50), embedded using Mistral 7B, and stored in
ChromaDB. The evaluation dataset comprises 446 question—answer pairs; questions were generated by
prompting Mistral 7B, introducing a fairness consideration acknowledged in Section 5.3.2 and mitigated in
Phase IV through use of Claude Opus. Two hardware environments were used: Apple Mac Mini M1 (macQOS,
16 GB RAM, GPU-accelerated) and Intel Xeon Ubuntu Server (128 GB RAM, CPU-only). Two test procedures
were executed: a RAG Q&A Score Test (16 metrics) and a Timing Performance Test. Outputs were logged on-
chain via smart contract actions (Section 2.2.3).
4.1.2-4.1.3 Timing and Quality Results.

The Mac M1 environment achieved approximately 2.2 times higher throughput than the CPU-only
Ubuntu configuration (Table 4.1 of the dissertation), while quality metric values remained comparable across
the two environments. The small difference in load duration indicates that the main performance advantage
is related to inference speed rather than model initialization. Under a fixed retrieval configuration, Mistral 7B
showed the strongest overall results on most lexical and semantic alignment metrics, Orca 2 7B achieved the
highest ROUGE precision values, and Llama 2 7B reported the lowest perplexity. These results indicate that
the relative ranking of the models depends on the metric family considered. The Phase | results are descriptive
and establish the baseline for the later threshold-sensitive analyses.
4.1.4-4.1.5 Analysis and System Verification
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End-to-end system verification confirmed the correct operation of the full workflow - from data
ingestion and retrieval, through the generation of 1,338 answers and the computation of 16 metrics, to
spreadsheet export and blockchain logging. The comparison across the two environments supports the
interpretation that quality outcomes depend primarily on the model and retrieval configuration rather than
on the computing environment.

4.1.6 Phase | Summary

Phase | establishes PaSSER as a functional and reproducible evaluation environment. With system

correctness established, Phase Il introduces similarity threshold filtering.

4.2 Phase Il: Similarity Threshold and CPS

Phase |l served as a pilot study to examine how similarity threshold influences generation quality
under a constrained Score Mode configuration and to evaluate CPS aggregation before the broader analyses
in Phases llI-IV [15]. The experiments used three 7B-parameter LLMs - Mistral 7B, Llama 2 7B, and Orca 2 7B
- with K =100, K-Inc = 2, and temperature fixed at 0.2. The similarity threshold was varied from 0.50 to 0.80
in steps of 0.05, producing 2,121 evaluations (3 models x 7 thresholds x 101 questions) on an Apple Mac mini
M1. This range was selected to capture the transition from more permissive to more selective retrieval while
avoiding the sparsity conditions examined later in Phases IlI-1V. Phase |l addresses RQ1 within a pilot setting,
applying components (a) and (c) of Obj. 1 and contributing to Obj.4.

4.2.1 Experimental Design

Phase Il used a subset of 101 question-answer pairs from the Phase | dataset, while preserving the
same chunking, embedding, and vector store settings. The main design change was the introduction of Score
Mode retrieval, which enabled threshold-based filtering of retrieved passages. Per-question exports were
retained only for thresholds 0.50-0.80, and all Phase Il analyses were therefore restricted to this interval.
4.2.2 CPS Weighting Scheme

CPS was applied as a weighted aggregation of nine evaluation metrics covering four construct
families: lexical overlap (METEOR, BLEU, ROUGE-1 F, ROUGE-L F), semantic similarity and alignment (Cosine
Similarity, Pearson Correlation), fluency and correctness (F1 Score), and language modeling (Laplace
Perplexity, Lidstone Perplexity). Perplexity metrics are negative-polarity and inverted after normalization
(Section 3.5.1). Table 4.3 specifies the metric panel and weights.

Table 4.3 CPS Metric Panel and Weighting Scheme (Phase Il). Reproduced from [15].

Metric Weight Rationale

METEOR 0.15 Overall assessment of text quality
ROUGE-1 F-score 0.075 Different levels of text similarity overlap
ROUGE-L F-score 0.075 Different levels of text similarity overlap
BLEU 0.15 Overall assessment of text quality
Laplace Perplexity 0.075 Predicts performance and accuracy (lower is better)
Lidstone Perplexity 0.075 Predicts performance and accuracy (lower is better)
Cosine Similarity 0.10 Measures relevance and retrieval correlation
Pearson Correlation 0.10 Measures relevance and retrieval correlation
F1 Score 0.20 Most comprehensive and impactful metric
TOTAL 1.00

4.2.3 Results

Phase Il results are reported descriptively, without formal statistical significance testing because this
phase serves as a pilot study. Within the retained threshold range, the highest CPS was observed at 0.55 for
Mistral 7B and Llama 2 7B, and at 0.65 for Orca 2 7B. Across the sweep, Orca 2 7B showed the most stable
CPS profile, whereas Mistral 7B and Llama 2 7B displayed greater threshold sensitivity, including model-
specific declines at intermediate values. Figure 4.1 illustrates these CPS trends across thresholds for all three
models.
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Figure 4.1 CPS values for the three models across similarity threshold values 0.50-0.80 (Phase |l pilot, Score Mode).
Adapted from [15].
4.2.4-4.2.5 Analysis and Summary

The Phase Il pilot indicates that the threshold associated with the highest CPS is model-dependent
within the tested configuration. A lower or moderate threshold may remain effective for models that tolerate
weakly related context more successfully, whereas models more sensitive to retrieval noise may benefit from
stricter filtering. These interpretations are explanatory rather than causal, since Phase Il does not isolate the
mechanisms linking model characteristics to threshold behavior. The findings are also bounded by the pilot
conditions: a single domain, a 101-question subset, fixed preprocessing settings, and retained artifacts only
for thresholds 0.50-0.80. Even with these limits, Phase Il provides initial evidence for RQ1 and establishes the
basis for the broader threshold analyses in Phases IlI-IV.

4.3 Phase lll: Model-Dependent Similarity Thresholds
Phase Il investigates how open-source LLM performance changes as similarity threshold varies in a

RAG pipeline, with emphasis on model-dependent sensitivity under progressively more selective retrieval.
The model set was revised from Phase II: Mistral 7B was retained for continuity in version 0.3, while Llama 2
7B and Orca 2 7B were replaced by three 8B-class models - DeepSeek R1 8B, Llama 3.1 8B, and Granite 3.2
8B. Similarity thresholds from 0.50 to 0.95 were evaluated in steps of 0.05. Generation quality was aggregated
using CPS and T-CPS, with the full 24-metric set computed for each run. Baseline refers to Normal Mode (top-
k retrieval without thresholding), while thresholded runs used Score Mode. Phase Ill addresses RQ1 and RQ2,
applying components (a) and (c) of Obj.1 and contributing to Obj. 4.
4.3.1 Experimental Design

A subset of 369 question-answer pairs from the Phase | dataset was used, while chunking,
embedding, and vector store settings were kept unchanged. Experiments were executed across three
hardware environments - M1 Mac Mini, M2 Mac Mini, and a CPU-only server. Context buffer sizes differed by
model (2,048-10,000 tokens) because of memory constraints; the implications are discussed in Section 5.3.2.
To limit hardware-related confounding, statistical comparisons were conducted within each model against its
own baseline. In total, 16,236 evaluations were executed (4 models x 11 configurations x 369 question-
answer pairs).
4.3.2 CPS Weighting Scheme

Phase Il applies CPS and T-CPS using an updated metric panel with broader semantic and fluency
coverage: 30% lexical overlap (METEOR, ROUGE), 25% semantic similarity (BERTScore.f1, B-RT.average), 25%
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fluency and accuracy (F1 Score, B-RT.fluency), and 20% language modeling (Laplace/Lidstone Perplexity).

Table 4.6 summarizes the transition from the Phase Il panel to the expanded formulation used in Phases llI-

IV.
Table 4.6 Evolution of CPS Metric Panel Across Experimental Phases.
Category Metric Phase | Phase | Change Rationale
Il n-1v
Lexical METEOR| 0.150 0.150 — Core text quality metric retained
Overlap BLEU| 0.150 — | Removed Redundant with METEOR; brevity
penalty less relevant for QA
ROUGE-1.f| 0.075 — | Replaced| Unigram overlap less informative than
bigram
ROUGE-2.f — 0.075 Added Bigram overlap captures phrase-level
similarity
ROUGE-L.f| 0.075 0.075 — | Longest common subsequence retained
Subtotal | 0.450 0.300| -0.150
Semantic Cosine Similarity | 0.100 — | Removed Replaced by contextual embeddings
Similarity Pearson| 0.100 — | Removed Statistical measure less interpretable
Correlation
BERTScore.f1 — 0.125 Added Contextual token similarity
B-RT.average — 0.125 Added Multi-dimensional readability proxy
Subtotal | 0.200 0.250| +0.050
Fluency & F1 Score| 0.200 0.150 -0.050 Weight redistributed to semantic
Accuracy metrics
B-RT.fluency — 0.100 Added Explicit fluency assessment
Subtotal | 0.200 0.250| +0.050
Language Laplace| 0.075 0.100 +0.025 Increased emphasis on text
Modeling Perplexity* predictability
Lidstone | 0.075 0.100 +0.025 Increased emphasis on text
Perplexity* predictability
Subtotal | 0.150 0.200| +0.050
TOTAL 1.000 1.000

4.3.3 CPS Performance Overview

Table 4.7 summarizes the highest CPS improvement achieved by each model. The best-performing
threshold was model-dependent: Mistral 7B v0.3 showed the largest gain (+4.58% at 0.95), followed by Llama
3.1 8B (+1.58% at 0.90), Granite 3.2 8B (+1.25% at 0.95), and DeepSeek R1 8B (+1.01% at 0.90).

Table 4.7 Top CPS Improvement Configurations by Model (Top 3 Agriculture).

Model Rank | Threshold | Mean CPS Impro;ement

1 0.95 0.5454 4.58

Mistral 7B v0.3 2 0.9 0.5338 2.37
3 0.7 0.5325 2.11

1 0.95 0.5182 1.25

Granite 3.2 8B 2 0.7 0.5179 1.2
3 0.8 0.5178 1.17

1 0.9 0.508 1.58

Llama 3.1 8B 2 0.7 0.5065 1.33
3 0.55 0.5052 1.01

1 0.9 0.4559 1.01

DeepSeek R1 8B 2 0.95 0.455 0.8
3 0.65 0.4548 0.77
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4.3.4 T-CPS Performance and Stability

Table 4.8 presents the highest T-CPS configurations per model. For Mistral 7B v0.3, Granite 3.2 8B,
and Llama 3.1 8B, the best T-CPS thresholds remain close to the CPS optima, indicating broad agreement
between mean performance and stability-aware ranking. DeepSeek R1 8B differs from this pattern: its highest
T-CPS occurs at 0.65 (+0.79%), rather than at its CPS-optimal threshold of 0.90, indicating a trade-off between
performance gain and variability. This shift is consistent with its lower coefficient of variation (CV = 0.085-
0.108) compared with the other models (CV = 0.122-0.148). Figure 4.2 compares threshold-wise CPS and T-
CPS improvements for all models.

Table 4.8 Top T-CPS Improvement Configurations by Model (Top 3 Agriculture).

Model Rank | Threshold | T-CPS | T-CPS Impr. % | CV Interpretation

1 0.95 | 0.5916 4,54 1 0.134 Large improvement

Mistral 7B v0.3 2 0.9 | 0.5793 2.36 | 0.131 | Moderate improvement
3 0.7 | 0.5783 2.17 | 0.128 | Moderate improvement

1 0.95 | 0.5628 1.25 | 0.124 Small improvement

Granite 3.2 8B 2 0.8 | 0.5625 1.2 | 0.122 Small improvement
3 0.7 | 0.5622 1.15 | 0.129 Small improvement

1 0.9 | 0.5501 1.48 | 0.148 Small improvement

Llama 3.1 8B 2 0.7 | 0.549 1.26 | 0.142 Small improvement
3 0.55 | 0.5484 1.16 | 0.129 Small improvement

1 0.65 | 0.4961 0.79 | 0.085 Small improvement

DeepSeek R1 8B 2 09| 0.496 0.78 | 0.108 Small improvement
3 0.95 | 0.4958 0.74 | 0.093 Small improvement

CPS and T-CPS Improvements Across Similarity Thresholds
(CPS: Green=Significant, Red=Not Significant; T-CPS: Gray)
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Figure 4.2 Phase Ill (Agriculture, N = 369): Threshold-wise CPS and T-CPS improvements per model. CPS bars indicate percent
improvement relative to baseline and are colored by significance at p < 0.05 (uncorrected). T-CPS bars (gray) indicate stability-aware
improvement.

4.3.5 Correlation Analysis

Correlation analysis was used to examine metric redundancy and to determine whether T-CPS
contributes information beyond mean CPS. Figure 4.3 presents the Spearman correlation matrix for the Phase
[l component metrics, pooled across models and thresholds 0.50-0.95 plus baseline using per-question
results.
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Figure 4.3 Phase Ill component metric correlation matrix (Spearman), pooled across models and thresholds 0.50—0.95 plus baseline

using per-question results.

Table 4.9 shows that T-CPS is almost perfectly associated with CPS (p = 0.999), while also maintaining

a weaker positive relationship with CV (p = 0.392). This indicates that T-CPS remains primarily driven by mean

performance, while still reflecting stability as a secondary preference.

Table 4.9 Phase Il associations between stability-aware scoring T-CPS, mean CPS, and variability CV (Spearman; N = 44 model and

threshold configurations).

Relationship Spearman p
p(T-CPS, CPS) 0.999
p(T-CPS, CV) 0.392

4.3.6 Balance Score

Balance Score ranks configurations by stability-adjusted improvement per unit of variability (Balance
Score = (T-CPS improvement % / 100) / CV; Section 3.5.4). Table 4.10 reports the top 10 statistically significant
positive configurations. Mistral 7B v0.3 dominates this ranking because of its larger T-CPS gains combined

with moderate variability, whereas DeepSeek R1 8B remains competitive through smaller improvements

paired with lower CV.

Table 4.10 Balance Score ranking (top 10 statistically significant positive configurations).

Rank Model Threshold | T-CPS Impr. % cv SEEIES Sig.
Score
1 Mistral 7B v0.3 0.95 +4.54 0.134 0.339 Hokok
2 Mistral 7B v0.3 0.9 +2.36 0.131 0.18 ok
3 Mistral 7B v0.3 0.7 +2.17 0.128 0.17 *
4| Mistral 7B v0.3 0.75 +2.06 0.128 0.161 *
5 Mistral 7B v0.3 0.6 +1.92 0.135 0.142 *
6 | Mistral 7Bv0.3 0.55 +1.77 0.132 0.134 *
7 Granite 3.2 8B 0.95 +1.25 0.124 0.101 ok
8 Llama 3.1 8B 0.9 +1.48 0.148 0.1 *
9 Granite 3.2 8B 0.8 +1.2 0.122 0.098 ok
10 | DeepSeek R1 8B 0.65 +0.79 0.085 0.093 *ok
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Table 4.11 summarizes the agreement among the thresholds selected by CPS, T-CPS, and Balance
Score: full alignment is observed for Mistral 7B v0.3, Granite 3.2 8B, and Llama 3.1 8B, while DeepSeek R1 8B
again shows divergence, with CPS favoring 0.90 and the stability-aware criteria favoring 0.65.

Table 4.11 Threshold Alignment Across Selection Criteria by Model.

Best CPS BestT-cps | DestBalance |
Model Score Alignment
Threshold Threshold
Threshold
Mistral 7B v0.3 0.95 0.95 0.95 Perfect
Granite 3.2 8B 0.95 0.95 0.95 Perfect
Llama 3.1 8B 0.9 0.9 0.9 Perfect
DeepSeek R1 8B 0.9 0.65 0.65 Divergent

Figure 4.4 visualizes the agreement between CPS and T-CPS across thresholds for each model.
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Figure 4.4 Phase Ill (Agriculture, N = 369): CPS—T-CPS Agreement Across Thresholds per Model (Diagonal = Perfect Agreement).

4.3.7 Statistical Significance

Two-tailed paired t-tests compared per-question CPS at each threshold against baseline without
multiple-comparison correction. Significant positive improvements were most frequent for Granite 3.2 8B (7
of 10 thresholds) and Mistral 7B v0.3 (6 of 10), indicating broader effective threshold ranges under the tested
configuration. DeepSeek R1 8B showed significant improvement at two thresholds, while Llama 3.1 8B
showed one significant improvement together with two significant decreases. Table 4.12 summarizes the
significance distribution, and Figure 4.5 presents the per-threshold heatmap.

Table 4.12 Significance Distribution by Model (Agriculture Domain).

Significant Significant Not
il Positive Negative Significant
Mistral 7B v0.3 6 0 4
Granite 3.2 8B 7 0 3
Llama 3.1 8B 1 2 7
DeepSeek R1 8B 2 0 8
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Statistical Significance of CPS Differences from Baseline
(4-Level Gradient: Red = ns, Orange = significant, Yellow = very significant, Green = highly significant)
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Figure 4.5 Statistical significance heatmap of CPS differences from baseline across similarity thresholds (Phase Ill).

4.3.8 Model-Specific Similarity Threshold Sensitivity Patterns

The Phase Il results indicate distinct threshold-response profiles across models. Mistral 7B v0.3
shows the strongest overall pattern, with significant improvements from 0.55 to 0.95 and its highest
performance at 0.95. Granite 3.2 8B also maintains a broad effective range, from 0.65 to 0.95, combined with
relatively stable variability. In contrast, Llama 3.1 8B exhibits a narrower effective range and greater sensitivity
to threshold selection. DeepSeek R1 8B shows more limited improvements and a divergence between the
thresholds favored by mean performance and by stability-aware criteria.
4.3.9 Phase Il Summary

Table 4.13 summarizes the best-performing configurations for each model together with their
significance markers. The results show that similarity-threshold effects are model-dependent: Mistral 7B v0.3
and Granite 3.2 8B perform best at 0.95, Llama 3.1 8B at 0.90, and DeepSeek R1 8B shows different optima
depending on whether performance alone or stability-aware criteria are emphasized. These findings provide
evidence for RQ1 and RQ2 within the agricultural domain, while their generalizability beyond the tested
configuration is examined in Phase IV.

Table 4.13 Best-Performing Configurations Summary (Agriculture Domain).

Peak o o Balance .
Model Threshold CPS Impr. % T-CPS Impr. % cv Score Sig.
Mistral 7B v0.3 0.95 4.58 454 0.134 0339 | ***
Granite 3.2 8B 0.95 1.25 1.25 0.124 0.101 *x
Llama 3.1 8B 09 1.58 1.48 0.148 01 *
ggepseek R1 0.65/090| 0.77/1.01 0.79/0.78 | 0.085/0.108 | 0.093/0.072 | **/*

* DeepSeek R1 8B shows divergent optima: similarity threshold 0.65 prioritizes stability-aware selection (T-CPS and Balance Score),
while similarity threshold 0.90 prioritizes mean performance (CPS).
4.4 Phase IV: Cross-Domain Evaluation (Biodiversity)

Phase IV extends the Phase lll similarity-threshold analysis to a biodiversity domain in order to
examine cross-domain generalization. The model set, threshold sweep (0.50-0.95, step 0.05), retrieval
definitions, prompt format, chunking settings, embedding model, temperature (0.2), and evaluation
framework remained unchanged. The main changes were the knowledge corpus, the biodiversity test set (N
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= 426 question-answer pairs), and the use of a single execution environment (M1 Mac Mini). The full 24-
metric set was computed for each run. The aim was to determine whether threshold effects and model-
dependent sensitivity patterns persist when corpus characteristics differ, including vocabulary and
embedding similarity distributions. Phase IV addresses RQ1, RQ2, and RQ3 by repeating the Phase llI
procedure in a second domain and comparing the resulting threshold-response patterns.
4.4.1 Experimental Design

All experiments were executed on a single M1 Mac Mini using a fixed 16,000-token context buffer
across models and thresholds. This standardization removes context-buffer variation as a confounding factor
and strengthens the interpretation of observed differences as domain-related rather than hardware-related.
The biodiversity corpus comprised 426 question-answer pairs derived from authoritative sources, including
the Convention on Biological Diversity [95] and the EU Biodiversity Strategy [96]. Reference answers were
extracted from the source documents, and questions were generated with Claude Opus using the same
general procedure as in Phase I. In total, 18,744 evaluations were conducted (4 models x 11 configurations x
426 question-answer pairs).
4.4.2 CPS Weighting Scheme

The same 9-metric weighting scheme used in Phase Ill (Table 4.6) was retained without modification.
The weights preserve the four-construct evaluation framework: lexical overlap (30%), semantic similarity
(25%), fluency and accuracy (25%), and language modeling (20%). T-CPS was again computed with a =0.1 and
B =0.05.
4.4.3 CPS Performance Overview

CPS performance across thresholds 0.50-0.95 was evaluated for all four models in the biodiversity
domain. Table 4.14 reports the top three CPS improvement configurations for each model. Compared with
the agriculture domain, the biodiversity results show larger CPS gains and lower peak thresholds across all
models. The highest CPS improvements were observed for Mistral 7B v0.3 at 0.80 (+13.32%), DeepSeek R1
8B at 0.55 (+8.45%), Granite 3.2 8B at 0.80 (+6.95%), and Llama 3.1 8B at 0.85 (+2.06%).

Table 4.14 Top CPS Improvement Configurations by Model (Top 3 Biodiversity)

Model Rank | Threshold | Mean CPS Improl\);ement

1 0.8 0.4911 13.32

Mistral 7B v0.3 2 0.65 0.4764 9.94
3 0.7 0.4747 9.53

1 0.8 0.4473 6.95

Granite 3.2 8B 2 0.95 0.4422 5.73
3 0.55 0.4413 5.51

1 0.85 0.4713 2.06

Llama 3.1 8B 2 0.7 0.4606 -0.25
3 0.8 0.4567 -1.11

1 0.55 0.5094 8.45

DeepzeBek R1 2 0.6 0.4906 4.45
3 0.7 0.4775 1.66

4.4.4 T-CPS Performance and Stability

Table 4.15 summarizes the top T-CPS configurations for each model, incorporating variability through
the coefficient of variation (CV). The stability-aware rankings remain model-dependent but largely coincide
with the CPS results: Mistral 7B v0.3 and Granite 3.2 8B peak at 0.80, Llama 3.1 8B at 0.85, and DeepSeek R1
8B at 0.55. Among the top configurations, DeepSeek R1 8B shows the lowest variability (CV = 0.129-0.158),
whereas the other models remain in a higher range (CV = 0.233-0.254), indicating more stable output quality
across queries. This pattern is also visible in Figure 4.6, which compares threshold-wise CPS and T-CPS
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improvements per model and highlights where stability adjustment changes the ranking relative to raw CPS

improvement.
Table 4.15 Top T-CPS Improvement Configurations by Model (Top 3 Biodiversity)
T-CPS .
Model Rank | Threshold T-CPS cv Interpretation
Impr. %
. 1 0.8 0.5254 14.23 0.242 Large improvement
Mistral 7B .
V03 2 0.65 0.5102 10.93 0.233 Large improvement
' 3 0.7 0.5078 10.41 0.24 Large improvement
Granite 3.2 1 0.8 0.4785 7.25 0.239 Moderate improvement
ra”éBe ' 2 055 | 0.4723 5.87 0.235| Moderate improvement
3 0.95 0.472 5.8 0.254 Moderate improvement
Llama 3.1 1 0.85 0.5042 2.29 0.24 Small improvement
3B ) 2 0.7 0.4928 -0.03 0.24 Minimal change
3 0.8 0.4884 -0.92 0.241 Minimal change
1 0.55 0.5529 8.75 0.129 Large improvement
DeepSeek -
R1SB 2 0.6 0.5306 4.38 0.158 Moderate improvement
3 0.7 0.5165 1.59 0.157 Small improvement

CPS vs T-CPS Improvement Across Thresholds by Model
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Figure 4.6 Phase 1V (Biodiversity, N = 426): Threshold-wise CPS and T-CPS improvements per model. CPS bars indicate percent
improvement relative to baseline and are colored by significance at p < 0.05 (uncorrected). T-CPS bars (gray) indicate stability-aware
improvement.

4.4.5 Correlation Analysis

Correlation analysis was used to assess metric redundancy and to determine whether T-CPS
contributes information beyond mean CPS. Figure 4.7 presents the Spearman correlation matrix for the Phase
IV component metrics pooled across thresholds 0.50-0.95 plus baseline. Table 4.16 shows that T-CPS remains
strongly associated with CPS (p = 0.992), while also showing a substantial inverse association with CV (p = -
0.724). This indicates that, in Phase IV, T-CPS preserves mean-performance ranking while also expressing a
stronger stability signal than in Phase Ill. The correlation structure additionally suggests tighter clustering
among lexical overlap metrics and a domain-dependent shift in perplexity relationships, indicating that metric
interdependencies are sensitive to corpus characteristics.
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Phase IV Component-Metric Correlation Matrix {Spearman)
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Figure 4.7 Phase |V component metric correlation matrix (Spearman), pooled across models and similarity thresholds 0.50-0.95 plus
baseline using per-question results.

Table 4.16 Phase 1V associations between stability-aware scoring T-CPS, mean CPS, and variability CV (Spearman; N = 44 model and
threshold configurations).

Relationship Spearman p
p(T-CPS, CPS) 0.992
p(T-CPS, CV) -0.724

4.4.6 Balance Score

Balance Score ranks configurations by stability-adjusted improvement magnitude (Balance Score = (T-
CPS improvement % / 100) / CV; Section 3.5.4). Table 4.17 reports the top 10 statistically significant positive
configurations. DeepSeek R1 8B at threshold 0.55 achieves the highest Balance Score because it combines
strong improvement with the lowest variability, while Mistral 7B v0.3 occupies several top positions through
consistently large gains across thresholds.

Table 4.17 Balance Score Ranking (top 10 statistically significant positive configurations)

Rank Model Threshold T-CPSo/Impr. cv LU Sig.
o Score
1| DeepSeek R1 8B 0.55 +8.75 0.129 0.678 *Ax
2 | Mistral 7B v0.3 0.8 +14.23 0.242 0.588 *Ex
3 | Mistral 7B v0.3 0.65 +10.93 0.233 0.469 *Ex
4 | Mistral 7B v0.3 0.7 +10.41 0.24 0.434 *Ex
5 | Mistral 7B v0.3 0.9 +8.49 0.236 0.36 *Ax
6 | Mistral 7B v0.3 0.75 +7.74 0.228 0.34 *Ax
7 | Mistral 7B v0.3 0.85 +7.17 0.217 0.33 *Ex
8 | Granite 3.2 8B 0.8 +7.25 0.239 0.303 ok
9 | DeepSeek R1 8B 0.6 +4.38 0.158 0.277 ok
10 | Mistral 7B v0.3 0.5 +6.8 0.26 0.262 ok
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Table 4.18 shows full agreement among CPS, T-CPS, and Balance Score for all four models in the
biodiversity domain, making threshold selection more straightforward than in Phase lll.

Table 4.18 Threshold Alignment Across Selection Criteria by Model

Best CPS BestT-cps | DestBalance | -
Model Threshold Threshold Score Sl e
Threshold
Mistral 7B v0.3 0.8 0.8 0.8 Perfect
Granite 3.2 8B 0.8 0.8 0.8 Perfect
Llama 3.1 8B 0.85 0.85 0.85 Perfect
DeepSeek R1 8B 0.55 0.55 0.55 Perfect

Figure 4.8 plots CPS improvement against T-CPS improvement for each threshold per model. Points
on the diagonal indicate that stability adjustment does not change the result, while deviations from the
diagonal show where variability shifts T-CPS relative to mean CPS.
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Figure 4.8 Phase |V (Biodiversity, N = 426): CPS—T-CPS Agreement Across Thresholds per Model (Diagonal = Perfect Agreement).

4.4.7 Statistical Significance

Two-tailed paired t-tests compared per-question CPS values at each similarity threshold against
baseline without multiple-comparison correction. Table 4.19 summarizes the significance distribution by
model, and Figure 4.9 presents the corresponding heatmap. Mistral 7B v0.3 shows significant positive
improvements at 9 of 10 thresholds, indicating the broadest effective range in this domain. Granite 3.2 8B
shows significant improvement at 3 thresholds, DeepSeek R1 8B at 2 thresholds together with 2 significant
negative effects at stricter settings, and Llama 3.1 8B shows only 1 significant positive result alongside
multiple significant decreases.
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Table 4.19 Significance Distribution by Model (Biodiversity Domain)

Significant Significant
Model Not Significant

Positive Negative
DeepSeek R1 8B 2 2 6
Granite 3.2 8B 3 0 7
Llama 3.1 8B 1 5 4
Mistral 7B v0.3 9 0 1

Statistical Significance of CPS Differences from Baseline
(4-Level Gradient: Red = ns, Orange = significant, Yellow = very significant, Green = highly significant)

Highly Significant

DeepSeek 88 p<0.001 p<0.001 p<0.001 (p < 0.001)
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Figure 4.9 Statistical significance heatmap of CPS differences from baseline across similarity thresholds (Phase V).

4.4.8 Model-Specific Similarity Threshold Sensitivity Patterns

Model-dependent sensitivity profiles remain visible under domain shift, although the effective
threshold ranges and improvement magnitudes change. In the biodiversity domain, Mistral 7B v0.3 shows
the broadest positive response, with peak performance at 0.80 (+13.32% CPS; +14.23% T-CPS) and
improvements across most of the tested thresholds. Granite 3.2 8B shows a more moderate response, with
significant gains at a smaller set of thresholds and its highest performance also at 0.80 (+6.95% CPS; +7.25%
T-CPS). Llama 3.1 8B remains highly sensitive to threshold selection, with only one significant positive
threshold at 0.85 and several thresholds associated with significant degradation. DeepSeek R1 8B shows an
effective range concentrated at lower thresholds, especially 0.55-0.60, with strong gains at 0.55 but negative
effects under stricter filtering. Owing to its lower variability, it also achieves the highest Balance Score in this
phase.
4.4.9 Cross-Domain Comparison

Comparison between Phase IV and Phase lll shows domain-dependent shifts in peak-performing
thresholds and improvement magnitudes. Across all four models, the CPS-optimal thresholds are lower in the
biodiversity domain than in agriculture: Mistral 7B v0.3 and Granite 3.2 8B shift from 0.95 to 0.80, Llama 3.1
8B from 0.90 to 0.85, and DeepSeek R1 8B from 0.90 to 0.55. Improvement magnitudes also increase in
biodiversity, indicating stronger threshold sensitivity in that corpus. Threshold selection becomes more
consistent as well: all four models show full agreement across CPS, T-CPS, and Balance Score, whereas in
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agriculture DeepSeek R1 8B required a trade-off between mean performance and stability-aware ranking.
Taken together, these results show that best-performing similarity thresholds are domain-dependent and
should be calibrated for the target corpus rather than transferred unchanged across domains.

Table 4.20 Cross-Domain Comparison: Agriculture (Phase Ill) vs. Biodiversity (Phase 1V).

Model Agriculture Agriculture Bio Most Bio CPS Shift
Most Favorable CPS Favorable improvement %
Threshold improvement % Threshold
Mistral 7B v0.3 0.95 +4.58% 0.80 +13.32% -0.15
Granite 3.2 8B 0.95 +1.25% 0.80 +6.95% -0.15
Llama 3.1 8B 0.90 +1.58% 0.85 +2.06% -0.05
DeepSeek R1 8B 0.90 +1.01% 0.55 +8.45% -0.35

* Agriculture and biodiversity thresholds reflect CPS peaks. For DeepSeek R1 8B, the stability-aware optimum (T-CPS/Balance Score)
in agriculture is 0.65; see Table 4.13.

4.4.10 Phase IV Summary

Phase IV evaluated similarity-threshold sensitivity across four open-source language models using
426 question-answer pairs from the biodiversity domain under standardized hardware conditions. The best-
performing configurations are summarized in Table 4.21: Mistral 7B v0.3 peaks at 0.80 (CPS +13.32%; T-CPS
+14.23%), Granite 3.2 8B at 0.80 (+6.95%; +7.25%), Llama 3.1 8B at 0.85 (+2.06%; +2.29%), and DeepSeek R1
8B at 0.55 (+8.45%; +8.75%). DeepSeek R1 8B also achieves the highest Balance Score (0.678), reflecting the
combination of strong gains and low output variability. At their peak thresholds, Mistral 7B v0.3, Granite 3.2
8B, and DeepSeek R1 8B show strong statistical support, while Llama 3.1 8B records a smaller but still positive
gain. These results are bounded by the tested configuration of four models, 426 questions, the biodiversity
domain, and a single standardized hardware environment. Within those limits, Phase IV provides evidence
for RQ1 and RQ2 in the biodiversity domain, while the cross-domain implications for RQ3 are addressed in
Section 4.4.9.

Table 4.21 Best-Performing Configurations Summary (Biodiversity Domain). Significance markers summarize paired t-test results;

Peak CPS T-CPS Balance
Model Threshold Impr. % Impr. % cv Score Sig.
Mistral 7B v0.3 0.8 13.32 14.23 0.242 0.588 *kx
Granite 3.2 8B 0.8 6.95 7.25 0.239 0.303 *Ak
Llama 3.1 8B 0.85 2.06 2.29 0.24 0.095 *
DeepSeek R1 8B 0.55 8.45 8.75 0.129 0.678 *kx

4.5 Chapter Summary

Chapter 4 examined how similarity threshold affects RAG generation quality across seven open-
source language models and two knowledge domains using the PaSSER platform described in Chapter 2 and
the evaluation framework defined in Chapter 3. Phase | established baseline system behavior under fixed top-
k retrieval and compared runtime and quality results for three 7B models across two hardware environments.
Phase Il introduced threshold-based retrieval in a pilot sweep from 0.50 to 0.80 and showed that CPS varies
by model. Phase Il extended the analysis to four models and thresholds up to 0.95 in the agriculture domain,
demonstrating model-dependent sensitivity under CPS, T-CPS, and Balance Score, supported by paired
statistical testing against baseline. Phase IV repeated this threshold analysis in the biodiversity domain under
standardized hardware and showed lower peak thresholds, larger improvement magnitudes, and full
agreement among CPS, T-CPS, and Balance Score. Taken together, the results show that threshold effects are
model-dependent and domain-sensitive, and that best-performing thresholds require corpus-specific
calibration. Across all phases, the evaluation procedure, infrastructure, and experimental design components
of Objective 1 were applied consistently, fulfilling Objective 4 and providing empirical support for Deficiency
1, Deficiency 2, and Deficiency 3.
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CHAPTER 5: DISCUSSION AND FUTURE WORK

The dissertation is guided by one research aim and four objectives. Its aim is to develop an evaluation
framework for Retrieval-Augmented Generation that supports evidence-based retrieval configuration
decisions for RAG systems with open-source LLMs, with particular focus on similarity threshold configuration.
Objective 1 defines and implements the core components of the framework: a threshold-aware evaluation
procedure, the PaSSER platform as reproducibility infrastructure, and a controlled experimental design.
Objectives 2 and 3 establish model selection criteria and define the evaluation metrics and computation
procedures. Objective 4 applies these foundations through controlled testing and analysis across models and
domains. Chapter 1 identifies the research gaps and corresponding deficiencies. Chapters 2 and 3 present the
platform, model selection rationale, metrics, and computation procedures. Chapter 4 reports the
experimental results. The findings are synthesized below: Section 5.1 addresses the research questions,
Section 5.2 outlines the scientific-applied contributions, Section 5.3 discusses limitations, and Section 5.4
indicates future research directions.

5.1 Answers to Research Questions
Sections 5.1.1-5.1.3 synthesize the evidence from Phases II-IV in relation to the three research

questions.
5.1.1 Threshold Effects on Generation Quality (RQ1)

Similarity threshold configuration produced statistically significant effects on generation quality.
Across the agricultural and biodiversity corpora, threshold variation within the tested range of 0.50-0.95
yielded CPS improvements of up to +4.58% in Phase lll and +13.32% in Phase IV relative to baseline.

The Phase Il pilot provided the first indication that CPS varies across threshold settings even within a
relatively narrow range. Using 101 question-answer pairs and three 7B-parameter models, it showed that
peak-performing thresholds already differed by model, with Mistral 7B and Llama 2 7B peaking at 0.55 and
Orca 2 7B at 0.65. These pilot results justified the broader threshold sweep and expanded model set used in
the later phases.

Phase Il extended the analysis to four models, 369 questions, and thresholds from 0.50 to 0.95, with
statistical testing against baseline. Under these conditions, Granite 3.2 8B and Mistral 7B v0.3 showed the
clearest evidence of systematic threshold sensitivity, with significant positive effects at 7 of 10 and 6 of 10
thresholds, respectively. DeepSeek R1 8B and Llama 3.1 8B showed fewer significant gains, and their
threshold behavior was more constrained or mixed.

Phase IV applied the same threshold-evaluation procedure to the biodiversity corpus. The results
again showed that threshold choice affects generation quality, but the magnitude and direction of those
effects differed by model. Mistral 7B v0.3 showed significant improvement at 9 of 10 thresholds, whereas
Granite 3.2 8B contracted from a broad effective range in Phase Ill to only 3 significant thresholds in Phase IV.
DeepSeek R1 8B showed positive effects at lower thresholds and degradation at stricter ones, while Llama
3.1 8B showed predominantly negative threshold effects. Output variability also increased in Phase IV across
all models, as reflected in higher coefficient of variation values.

Taken together, these findings provide an affirmative answer to RQ1: similarity threshold
configuration produced measurable and, in many cases, statistically significant effects on generation quality.
Improvements of up to +4.58% in agriculture and +13.32% in biodiversity were achieved through threshold
calibration alone, without model retraining or architectural changes. At the same time, the best-performing
threshold was not fixed across models or domains, indicating that threshold selection should be established
empirically for the target configuration rather than assumed in advance.

5.1.2 Model-Dependent Similarity Threshold Sensitivity (RQ2)

The results show substantial model-dependent variation in similarity-threshold sensitivity. The
models differed not only in their best-performing threshold values, but also in the breadth of their effective
threshold ranges, the magnitude of their CPS improvements, and the consistency of their responses across
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configurations.

Mistral 7B v0.3 showed the broadest and most consistent positive response. In Phase lll, it achieved
significant improvements across thresholds from 0.55 to 0.95, and in Phase IV this responsiveness expanded
further, with significant gains at 9 of 10 tested thresholds and a peak CPS improvement of +13.32% at 0.80.
Among the models evaluated in Phases Il and 1V, it was the only one to maintain a broad positive threshold-
response profile across both domains.

Granite 3.2 8B showed a different pattern. In the agricultural domain, it exhibited a broad plateau of
significant gains across thresholds from 0.65 to 0.95. In the biodiversity domain, however, that range
narrowed substantially to 3 significant thresholds. This makes Granite 3.2 8B the clearest example of
contraction in sensitivity breadth under domain change, although the interpretation remains qualified by the
Phase IlI-1V procedural differences discussed in Section 5.3.2.

Llama 3.1 8B showed a much narrower positive range in agriculture and predominantly negative
effects in biodiversity. In Phase IV, 6 of 10 thresholds were significant, but only one of these was positive. This
reversal suggests that threshold calibration for Llama 3.1 8B is especially sensitive to corpus conditions and
may become unstable when retrieval characteristics change.

DeepSeek R1 8B showed comparatively limited responsiveness in Phase lll, but a more distinctive
pattern in Phase IV. In biodiversity, it improved at lower thresholds and degraded at stricter ones, producing
a bifurcated threshold-response profile. Although its mean CPS gains were not the largest overall, its lower
coefficient of variation contributed to the highest Balance Score observed in Phase IV. This indicates that
DeepSeek R1 8B becomes more competitive when stability-aware evaluation is taken into account.

These results provide an answer to RQ2: threshold sensitivity differed substantially across models in
both magnitude and form. Some models showed broad and stable positive response, others showed narrow
or contracting effective ranges, and others changed direction across domains. Threshold selection therefore
cannot be generalized across models, since a setting that improves one model may have little effect or even
a negative one for another
5.1.3 Cross-Domain Generalization (RQ3)

Threshold sensitivity was compared between the agricultural corpus in Phase Il and the biodiversity
corpus in Phase IV. The comparison revealed systematic cross-domain differences, although these must be
interpreted cautiously because corpus, question-generation procedure, and hardware conditions were not all
held constant between phases.

The clearest pattern is that the best-performing thresholds shifted downward in Phase IV for all four
models. In biodiversity, each model reached its highest CPS at a lower threshold than in agriculture, with the
largest downward shift observed for DeepSeek R1 8B. Improvement magnitudes also increased for most
models. Mistral 7B v0.3, Granite 3.2 8B, and DeepSeek R1 8B all achieved substantially larger gains in Phase
IV than in Phase lll, whereas Llama 3.1 8B remained comparatively weak and showed predominantly negative
threshold effects. The relative ranking of models also changed across domains: DeepSeek R1 8B moved from
the weakest peak CPS result in agriculture to the second strongest in biodiversity, while Llama 3.1 8B dropped
from second to fourth.

The cross-domain shift was visible not only in the peak thresholds and improvement magnitudes, but
also in the structure of the metric relationships. The correlation patterns among component metrics differed
between Phases lll and 1V, indicating that the interaction between overlap, semantic similarity, fluency, and
variability was sensitive to corpus conditions. In addition, threshold selection behavior became more
consistent in biodiversity, where CPS, T-CPS, and Balance Score aligned for all four models, unlike the
agriculture phase where DeepSeek R1 8B showed divergence between mean-performance and stability-
aware criteria.

Collectively, these results support the answer to RQ3: threshold-response patterns did not transfer
unchanged across domains. The direction of the shift was systematic, with lower best-performing thresholds
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and larger gains in the biodiversity phase, but the exact effects depended on the model. This indicates that
threshold calibration should be treated as corpus-specific rather than assumed to generalize automatically
from one knowledge domain to another.

5.2 Scientific-applied Contributions

Three scientific-applied contributions are defined as layers of an integrated evaluation framework
that address the deficiencies identified in the Introduction: a threshold-aware evaluation procedure with
composite scoring (C1, Evaluation Procedure layer, addressing D1), reproducibility infrastructure with
blockchain-based provenance logging (C2, Infrastructure layer, addressing D2), and comparative empirical
guidance for open-source LLM deployment (C3, Evidence layer, addressing D3). Sections 5.2.1-5.2.3
summarize these contributions.

5.2.1 Threshold-aware Evaluation Procedure

Section 1.4 showed that existing evaluation frameworks such as RAGAS, RGB, the TREC RAG Track,
and Trulens typically assess RAG outputs under fixed retrieval settings and do not treat similarity threshold
as an explicit experimental variable. In many implementations, threshold selection remains a heuristic
configuration choice, often adopted without systematic justification. Existing approaches also tend to
emphasize mean performance and rarely evaluate how output quality varies across queries.

To address this gap, the present work developed a threshold-aware evaluation procedure in which
similarity threshold is treated as an independent variable and system behavior is evaluated across a retrieval-
selectivity range rather than at a single operating point. This procedure was implemented through the PaSSER
platform and applied across Phases II-1V. Phase Il introduced pilot threshold variation in the range 0.50-0.80.
Phase Il extended the sweep to 0.95 and incorporated statistical testing in the agricultural domain. Phase IV
repeated the same procedure in the biodiversity domain to examine cross-domain variation.

The results show that threshold effects are substantial and cannot be reduced to a fixed default. In
Phase Ill, peak-performing thresholds by CPS fell within 0.90-0.95, while stability-aware criteria expanded the
effective range to 0.65-0.95. In Phase IV, the best-performing thresholds shifted downward to 0.55-0.85.
Performance differences across thresholds reached +4.58% CPS improvement in agriculture and +13.32% in
biodiversity, indicating that evaluation at a single threshold may fail to represent system behavior across the
retrieval range.

This contribution also includes three composite scoring formulations. CPS aggregates heterogeneous
metrics through weighted summation after normalization, using a 9-metric panel distributed across lexical
overlap (30%), semantic similarity (25%), fluency and accuracy (25%), and language modeling (20%). T-CPS
extends CPS by incorporating the coefficient of variation (CV), thereby accounting for output stability across
queries. Balance Score further evaluates the relation between improvement and variability.

Across Phases Ill and IV, T-CPS and CPS were highly correlated (p > 0.99), indicating that mean
performance remained the dominant ranking signal in the tested configurations. This does not make T-CPS
redundant. Rather, it shows that stability-aware ranking usually aligned with mean performance, while still
revealing cases in which the preferred threshold changed once variability was considered. The clearest
example is DeepSeek R1 8B in Phase lll, where CPS peaked at 0.90 but T-CPS favored 0.65 because lower
variability shifted the stability-aware optimum.

Overall, this contribution addresses Deficiency 1 by replacing fixed-threshold evaluation with a
threshold-aware procedure that captures both performance level and performance stability. The reported
findings remain exploratory, and confirmatory studies with stronger statistical control would further
strengthen generalizability.

5.2.2 Reproducibility Infrastructure

The second contribution is the PaSSER platform, developed to address reproducibility problems in
RAG evaluation. PaSSER provides a browser-based environment for controlled experimentation, integrating
retrieval configuration, model execution, metric calculation, and result export within a single workflow.
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A central feature of this infrastructure is blockchain-based provenance logging. For each experimental
run, the platform records evaluation metrics, timing data, and run identifiers on the Antelope blockchain,
while the backend preserves the associated configuration context, including the model identifier, retrieval
parameters, decoding settings, and dataset identifiers. This design supports immutable records, verifiable
timestamps, and later retrieval of experiment metadata for independent inspection.

Blockchain logging does not guarantee exact replication of the full computational environment.
However, it strengthens reproducibility by preserving the experimental conditions and recorded outputs in a
verifiable form. In this way, the contribution addresses Deficiency 2 not by claiming perfect replicability, which
would be convenient but false, but by improving transparency, traceability, and post hoc verification of
evaluation runs.

The materials associated with this dissertation are publicly available in two GitHub locations. The
phase-organized thesis archive, containing the experimental results and supporting research materials, is
available at https://github.com/M33rschaum/passer-thesis-archive. The current PaSSER implementations,

including the original PaSSER platform and its related repositories such as maPaSSER and the PaSSER-SR, are
available through the GitHub organization at https://github.com/scpdxtest.

5.2.3 Practical Guidance for Open-Source Deployments

The third contribution is comparative empirical guidance for selecting and configuring open-source
LLMs under RAG conditions. This contribution addresses the lack of systematic evidence for open-source
deployment candidates, especially where model choice and retrieval configuration must be made under
security, cost, or infrastructure constraints.

Using the model selection criteria and metric procedures defined in Chapter 3, and the controlled
experiments reported in Chapter 4, the dissertation generated more than 38,000 evaluations across four
phases, two domains, and multiple hardware settings. These results make threshold sensitivity visible and
comparable across deployment candidates in the 7-8B parameter range.

Four findings are especially relevant for practice. First, models differ substantially in threshold-
response profile: some show broad and stable positive sensitivity, while others exhibit narrow, unstable, or
bifurcated behavior. Second, the effective threshold ranges identified in Phases Ill and IV provide starting
points for calibration rather than reliance on generic defaults. Third, cross-domain shifts show that threshold
settings should be re-evaluated when the corpus changes. Fourth, Balance Score provides an additional basis
for deployment decisions when consistency matters alongside mean performance.

The observed threshold effects are especially relevant to two retrieval-related failure points described
in prior work [47]: exclusion of relevant evidence under overly strict filtering, and admission of weakly related
material under overly permissive filtering. The present results suggest that model susceptibility to these
failure points differs across systems, although the causal mechanisms were not isolated in this dissertation
and would require dedicated ablation studies.

Taken as a whole, this contribution addresses Deficiency 3 by providing empirical guidance for
threshold calibration and model comparison in open-source RAG deployment scenarios, with attention to
both average quality and stability under changing corpus conditions.

5.3 Limitations
Several factors limit the extent to which the reported findings can be generalized beyond the

evaluated corpora, models, and experimental settings.
5.3.1 Scope Constraints

The experimental analysis covers two domains: agriculture in Phase Ill and biodiversity in Phase IV.
Both domains are characterized by technical and regulatory content, formal language, and relatively well-
defined terminology. It therefore remains unclear whether similar threshold-sensitivity patterns would
appear in domains with less structured language, broader topical variation, or more ambiguous reference
material.

Abstracts of Dissertations 2026 (5) 3-48


https://github.com/M33rschaum/passer-thesis-archive
https://github.com/scpdxtest

35 Miroslava Dimitrova

The evaluated model set was limited to open-source systems in the 7-8B parameter range in order to
keep experimentation feasible on mid-range hardware. Threshold sensitivity may differ for smaller, larger, or
more heavily specialized models, particularly where retrieval use, context utilization, or decoding behavior
changes substantially.

5.3.2 Experimental Design Limitations

The experiments were conducted under hardware conditions that varied across phases. Phase Il used
M1, M2, and CPU-only environments together with context buffers ranging from 2,048 to 10,000 tokens.
Phase IV standardized execution to a single M1 environment with a fixed 16,000-token context buffer. While
this removed hardware and context-buffer variation within Phase IV, it also introduced simultaneous
differences relative to Phase Ill in domain, question-generation procedure, and execution setup.

Vector stores were built using Mistral 7B embeddings through the Ollama embedding endpoint, with
fixed chunking parameters of 1,024 characters and 50-character overlap across all phases. This ensured
consistent retrieval inputs across generators, but it may also have introduced embedding-generator
alignment effects. Because Mistral 7B served both as the embedding model and as one of the evaluated
generators, a possible alignment confound cannot be excluded. Isolating that effect would require
experiments with independent embedding models.

Question generation also differed across phases. Agricultural questions in Phases I-lll were generated
with Mistral 7B, whereas Phase IV used Claude Opus. This provides some procedural variation, but it does not
isolate the contribution of question generation to the observed threshold patterns.

As a result, the comparison between Phases Ill and IV differs in several respects beyond domain
content alone, including question-generation model, hardware standardization, and corpus characteristics.
The cross-domain findings should therefore be interpreted as preliminary evidence that calibration may need
to be corpus-specific, rather than as a clean test of domain effects alone.

5.3.3 Measurement and Analysis Limitations

Some of the evaluation metrics also impose interpretive limits. The perplexity metrics, Laplace and
Lidstone, were computed with NLTK n-gram language models rather than transformer token probabilities and
therefore function as model-independent proxies rather than direct estimates from the evaluated generators.
The B-RT metric suite uses [CLS]-based projections and has not yet been validated against human judgments.

Phases Ill and IV report uncorrected p-values in order to preserve statistical power. Each phase
includes 40 paired comparisons against baseline, meaning that at a = 0.05 approximately two significant
results per phase would be expected by chance under the null hypothesis. For that reason, interpretation
should focus on broader patterns across thresholds and models rather than on isolated p-values. The reported
findings are therefore exploratory and should not be treated as definitive threshold prescriptions.

5.3.4 Causal Interpretation

The experimental design establishes empirical associations between similarity-threshold
configuration and generation performance, including model-dependent optima, cross-domain shifts, and
stability-performance trade-offs captured through Balance Score. However, it does not isolate the
mechanisms responsible for these patterns. Multiple factors vary simultaneously across conditions, including
corpus characteristics, question formulation, hardware configuration, and model architecture. This prevents
attribution of the observed effects to any single cause. Mechanistic claims would require controlled ablation
studies in which one factor is varied at a time while the remaining components are held constant.

5.4 Future Work

Future work can be grouped into three directions: scope extensions, procedural extensions, and
validation and verification.
5.4.1 Scope Extensions

Future studies should extend threshold-sensitivity analysis beyond the agriculture and biodiversity
domains and beyond open-source models in the 7-8B parameter range. Controlled domain variation, in which
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only the corpus changes, would help isolate domain effects from the design confounds described in Section
5.3.2. Model coverage could also be expanded to include smaller and larger models, fine-tuned variants, and,
where feasible, proprietary systems evaluated under matched conditions.
5.4.2 Procedural extensions

Further work should investigate adaptive threshold selection, where retrieval selectivity varies
according to query characteristics rather than remaining fixed. The PaSSER platform could also be extended
to record retrieval-level provenance, including retrieved passages and similarity scores, and to integrate IPFS
for content-addressed storage of corpora and datasets. Another useful direction is the analysis of efficiency-
quality trade-offs through systematic measurement of latency, memory use, and throughput across threshold
settings.
5.4.3 Validation and Verification

Future research should also include human validation studies to determine whether thresholds
selected by CPS and T-CPS correspond to improvements perceived by human evaluators, and to assess the
validity of B-RT against human judgments. Controlled ablation studies are also needed to isolate the effects
of embedding alignment, chunking strategy, question generation, hardware conditions, and domain-only
changes. In addition, alternative measurement approaches should be explored, including transformer-native
perplexity where logits are available, together with multiple-comparison corrections such as Bonferroni or
Benjamini-Hochberg false discovery rate control in confirmatory studies.
5.5 Chapter Summary

Chapter 5 interpreted the experimental findings in relation to the three research questions, outlined
the three scientific-applied contributions of the dissertation, and identified the main limitations affecting
scope, design, measurement, and causal interpretation. It also defined directions for future work aimed at
expanding domain and model coverage, improving retrieval-level instrumentation, and strengthening
validation through human assessment and controlled ablation. These elements position the reported results
as a structured basis for continued investigation of threshold-aware RAG evaluation rather than as fixed
prescriptions for all deployment settings.

CONCLUSION — RESUME OF THE OBTAINED RESULTS

An evaluation framework for retrieval-augmented generation (RAG) was developed, integrating three
layers: an Evaluation Procedure layer introducing a threshold-aware evaluation procedure, an Infrastructure
layer implementing reproducibility infrastructure, and an Evidence layer producing practical guidance for
open-source deployments. The framework addresses three deficiencies identified in current RAG evaluation
practice: the absence of threshold-aware evaluation, insufficient reproducibility infrastructure, and the lack
of practical guidance for open-source RAG deployments.

The PaSSER platform was designed and implemented as a browser-accessible, open-source
application supporting configurable retrieval parameter testing, multi-metric evaluation with composite
scoring, and blockchain-based provenance logging via the Antelope ledger. Three composite scoring
instruments were developed: the Composite Performance Score (CPS) for unified threshold comparison, the
Threshold-aware Composite Performance Score (T-CPS) incorporating output consistency through a
coefficient-of-variation-based reward-penalty structure, and the Balance Score quantifying the stability-
performance trade-off.

Seven open-source language models in the 7-8 billion parameter range were evaluated across four
experimental phases, two application domains (agriculture and biodiversity), and over 38,000 individual
evaluations. Phase | validated end-to-end platform functionality under fixed top-k retrieval. Phase Il
introduced threshold-aware evaluation and provided initial evidence that threshold sensitivity varies across
models. Phase Il extended the analysis to four newer models across a broader threshold range (0.50—0.95)
with statistical validation, revealing CPS improvements of up to 4.58% in the agricultural domain and
identifying two distinct sensitivity profiles: broad improvement zones and narrow effective ranges. Phase IV
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replicated the evaluation in the biodiversity domain, where substantially larger threshold effects were
observed — peak CPS improvements reached 13.32%. Peak-performing threshold configurations shifted
downward for all four models when moving from agriculture to biodiversity, with shifts ranging from -0.05
(Llama 3.1 8B) to —0.35 (DeepSeek R1 8B). Output variability increased by 67—-105% (coefficient of variation)
relative to agriculture, confirming that threshold sensitivity is domain-dependent and not solely a model-
intrinsic property.

CPS and T-CPS alignment analysis demonstrated that mean performance and consistency-aware
assessment can yield divergent threshold recommendations, with two of four models showing different
optima under the two scoring instruments.

All four objectives were addressed. Objective 1 was realized through three components: the
reproducibility infrastructure with blockchain-based provenance logging (b, Chapter 2), the threshold-aware
evaluation procedure with composite scoring (a, Chapters 3-4), and the controlled experimental design
producing comparative evidence across models and domains (c, Chapter 4). Objective 2 was addressed
through definition of model selection criteria aligned with deployment feasibility, licensing, and
computational requirements (Chapter 3). Objective 3 was fulfilled through definition and consistent
implementation of metric computation procedures across five evaluation constructs, with aggregation into
three composite scoring instruments (Chapter 3). Objective 4 was achieved through controlled
experimentation across four phases, two domains, and over 38,000 evaluations under systematic threshold
variation (Chapter 4).

Three practical conclusions emerge from the experimental evidence. First, threshold calibration
produces measurable and statistically significant improvements, but effective configurations depend on both
model architecture and knowledge domain - no single threshold setting generalizes across all conditions.
Second, consistency-aware scoring is recommended over mean-performance-only assessment, as it prevents
selection of high-performing but unstable configurations. Third, systematic threshold evaluation should be
repeated when changing the application domain, as peak-performing thresholds shifted downward for all
four tested models when moving from agriculture to biodiversity.

Three scientific-applied contributions — together constituting the evaluation framework — result
from the research. The end-to-end traceability from identified deficiencies through research questions and
objectives to contributions is shown in Figure C.1.

Abstracts of Dissertations 2026 (5) 3-48



EVALUATION FRAMEWORK OF RETRIEVAL-AUGMENTED GENERATION 38
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SUMMARY
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Figure C.1 End-to-End Traceability Map
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Five peer-reviewed publications underpin the reported research:

[15] I. Radeva, I. Popchev, and M. Dimitrova, "Similarity thresholds in retrieval-augmented generation,"
Proceedings of the 12th IEEE International Conference on Intelligent Systems - 1S'24, 29-31 August 2024,
Varna, Bulgaria, IEEE Xplore, 2024, ISBN:979-8-3503-5098-2, ISSN:2832-4145,
DO0I:10.1109/1S61756.2024.10705214, 1-7.

This work supports the CPS formulation and threshold sensitivity analysis presented in Chapter 4 (Phase ).

[16] M. Dimitrova, I. Popchev, and |. Radeva, "PaSSER: A platform for evaluating LLMs in RAG," Proceedings
of the 9th IEEE International Conference on Big Data, Knowledge and Control Systems Engineering —
BdKCSE'2025, 06-07 November 2025, Bankya, Bulgaria, IEEE Xplore, 2025, ISSN:979-8-3315-8712-3,
DOI:10.1109/BdKCSE67969.2025.11300500, 1-7.

This work describes the PaSSER platform architecture and functionalities detailed in Chapter 2.

[17] I. Radeva, |. Popchey, L. Doukovska, and M. Dimitrova, "Web application for retrieval-augmented
generation: Implementation and testing," Electronics, 13, 7, MDPI, Basel, Switzerland, 2024, ISSN:2079-
9292, DOI:10.3390/electronics13071361, 1-31. SIR (Scopus):0.64, JCR-IF (Web of Science):2.9.

This work presents the PaSSER platform and metrics discussed in Chapter 2.

[18] I. Radeva, |. Popchey, L. Doukovska, and M. Dimitrova, "Multi-agent coordination strategies vs.
retrieval-augmented generation in LLMs: A comparative evaluation," Electronics, 14, 24, MDPI, 2025,
ISSN:2079-9292, DOI:10.3390/electronics14244883, SIR (Scopus):0.62.

This work documents the T-CPS and Balanced Score reported in Chapter 4 (Phase V).

[20] M. Dimitrova, "Retrieval-augmented generation (RAG): Advances and challenges," Problems of
Engineering Cybernetics and Robotics, 83, Prof. Marin Drinov Academic Publishing House, 2025, ISSN:2738-
7356, DOI:10.7546/PECR.83.25.03, 32-57.

This work provides the RAG literature review and frameworks analysis that form the foundation of Chapter
1.

Publications [17] and [18] are indexed in JCR-IF (Web of Science) and SJR (Scopus). Conference papers [15]
and [16] are indexed in IEEE Xplore Digital Library. Article [20] is published by Prof. Marin Drinov Academic
Publishing House of the Bulgarian Academy of Sciences.
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49 Mupocnasa Jumurposa

YBO[,

E3nMKoBMTE MOAENN Ha OCHoBaTa Ha TpaHcdopmepu [1], npu Kouto BpPOAT Ha NapameTpuTe AOCTUTa
MUAMapAK, NO-NO3HATK KaTo rosiemun esmkosm moaenu (Large Language Models, LLMs), HamupaT WMpPOKO
npunoxeHne B obpaboTkaTa Ha ecTecTBeH e3unK (Natural Language Processing, NLP) npu 3amaun Kato
MallnHeH npesoj, obobulaBaHe, OTroBapaHe Ha BbNPOCK U BoAeHe Ha amnanor [2]. Bbnpeku ye reHepupar
rPamaTMUYHO KOPEKTEH M CBbP3aH TEKCT, HaZleXAHOCTTa MM OCTaBa OrpaHWYeHa B CUTyalUM, B KOMTO ca
HEeobXoAMMM KOHKPETHU GaKTK, aKTyaHa MHGopMaumsa nam npocneammm nstoyHnum [3]. Korato otrosopute
TpsabBa fOa 6bAaT MNOAKPENeHWM C BbHWHM [OKasaTenctBa, a He fOa Ce W3BeXAaT eAWHCTBEHO OT
napaMeTpuUYyHOTO 3HaHME Ha Mogena, Tesn MOAENN YecTo reHepupaT HeobOCHOBAHW WAKW OCTapenu
TBbpaeHun [4]. NoaxoabT Retrieval-Augmented Generation (RAG) npeogonsBa ToBa OrpaHUYeHMe, KaTto
OTAEeNA U3BAMYaHeTo Ha MHGOPMALMUA OT reHepMPaHETOo Ha TeKCT [5].

BmecTo ga pasumta M3UANO0 Ha nNapameTpuyHo 3HaHue, RAG msBanya MHPopmauma OT BbHLUEH
KOpMNyc U reHepMpa OTroBOP Bb3 OCHOBA Ha U3BNEYEHUSA KOHTEKCT. Ta3n apXnTeKkTypa No3Bo/iABa 3HAHUETO Aa
ce aKTyanusupa uype3 obHoBABaHe Ha Kopnyca, 6e3 moaensT Aa ce obyyaBa MOBTOPHO, M noanomara
reHepupaHeTo Ha OTroBOPM, OCHOBAHM Ha M3TOYHMUM, KOraTo TaKMBa Ca HanuMuyHW. EdekTnBHOCTTA Ha
06BbP3BAHETO C U3TOYHMLM 0bBaYe 3aBUCK OT NMOAUTMKATa HA U3BANYAHE: KaK ce onpeaens CbOTBETCTBUETO,
KaKbB KOHTEKCT ce noabupa 1 Kak NparsbT Ha CXOACTBO U HAaYMHBLT Ha NoAperkaaHe Ha pe3yntatute opopmaT
UHbOpPMaumaTa, NpeaocTaBeHa Ha reHepatopa [6]. TA 3aBMCM CbLO OT CNOCOBHOCTTA Ha reHepatopa Aa
M3MO0/3Ba M3B/IEYEHMS KOHTEKCT Moc/aedoBaTe/lHO, BMecTo Aa ro '"npeHanuceBa" ¢ HenoaBbpAeHO
CbAbpiKaHWe. 3aToBa NPU OLLEHSABAaHETO Ha NoAO6HM CUCTEMM e HeobXoAMMO Aa ce pasrexaaTt He camo
NAaBHOCTTa U CBbP3aHOCTTa Ha TEKCTA, HO U BAWAHMETO Ha M3BAMYAHETO U M3BOPLT Ha KOHTEKCT BbPXY
daKTMyeckaTa 4OCTOBEPHOCT U MbAHOTATa Ha OTroBopa.

AKTYanHOCT Ha Temarta

RAG cucTemuTe Hammpart BCe MO-LIMPOKO NpuioxeHne B 061acTu, KbaeTo dakTMyeckaTa TOYHOCT U
npocneaumMocTTa MpPAKO BAMAAT BbPXY KaAyecTBOTO Ha B3eMaHe Ha peleHus, BK/YUTENHO B
34paBeonassaHeto [7] n npaBHUTe uM3cneaBaHuA [8]. B TakmBa ycC/lOBMA, HEBEPHW TBbPAEHMA HOCAT
npakTh4yecKn nocneamnun: HenpaBmuaHO KANMHUYHO YKa3daHuMe Uan UamMunucieH npaseH npeueneHT, morat Aa
KOMMPOMETUPAT Nnocseasalim peweHus. NMponyckute npu M3BANYaHETO, KOraTo pesieBaHTHM A0Kas3aTencTsa
CblLLECTBYBAT, HO He Ca U3B/IeYEHM - MoTaT Aa 06e3CMUCAAT NON3NUTE OT U3MON3BAHETO Ha BbHLIEH KOHTEKCT.

Bbnpeku ye HAKOWM rofiemu e3MKoBW Modenu, pasnosarat ¢ ¢yHKUMKM 3a yeb TbpceHe, nogobHa
GYHKUMOHANHOCT He OCUrypsABa MO CBOATA CbLIHOCT AOCTOBEPHOCT Ha M3TOUYHULUTE MPU KOHTPOAUPAHMU
YCNOBMA Ha OUEHKa. Yeb pecypcuTe ce XapaKTepusmpaT C HEenocTosiHHa CTabWIHOCT, AOCTbMbT A0 TAX
HEBUWHAru e HaAuue, a KpUTepumTe 3a NoAbop UK CbXPaHEHME Ha CbAbPKAHNETO YECTOo He ca NPo3payHu —
baKTopK, KOWUTO 3aTPYLHABAT CPABHEHWETO MeXAY OTAENHUTE EKCNepuMEHTaNHU UMKAKM. Yucto
napameTpu4HMTE MOAENM, CbLLO TaKa, OCTaBaT CKAOHHW Aa reHepupaT ybeautenHu, Ho $HaKToNOrMYHO
rPeLWHN OTrOBOPU, KOraTo M3TOYHMLMTE AUMNCBAT, NPOTUBOPEYaT cU namca cnabo cBbp3aHM CbC 3aABKaTa.
OcBeH TOBa, Te YeCcTo NPeaoCTaBAaT orpaHuWyeHa WAM HeacHa MHbOpPMaLUMA 33 M3TOYHMKA Ha OTAEHUTE
TBbpAeHun 3], [9].

MoTtusauma Ha uscneaBaHeTo

Bbnpekn ye o0630pHUTE NybBAMKaLMKM OTYMTAT ObP30 pPas3BUTME Ha aAPXUTEKTYpUTE U pPaboTHUTE
npouecu B RAG cuctemmuTe, Te CbLL0 NogYEPTaBaAT INMCA HA eANHEH NOAX0A, B KOHOUTYpaLMUTE N NPAKTUKNUTE
3a oueHKa. ToBa orpaHM4YaBa Bb3MOXKHOCTUTE 3@ CbNOCTaBUMOCT M B3eMaHETO Ha MHGOPMMPAHU peLleHua
npu n3bop Ha moaen 3a BHegpssaHe [10]. UscnepBaHeTo € MOTUBMPAHO OT TPU OCHOBHM AeduuuTa:

Adecduyum 1 (D1): /lunca Ha u3cnedsaHe, omyumMaw,o0 nNpa2a Ha cxoocmeo. MNparbT Ha CXOACTBO
(similarity threshold) onpegena panu wnssneyeHuTe AOKYMEHTU Aa 6bAAT BK/AOYEHW B KOHTEKCTa 33
reHepupaHe Ha OTrOBOP M NPAKO BAUAE BbPXY NPELM3HOCTTA (precision) u nbnHoTaTa (recall) Ha nseanMyaHeTo
[6], [11]. Ha npakTWKa, M36OPBT Ha TO3WM Mpar, He e NPOCTO TEXHUYECKU AEeTailn OT peannsauuaTa: TOM
onpeaens fanu cuctemaTa We nofane HepocTaTbyeH KOHTEKCT (Bogel, Ao AeduuMT Ha 40KasaTencrea m
HEeMnb/IHW OTrOBOPU) UM NPEKOMEPEH TaKbB (BbBeXAall, MpefieBaHTHU MacaXku, KoMTo morat aa "pasceat”
MmoZena M Aa BAowaTt GaKToNOrMYHOTO CbOTBETCTBUE). M360PBT Ha npar BAMAE U BbPXY U3UUCAUTENHUTE
pa3xoau, Ypes KoHTpoaupaHe Ha obema Ha KOHTEKCTa M nocnegawata My obpaboTka. Heobxoamma e
npoueaypa 3a oueHABaHEe, KOATO OTYMUTA Npara Ha CXoACTBO. TA NO3BONABA Aa Ce aHaNM3Mpa CeNIEKTUBHOCTTA
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Ha U3BAMYaHE M fa ce 06OCHOBE M3OOPBT HA KOHKPETHA KOHpUrypauuma. Ypes BapupaHe Ha npara npw
KOHTPO/IMPAHMN YCN0BUSA, Ce YCTAaHOBABAT XapPaKTePHU 3aBUCMMOCTU B PE3YATATUTE, KOMTO Ca XapaKTePHM 3a
pasnnyHUTe Moaenn u Habopu OT AaHHM. BbnpeKku ye nparsT ce M3NON3BA MACOBO KATO MapameTsbp,
CUCTEMATUYHM aHAM3W C NOCNeL0BaTENIHOTO My BapupaHe, NPU KOHTPOAMPAHM YCN0BUA U CbNOCTaBUMM
METPUKK, OCTABAT OrpaHUYEHM.

benexcka: od "npae Ha cxodcmeo" ce pazbupa MUHUMGAHUAM KoeguyueHm HA KOCUHYCO80 CX00CmMB0
(cosine similarity score), Heobxo0um 3a 8KAOYEAHEMO HA Oa0eH Nacaxc 8 KOHMeEKCMa 3a 2eHepupaHe. B
Aumepamypama mo3su napamembsp ce cpewa ouwe Kamo "npaz Ha penesaHmHocm' uau "npae Ha
cenekmusHocm'"; 3a ynecHeHue 8 caedsawume 2a4a6uU we ce u3nossea "npae Ha cxodcmeo" uau npocmo
"npaz".

Aecpuyum 2 (D2): lunca Ha uHppacmpykmypa 3a eb3npouzsodumocm. RAG cuctemute BKAOYBAT
MHOKECTBO B3aMMOAENCTBALLM CM KOHOUIYpPaAUMOHHWM CloeBe: npegBapuTenHa obpaboTKa Ha Kopnyca,
cTpaTerus 3a cermeHTupaHe (chunking), u3bop Ha Moaen 3a BeKTOpHM BrpaxkaaHua (embeddings),
WHAEKCMPaHe, KaKTO W HaCTPOMKM 3a U3BAMYAHE, TeHepupaHe W JIOTMKa Ha oueHsBaHe. [Mopaau
KOMM/IEKCHOTO B3aMMOZENCTBME MexKay Te3u c/ioeBe, He3aBMCMMaTa MpoOBepKa € TpygHa, ako
KOHUrypauumnTe He ca npeunsHo gednHMpaHN U NpeacTaBeHM B Mb/Ha M cbnoctaBuma popma [12], [13].
Nluncata Ha npeumsHa AOKYMeHTauMa NpaBu pes3ynTaTute TPyAHW 33 NpoBepKa. B TakuBa cnyyau e
HEBb3MOXKHO Aa ce YCTaHOBM Aann nogobpeHaTa NpoM3BOAMUTENIHOCT Ce Ab/IKWU Ha U3cneaBaHaTa NpomMsHa
WJIN HA CKPUTW Pa3/IMKM B HACTPOMKUTE Ha cucTemaTta. Tosm npobaem e 0cobeHo KpUTUYEH Npu nscnensaHms,
YYBCTBUTE/IHM KbM Mpara Ha CXoACTBO, KbAETO A0PU MUHUMAHU NPOMEHW B KOHUTypaLumaTa Ha U3BANYAHE
MoraT Aa M3MeHAT KOPEHHO [AoKas3aTescTBaTa, MNofaBaHW Kbm Mogena. ETo 3awo e Heobxoauma
MHOPACTPYKTYPa, KOATO MPaBW EKCNePUMEHTUTE MPOBEPUMWM U CPABHUMMU, AOKYMEHTMPA M CbXpPaHsBa
MbAHUA KOHTEKCT U pe3ynTaTuTe OT eKCMepUMEHTANHUTE LMKAM BbB GOpmaT, No3BOABALYL HE3aBUCUMA
BepUPUKaLMA U CPAaBHEHUE MEXKAY PA3IMYHUTE U3C/IeaBaHMA.

Aecduyum 3 (D3): /lunca Ha Nnpakmu4yecKku HACOKU 3a 8HedpAeaHe HA MoOesnu C omeopeH Koo.
OpraHusaumuTe, KOMTO MopagM CbOOpaXkeHUs 3a CUTYPHOCT WMAM pasxoau npeanoymTaTt cobcTBeHa
MHOPACTPYKTypa (on-premises), pasunTaT NpeguMMHO Ha MOZENU C OTBOPEH Kog. BbnpeKku ToBa, Bce owe
NIMNCBAT 3a4bN0O0OYEHN aHaNU3KM, KOUTO Aa CBbP3BAT Mpara Ha CXOACTBO C KAauyeCTBOTO Ha OTroBopuTe U
pecypcute, HeobxoanMM 3a NoAApPbKKA Ha cuctemaTta. Mpu nMncaTa Ha TakMBa AaHHU, N360OPBT Ha Moaen
YecTo ce OCHOBaBa Ha HedOpMasHU TECTOBE WM Ha TPelHM NPeAnoNoXKeHUa 3a MNoBeAeHMEeTo Ha
n3BAmMyawmTe aaroputmu [10], [14]. Heobxoammm ca NpakTUYECKM HAaCOKM, KOUTO A3 UNKOCTPUPAT BAUAHUETO
Ha npara Bbpxy paboTaTa Ha cucTemaTa U a NO3BONAT OOEKTUBHO CPaBHEHNE MEXKAY Pa3IMYHUTE MOLESN C
OTBOPEH Koa,

Llen Ha uscnheaBaHeTo

Llenta Ha gucepTauMOHHUA TPy4 e fAa ce pa3paboTn pamka 3a oueHka Ha RAG, KoaTo nognomara
B3EMaHeTOo Ha pelleHuA 32 KoHUTypupaHe Ha n3BanYaHeTo B RAG cucTemm Npm e3MKOBU MOLENN C OTBOPEH
Kof, C 0COBEeH aKLEHT BbpXy HacTPOMBaHETO Ha Npara Ha CX0ACTBO.

U3cnepoBaTencKku BbNpocu
e Bwbnpoc 1 (RQ1): Boay v npomsaHaTa Ha Npara Ha CXOACTBO A0 MU3MEPUMM NPOMEHMU B KaYeCTBOTO

Ha reHepMpPaHOTO CbAbP)KaHNeE?

e Bwbnpoc 2 (RQ2): Pasnnyasa v ce epeKTbT OT Npara Ha CXOACTBO NPU PasIUYHUTE €3UKOBU MOAENN?
e Bwbnpoc 3 (RQ3): BannaHu v ca cXxogHM AManasoHM Ha npara Npu pasanyHa TematuyHa obnact

(nomeliin)?

Bcekn u3cnenoBaTesickM BbMNPOC € 06Bbp3aH C KOHKPETHa eKcnepumeHTtanHa ¢asa: RQl ce
pa3rnexaa ypes nocnegoBaTesiHAa NPOMAHA Ha npara BbB Pa3u II-IV; RQ2 - ype3 cpaBHUTeNEH aHaAM3 Ha
mozenute 8bB ®asu llI-1V; a RQ3 - upes cbnocTaBsAHe Ha Pe3yaTaTMTe NPU U3MoA3BaHe HA AaHHU OT PA3/INYHK
TeMaTM4HM o0bnacTu - 3emeaenve u bruopasHoobpasue - Bbe Pasa IV. MbpeaTa dpasa (Pasa l) e HacoueHa Kbm
OEMOHCTpaLMA Ha cucTeMata U npoduamMpaHe Ha NPOU3BOAUTENHOCTTA C Len Aa ce ycTaHoBM 6as3oBa
GYHKLUMOHANHOCT Npean HavanoTo Ha eKCNepuMeHTUTE C Npara Ha CXOACTBO.
3agaumn
OnpepeneHun ca YeTMpu 3a8aum:

3adaua 1 (Obj.1): Aa ce degpuHupam u peaausupam oCHOBHUME KOMIIOHEHMU Ha pamKama 3d
OUEeHKd, VHTerpupallia Tpu KOMMOHeHTa: (a) npoueaypa 3a OUEHKa, OTYMTALL@ Npara Ha CXoACTBO 4pes
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KOMMO3UTHU NoKasaTtenu (composite scoring); (b) nnatpopmata 3a oueHka Ha nponssoanTenHoctTa PaSSER
(Performance Assessment System for Similarity Evaluation and Retrieval) [15], ocurypsaBalua MHppacTpyKTypa
33 Bb3MNPOU3BOAMMOCT, YpEe3 3aMnC Ha pe3ynTaTute BbpXy 6N10KUYENH; U (C) KOHTPONMPAH eKCnepuMeHTaleH
[OM3aiH, 33 U3BEKAAHE Ha CPAaBHUTENIHN AAaHHN MeXAy pPa3/IMyHU MOLEeNU U 061acTu.

3adauya 2 (Obj.2): YemaHoeasaHe Ha Kpumepuu 3a uzbop Ha modenu. epnHupaHe Ha KpUTepmm 3a
nogbop, cbobpaseHn C Bb3MOXKHOCTUTE 3a JIOKA/JIHO BHeApsABaHe, IMUEH3MOHEH PEXUM U U3UUCAUTENTHU
pecypcu. ToBa BKAoYBa nNpoduinpaHe Ha M3OpPaHUTE MOAEAM MO OTHOLIEHME HA TEXHWUS KOHTEKCTEeH
nposopew, U AEKOANHT HAaCTPOMKM.

3adaua 3 (Obj.3): OnpedensHe Ha npoyedypu 3a nNodbop u usyucaseaHe HA mempuku. [a ce
nogbepat METPUKM, CbOTBETCTBALLM HA OLEHABAHUTE XAPAKTEPUCTUKU - JIEKCMKAZIHO MPUNOKPMBAHE,
CEMAHTUYHO CXOACTBO, FNAAKOCT HA TEKCTa, TOYHOCT M €3MKOBO MOAEAMpaHe - U Aa Ce OoCcuUrypu
NnocaeA0BaTENHOTO UM U3YMCAABAHE NPU BCUYKN MOLENN N EKCNEPUMEHTANTHM YCNOBUA.

3adaua 4 (Obj.4): lposexdaHe HA KOHMPOAUPAHO mMecmeaHe U daHanu3. oArotoBKa Ha
TEMATUYHM MACcMBM OT AaHHM (Kopnycu) u Habopu OT BLMPOCKM U OTFOBOPM, BKAKOYBAWA crneumdUyHa
npeagsapuTenHa o6paboTka M KOHOUIypaLma Ha N3BANYAHETO. M3NbAHEHWE U OLLEHKA Ha cepuA OT TECTOBE U
u3cnefiBaHe Ha LenUs AManasoH OT nparose Ha cxoacTso (threshold sweeps). AHanm3 1 obobuiaBaHe Ha
pesynTaTuTe, 3a 43 Ce YCTAHOBM KaK MparbT Ha CXOACTBO B/MAEe BbPXYy KAaYeCcTBOTO HA reHepupade,
Bb3MNPOM3BOAMMOCTTa U N36opa Ha NOAX0AALLA KOHPUIypaLums.

Bpb3Ka mexay u3cnepoBaTesiCKuTe BbNpoCH U NOCTaBEHUTE 3a4auu. M3cnenoBaTeicKuTe BbNpocu
RQ1-RQ3 umaT eMnmnpUYEH XapaKTep M pasriexaaT Kak KOHPUrypaumusaTa Ha npara Ha CXoACTBO B/iMAE BbpPXY
paboTtata Ha RAG cucTemun npm pasnnyHM Modenu U TematuyHu obnactu. 3agaya 1 onpeaens oCHOBHUTE
KOMMOHEHTM Ha pamMKaTa 3a OUEHKa, BKAOUYMTENHO npoueaypaTa 3a OLEHKa, WHpacTpyKTypaTta 3a
Bb3MPOU3BOAMMOCT U KOHTPOIMPAH eKCNepuMeHTaNeH AM3aiH. 3a4a4um 2-4 KOHKPETU3NPAT Ta3n pamKa vpes
nogbop Ha moaenu, onpeaensaHe U U3YMUCNABAHE Ha METPUKUTE, KaKTO U Ype3 KOHTPOIMPAHO TecTBaHe U
aHanu3. 3aegHo Te ocurypsaBaT OcHoBaTa 3a oTroBop Ha RQ1-RQ3 u 3a nsBexgaHe Ha NPAKTUYECKN HACOKM
npu nsbopa Ha moaen 1 npar.

Tabnuua |.1 npocnennsa Bpb3KaTa mexay naeHTuduumpaHuTe aeduumuTi, OCHOBHUTE BbMNPOCK Ha
M3cneBaHeTo, CbOTBETHUTE 33434 U Hay4YHU MPUHOCK.

Tabnuya 1.1 Cbomeemcmeue Ha depuyumu, 0CHO8HU 8bAPOCU, 300aYU U MPUHOCU.

Aedunuunr U3cnepoBaTencku 3apaum fnasu | NMpuHoc KomnoHeHT ot
BbNpocu pamkaTa

D1: U3cneasaHe, OTYMTALLO RQ1, RQ2, RQ3 Obj.1(a), | ™. 3- Cc1 Mpoueaypa 3a
33aBMCMMOCTHTE NpU Obj.3, Obj.4 4 OLeHKa
BapupaHe Ha npara

D2: UHdpacTpyKTypa 3a — Obj.1 (b) .2 C2 | WHdpacTpyKTypa
Bb3MPOUN3BOAMMOCT

D3: Jlunca Ha npaKTUyecKn RQ1, RQ2, RQ3 Obj.1-4 | n.3- C3 EMnupuyHm
HACcoOKK 3a nsbop Ha mogen 4 OaHHM
v npar

* 300ay4a 1 donpuHacs 30 npeodonasaHemo u Ha mpume deguyuma, Kamo OepuHUPA NPOYEdyPamad 3d OUEHKA, OMYUMAawd npaza
Ha cxodcmeo (D1), peanusupa npocnaedssaHe Ha npousxoda u peaucmpupaHe 8 baok4eliH (D2) u ycmaHoeasa KOHMpPOAUPaH
ekcrepumeHmaneH 0usaliH, Kolimo ocuzypsasa cpasHumenHu 0aHHu (D3). 3adauu 2-4 npedcmaenasam KOHKpemMHU KOMIOHEHMU 8
obxeama Ha Masu Pamka.

Tpu Hay4yHO-NPUIOKHU NPMHOCA NPEACTABAABAT PaMKaTa 3a OLeHABaHe.

MpuHoc 1 (C1): KomnoHeHT "Mpoueaypa 3a oueHKa". BbBeX4a npoueaypa 3a oLeHKa, oTunTala
npara Ha CXOACTBO, KOATO BKAtOYBa KoMNo3uTeH nokasaTten 3a npoussoautenHoct (Composite Performance
Score, CPS), Komno3suteH nokasaten, 3a cTabunHocT Ha npara (Threshold-aware Composite Performance
Score, T-CPS) n MokasaTen 3a 6anaHc (Balance Score, BS) 3a xapaKTepu3aupaHe Ha CefleKTMBHOCTTa Ha
W3B/IM4AHETO NPU Pa3/IMYHM HACTPOMKM Ha Npara Ha cxoacTtso [15], [16].

MpuHoc 2 (C2): UHdpacTpyKTypeH KOMMNOHEHT. Peanunsnpa ce MHOpPaACTPyKTypa 3a TecTBaHe U
Bb3MPOM3BOAMMOCT Ha pPe3y/TaTUTe, CbY4eTaBaLla 3aMmc Ha eKCNepUMeHTaIHUTE JaHHU B 6/10KYeMH N NbaHO
[OKYMEHTUpPaHe Ha KoHourypaummTe ypes naatdopmata PaSSER [15], [17].

MpuHoc 3 (C3): KomnoHeHT "EMNUpUYHU aaHHK" . M3BeXKaa NPaKTUYECKN HaCOKM 3a BHeApsABaHe Ha
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RAG cuctemMn c mogenu C OTBOPEH KOA, OCHOBAaHMU Ha CPaBHUTENHW eMNUPUYHU AaHHU, KOUTO CBbP3BaT
YYBCTBUTE/IHOCTTa KbM Mpara Ha CXOACTBO, KAYeCTBOTO Ha reHepupaHe U NPUAOXKMMOCTTa NpU BHeapABaHe
npu ceaem Mmogena B [AmanasoHa 7-8 mMuavapaa napameTpu, WU3caeldBaHUM MpPU  KOHTPOMpPaHU
eKcnepumMeHTanHu ycnosua [16], [18].

CTpyKTypa

OuncepTaumaTa ce CbCTOM OT: YBOA, NET [NABK, 3aK/OYEHUE, NPUNOKEHNS U Bubanorpadusa.

MbpBa rnaBa NOCTaBA OCHOBUTE Ha AMCEPTALLMATA, KaTo NpaBu Npernes Ha HayvyHuTe nybanKkaumm no
Temata 3a RAG, npakTMKMTe 3a OueHKa W NpeausBMKaTencrsata npesg Bb3npoussogmmocTtta. CoLuo
nosuumoHnpa gepunumtute D1-D3 B pamKnte Ha CbOTBETHATA INTepaTypa.

Btopa rnaBa npeacTtaBa WMHPPACTPyKTypaTa Ha nnatpopmata PaSSER. B Hea ce pasrnexagat
paboTHMAT Npouec, KOHOUTYPUPAHETO Ha PA3INYHMTE HACTPOMKKM, AaBTOMATMU3NPAHUAT NPOLEC Ha TECTBAHE U
npocneasBaHETO HA NPOU3X0Aa Ype3 BAOKYENH.

Tpeta rnaBa o60ocHoBaBa M3bopa Ha MoAenn 1 onpeaens METPUKUTE 33 OLLEHKA M NpoLleaypuTe 3a
TAXHOTO U34YMCNABaHE, MPWUIAraHu NPy CpaBHUTENHATA OLLEHKA MeXAy moaennTe.

YeTtBbpTa IN1aBa NpeacTaBa eMNUPUYHUTE Pe3yaTaTh OT KOHTPOIMPAHO TecTBAHe Bbpxy HabopuTe oT
AaHHM B obnactuTe 3emepenve n buopasHoobpasme, KaTo aHaAM3Mpa YyBCTBUTENHOCTTA KbM MNpara Ha
CXOACTBO, NPEeACTaBAHETO Ha MOLENUTE U CbMNOCTaBKaTa MeXAy TeMAaTUYHUTE 061acTu.

Meta rmaBa obcbKaa M3CNen0BaTe/ICKUTE BBAPOCU U HAYYHO-MPUIOKHUTE MPUHOCK, pasriexaa
OrpaHUYeHmATa 1 o4yepTaBa 6baeLLM HAaCOKM 3a U3c/eaBaHe.

3akntoueHmneTo 0606LLaBa OCHOBHUTE pe3ynTaTu.

3aKAo4YMTeNHATA YacT BKAOYBA NyBAMKaLmMm NogKkpensawm aucepTaumaTa, cnpaBka Ha 3abenasaHuTe
uMTMpaHua, oboblieHne Ha yyacTMeTo B MPOEKTM, BnarogapHOCTM U AeKNapaums 3a OPUIMHANHOCT Ha
pesynrature.

3abenexka: Tabauyume u ¢ueypume ca 3arndaseHuU camo 8 Cayvyaume, Ko2amo ca Heobxooumu 3d
paszbupaHemo Ha CUHME3UPAHOMO CbObPMHCAHUE. Homepayuama Ha 8CUYKU 8KAOYEHU mabauyu u guaypu
e 3arMa3eHad MaKa, KaKkmo e 8 OucepmayuoHHUs mpyd, 8 cbomeemcmeue C U3UCKeaHuAma 3da
asmopegepam.

NMbPBA IMABA: TEHEPUPAHE, NOANOMOIHATO 4YPE3 U3BJ/IMMAHE

[onemute e3nkosu mogenn reHepupat 4yetum U CMUCIEH TEeKCT, HO Ca OrpaHmn4eHn OT CTaTUYHO
napameTpuyHo 3HaHue. OTroBopuTe MM MoraT ga 6baaT HeobOCHOBaHW, OCTapenn WAM TPYAHW 3a
npocnegasaHe. RAG cmek4yaBa Te3nW OrpaHMYEHMUA, KaTO BKJ/IHOYBA BbHLIHM A0KAa3aTencTBa MO BPEME Ha
reHepupaHeTo Ha OTroBop. MNbpBa MaBa NO3ULMOHMPA AUCEPTALNOHHUA TPYA, KAaTo NPOC/ieanBa Pa3BUTUETO
Ha RAG oT u3BAnYaHeTo Ha MHPopmauma (Information Retrieval, IR) [11] u 06paboTKaTa Ha ecTecTBeH e3M1K
(Natural Language Processing, NLP) [19], npeacTaBs cbuiecTByBawmnte RAG apXUTEKTYPU U XapaKTEPHUTE UM
HeAoCTaTbLUM, pasrnexaa Nnoaxoam 3a oLeHABaHe U MAEHTUPULMPA INNCUTE B INTEpATypaTa, CbOTBETCTBALLMU
Ha aeduuntn D1-D3.

1.1 NbpBOHaYanHO pa3BUTUe

RAG cTbnBa BbpXy AbAroroaniiHoTo passutme Ha IR 1 NLP 1 Bbpxy Bce no-TacHaTa UM Bpb3Ka [20].
CeKumaTta npocnegsBa TO3WM MNPOLEC Ype3 YeTMpPU HanpasieHusi, Kouto odopmAT cbBpemeHHUTe RAG
cuctemiu: (1) 6a30B0 MHAEKCUPAHE U OpraHn3auma Ha gaHHu, (2) dopmanHo oueHsBaHe B IR U paHHU onnUTK
3a cbyeTaBaHe Ha IR 1 NLP, (3) pa3sButMe Ha cemaHTUYHO M3BAMYaHe U metoam oT NLP u (4) mawabHa
nHTerpauma Ha IR u NLP ¢ mogepHM nogxoay Ha ocHoBaTa Ha BrpaxgaHusa [20]. PaHHWUTe npaKTuKK B
MHOEKCMPAHETO M OLEHABAHETO, BbBEXKAAT NOHATUA 33 e(PEeKTUBHOCT Ha U3BANYAHETO, KaTo NPELM3HOCT U
usyepnatenHocT [11], a ceMaHTUYHOTO U3B/MYaHE NOCTENEHHO NPemMMHaBa KbM CpaBHEHME NOo CXOACTBO,
ypes BEKTOpHM NpeacTaBaHua (embeddings). ToBa pa3suThe AaBa TEXHUYECKMUA KOHTEKCT 3a MHTErpUpaHeTo
Ha M3B/IMYAHETO Ha PeNeBaHTHM NacaXkm (0T KOpNyc) CbC CbBPEMEHHUTE reHepaTUBHU MOAE/N.

1.2 Nosasara Ha RAG

KoHuenumata 3a RAG e npeactaBeHa npe3s 2020 r. B "Retrieval-Augmented Generation for
Knowledge-Intensive NLP Tasks" [5]. Ta cbyeTaBa u3BAMYAHETO Ha MHGOPMALMA OT BbHLUHM U3TOYHULM C
reHepupaHeTo Ha TeKCT, 3a Aa HaMa/lu OrpPaHMYEeHUATa Ha U3LAI0 NAapaMeTPUYHUTE MOAEAN, BKAOUYUTENHO
3aBMCMMOCTTa OT CTaTUYHW AaHHWU, OrpaHMYeHMTe Bb3MOXHOCTM 3a MO30BaBaHe Ha W3TOUYHULM W
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xanoumHaummnte [21], [22]. ApxutektypHo RAG pasgens wu3BAuMyaHeTo (retrieval) u reHepupaHeTo
(generation): npu n3BeXg4aHETO Ha OTFOBOP, PE/IEBAHTHU NACaXKM Ce U3BANYAT OT KONEKUMUA OT AOKYMEHTU U
Ce W3MNO0N3BaT KaTo KOHTEKCT Npu reHepupaHe. ToBa nognomara ¢akTMyeckaTa TOYHOCT, NPO3PayHOCTTa U
aganTaumsaTa KbM TemaTuyHa obnact 6e3 npeobyyaBaHe Ha mogena. M3BNMYAHETO M3MOA3Ba BEKTOPHMU
npeactassaHua (Hanpumep DPR [23] ¢ BERT-6a3upaHu Kogmpawm mogenn [24]) n TbpceHe Mo cxoacTBO
(Hanpumep MIPS [25]) c npubansmntenHn mMeToaM 3a HamMMpPaHe Ha Hal-CxoAHWTe nacaxu [26], [27].
leHepuMpaHeTo e peasn3npaHo B cxema "'nocneoBaTesIHOCT-KbM-NnocneaoBatenHoct" (Hanpumep BART [28]),
CTbMNBANKM BbPXY NO-PaHHM NapagurMmmn 3a malinHeH npesog [29]. B opurnHanHata popmynmpoBKa RAG ce
obyyaBa CbBMECTHO KaTO eAMHHA CUCTEeMa, Taka Ye W3BAMYAHETO A3 € Cbobpa3eHo C HyKAUTe Ha
reHepupaHeto. [loknagsaHuTe pesynTTv ob6xBallaT OTroBapsHe Ha BbMPOCK B OTBOpPEHa obnacT v gpyru
334241, KOMTO U3MCKBAT BbHLWHM 3HaHKA, BKAounTenHo Natural Questions [30], TriviaQA [31], FEVER [32] n
MS MARCO NLG [33]. Pe3syntaTute NOKa3BaT KOHKYPEHTHA MPOW3BOAUTENHOCT C MO-MaJIko NapameTpwm
CNPAMO U3LAN0 NapameTpudHmn nogaxoam [5].

1.3 UHoBauuu u paswmpeHun Ha RAG

Mocneasawy nscneasaHma paswmpsasaT RAG ¢ uen no-g4obpo n3saMyaHe, No-TOYHM OTroBOPM, NO-
flecHa MHTepnpeTauma U No-BUCOKa epeKTUBHOCT. Tabanua 1.2 npeactasa GyHKUMOHaNHA Knacudukaums Ha
Te3un pa3paboTku B ceaem HanpasneHua [20]: apxuTekTypHa epeKTUBHOCT U MaLLabrupyemocT, oNnTMMMN3aums
Ha AaHHWUTE, UTepaTuBHO U3B/INYAHE N CaMOYCbBbLPLUEHCTBAHE, MHTerpauna Ha 3HaHUA U MYyATUMOAATHU
paswWupeHuns, aganTaumsa 1 cneumnanmsaums no TemaTtmyHm obaactu, nposepka Ha ¢dakTu U obocHoBaBaHe
4ypes U3TOYHMLM, KAKTO M Nog06pABaHE NPY MaKO NPUMEPU U OFpaHMYeHn pecypcn. MaKap HanpasaeHuATa
0a Ce pas/iMyaBaT Mo MEeXaHW3bM, MHOIO OT TAX Pa3yMTaT Ha CENEeKTUBHOCT NPW M3B/IMYAHETO, KOATO
onpeaenn KakBW AOKa3aTeNcTBa AOCTUraT 40 reHepaTopa.

Tabnuya 1.2 GyHKUUOHAAHO pa3npedesneHue Ha cbepemeHHUMe nodobpeHus 8 RAG cucmemume. Mi3moyHuk [20]

®doKyc Lien
ApxuTeKTypHa epeKTUBHOCT U HamanaBaHe Ha U3UNCAUTENHUTE PA3XOAM, YCKOPABAHE Ha
Mallabupyemoct N3BEXKAAHETO HA OTFOBOP M NOAAPDBIKKA Ha MPUIOKEHMA B peasHO

Bpeme

Onmmmsau,vm Ha AaHHUTE

MonobpsaBaHe Ha KauyecTBOTO Ha OBYYEHUETO Ypes HaMmaifABaHe Ha
LYMa, CEMMIMPAHE U TEXHWUKM 3a MoA6op Ha AaHHM

UTepaTnBHO n3BaNYaHe U
CaMOYyCbBbpLUEHCTBaHe

BbBexaaHe Ha MexaHU3MM 32 MHOTOCTbMKOBO pascbvxKaeHue,
penakunAa Ha oTroBopa UinM U3BanYaHe Ha 6asa o6paTHa BPb3Ka

NHTerpauma Ha 3HaHUA K
MYATUMOZANHW PasWMpeHmna

CbyeTaBaHe Ha CMUMBOJIHO U HEBPOHHO U3B/IMYaHE 3a A0CTbN 40
pa3nnyHn nNpeacrtaBAHnNA Ha 3HAHUATA,; pPa3wWnpABaHe Ha
M3B/IMYAHETO KbM AONBAHUTENHN MOAA/THOCTU

ApanTauuma 1 cneuunanmsauma no
npeameTHU obnacTu

OcurypnasaHe Ha gobpo npeacraeaHe Ha RAG cuctemuTe B
cneunanusmMpaHm NnpeameTHn 061acTM UAM TECHN TEMaTUYHK
HanpasaeHus

MpoBepKa Ha GaKTK U
060CHOBaBaHe Ypes U3TOYHUUM

HamanasaHe Ha xanloumHauuMmnTe U NOBULLABAHE HA NPO3PaAYHOCTTA
ypes O6B'bp3BaHe Ha OTroBopwuTte C npoBepmMMun N3TOYHNULU

MopobpasaHe Npy Manko
NPUMEpPU U OrPaHUYEHN pecypcu

MNonobpssaHe Ha 0606L,aBaHETO NPU OrPaHUYEHU 0BYUUTENHMU
AaHHW upes few-shot 06yyeHMe, NOANOMOrHaTO OT U3B/IMYAHE

Cekumm 1.3.1-1.3.7 oT gMcepTrayumaATa pasrnexaaT BCAKa Kateropusa B AeTainu; no-gony e obobuieHa
noaceKuMATa C Hal-NPAKO OTHOLIEHWE KbM HAcTOALWOTO U3c/ieaBaHe.
1.3.8 KoHpurypauua Ha ussanyaHe 1 u36op Ha npar Ha CXOACTBO

CeneKkTMBHOCTTa NPW M3BIMYAHETO Hall-4ecTo ce yNpaBAABa Ypes ABa MexaHu3ma: top-k nssnnyaHe
n dunTpupaHe no npar. Top-k BpblLLa GMKcUpaH 6POoIi NacaxKm C Haln-BUCOK pe3yaTaT, KOETO MOXKe Aa BKIo4Yn
1 cnabo peneBaHTHO CbAbpKaHUE, KOraTo IMNCBAT AOCTAaTbYHO CU/THM CbBNaAeHMA. PUATpupaHeTo No npar
BPbLLA CaMO MNACa)XWM, YMETO CXOACTBO HaZBWLIABA 3a4afeHa MMHMMAIHA CTOMHOCT. Taka pasmepbT Ha
KOHTEKCTA CTaBa NPOMEH/IMB, a NpU cNabu AOKa3aTeNCTBa € Bb3MOMXKHO Aa He 6bae BbpHAT HUTO eAMH Nacax.
Ha npakTuMKa 4ecto ce m3nonssa KombuHauuA: MbpPBO ce Npuaara npar, a cnep ToBa pesyntatute ce
orpaHu4aBart fo top-k (Mnv ce 3afaBa MMHMMAJTHA CTOMHOCT 3@ CXOACTBO B paMKuTe Ha top-k). ToBa cb3zaBa
Habop oT KoHOUIrypaLUK, KOMTO NPAKO BAMAE BbPXY TOYHOCTTA M M34epPNaTeIHOCTTA HA U3BAUYAHETO.
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B cuctemuTe, npeactaBeHn B iNTepaTypaTa, NParoBM MeXaHUM3MKU Ce BbBEXKAAT 4Ype3 npaBuaa 3a
HacouBaHe, TPUrepu 3a YBEPEHOCT WM FPaHULM 32 B3emMaHe Ha peweHune (Hanpumep Self-RAG [34], CRAG
[35], Adaptive-RAG [36], FLARE [37]). MNparosBete Ha cxoAcTBO OBMKHOBEHO ce M36MpaAT Ypes /IoKasHa
HACTPOMKa MM NPaKTUYECKM NPaBMAa, a He Ype3 CUCTEMATUYEH aHaIn3 Ha YyBCTBUTENHOCTTA. CToliHOoCTUTE
Ha npara He Ce NPEeHACAT HA4EeXOAHO MEXKAY Pa3/IMYHM MOAENN 33 BEKTOPHM NpeacTaBAHWUA, PyHKUMK 33
CXoAcTBO M Kopnycu. MMpar, KolTo pabotu aobpe B egHa KOHOUrypauus, moxe Aa gosege A0 MacoBO
[ONYyCKaHe Ha HepeneBaHTHM Nacaxku B Apyra. B nHaycTpmaneH Kasyc or 6aHKkoBaTa obnact, npu 6aosa
KOHPUIrypauma ¢ puKcmpaH npar Ha cxoacteo 0.7, e otyeTeH AAN Ha GanWMBUTE NONOXKUTENHWN Pe3ynTaTh 40
99% npu HAKOW MOZENN 33 BEKTOPHU nNpeactaBsHuA. [38]. MoBeyeTo nscneaBaHns AOKNaABaT pe3yaTaTH 3a
efHa KoOHOUIypaLma Ha U3BNMYAHE W He NOKA3BaT KaK Cce MPOMEHA NPOU3BOAUTENHOCTTA NPW BapupaHe Ha
npara. Toa orpaHunyasa n3bopa Ha npar, OCHOBAaH Ha AO0Ka3aTenCTBa, 3aTPYAHABA CPABHEHUATA MeXKay
MOZENn MNpu pasiMyHU PEXMMU Ha CENEKTUBHOCT M HaManABa MPEHOCMMOCTTA Ha M3BOAUTE MeXAy
TemaTuyHuTe obnacTu.

1.4 OueHnaBaHe Ha RAG

OueHnBaHeTo Ha RAG M3MCKBa NoBeye OT NPoBepKa Ha TOYHOCTTa Ha OTFOBOPA WU/IM Ha IEKCUKANHO
npunokpmeaHe [39]. BaxHO € W [Aanu M3B/AEYEHUTE [O0KA3aTe/ICTBA Ca PEeNeBaHTHU, KaKTo U Aanu
reHepupaHMAT OTroBop ce onupa Ha Tax [40], [14]. Noaxoan kato RAGAS [40], RGB [14] u TREC 2024 RAG
Track [41] npegnaraT Habopu OT METPUKU U cnodesieHa MHPpacTpyKTypa. MHCcTpymeHTH Kato Trulens [42] u
Apyrv nnatopmu 3a npocaeansaHe u HabnoaeHne (Hanpumep, LangSmith [43], [44] u Arize Phoenix [45])
nognomaraTt AMarHoCTMKka Ha HUBO U3MbJIHEHWE U CPaBHEHME, NOA0OHN HA perpecnMoHHo TecTBaHe. TecToBu
pamku Kato DeepEval [46] nHTErpmMpaT aBTOMaTU3NPAHO OLEHsABaHE B B pabOTHMA NOTOK.

Cexkuun 1.4.1-1.4.5 ot guceprtauuATa pasrnexkgat BCEKW Moaxod B AETalin;, YCTaHOBEHUTE JIMMCU B
AnTepaTtypata ca 0606ueHn no-aony.
1.4.6 OrpaHuyeHua B oueHABaHeTO Ha RAG

B pasrnesaHunTe nogxoam ce OTKPOSABaT TPU OrPaHUYEHUs.

MbpBO, pesynTaTuTe HaM-4eCcTo ce AOKAAABAT NpU egHA GMKCMpaHa KOHPUIypaumusa Ha U3BMYaHE,
6e3 aHaM3 Ha NOBEAEHMETO MPU PaA3/IMYHKN CTOMHOCTM Ha Npara Ha cxoacTtso (D1).

BTOpo, Bb3NpOM3BOAMMOCTTA YECTO CTPAAa OT HEMb/IHO 3anMcBaHe Ha KOHPUrypauusTa, a 10roperte
OT npocnegsBaHe, camu no cebe cu, He ocuUrypaBaT HadeKAHa Bpb3Ka Mexay Habopa OT AaHHM,
HACTPOMKNUTE, MEKANHHUTE apTedaKTu K nonydeHnTe pesyntatu (D2).

TpeTo, CpaBHUTENHUTE pPE3YyNTaTM YecTo ce MPeAcTaBAT CNpAMO 3aTBOPeHW 6a30BM pelleHusn, a
HACOKWUTe 3a BHeApsBaHe C OTBOPEH KoA NPU peasiHu orpaHUYeHns ocTaBaT OrpaHUYEHU UM Pa3NOKbCaHM
(D3).

Te3n orpaHuYeHMa MOTMBMpPAT HeobxoammocTTa oT Pamka 3a oueHKa. OrpaHMUYeHUsATa, CBbP3aHuU C
dUKcUpaHn KoHdUrypaumm Ha U3BAMYAHETO, cboTBeTcTBaT Ha D1 u ce pasmexaaTr B KOMMNOHEHTa
"Mpouenypa 3a oueHka". OrpaHUYeHMATa, CBbP3aHU C [OOKYMEHTUPAHETO Ha KoHburypauuata W
npocneAsBaHETO Ha Npousxoda, CboTBeTCTBAT Ha D2 u ce pasmeaaT B MHOPACTPYKTYPHUA KOMMOHEHT.
OrpaHuYeHnsTa, CBbP3aHM CbC CPABHUTEHUTE MPAKTUYECKM HACOKM NPU OFPaHUYEHUATa Ha BHeAPABAHETO
C MOZE/IN C OTBOPEH KoZ, CbOTBETCTBAT Ha D3 u ce pasrnexxaat B KOMNOHEHT "EMANPUYHN AaHHK".

1.5 TeKywu npeansBUKaTenCcTsa U HOBU peLLUeHuns

MosTapAwmTe ce npobaemun npu RAG BKAOYBAT: /IMMNCBALLO CbAbP)KAHME, MPOMYCKaHe Ha HaW-
BMCOKO K/AaCMpPaHW [OKYMEHTWU, GparMeHTUMpPaH KOHTEKCT, HEeKAyecTBEHO M3B/IMYAHE HA CbAbPrKaHue,
Henoc/nefoBaTeNHO CTPYKTYpUpaHe Ha OTroBOpa, HenoaxoAslia CTeneH Ha KOHKPETHOCT U Hemb/HM
otroBopu [47]. CKopowHWTe pa3paboTKM ce onuTBaT Aa OrpaHuYaT Tesn npobnaemu (Hanp. Auto-RAG [48],
GraphRAG [49], cemnanpaHe no peneBaHTHocT [6], FLARE [37], LightRAG [50], Self-RAG [34], Speculative RAG
[51]), HO edeKTMBHOCTTa MM 3aBUCK OT OLIEHSIBaHE, KOETO CUCTEMATUUYHO OTKPMUBA TUMUYHMTE Npobaemu u
NOKa3Ba B/IMAHMETO HA CEIeKTUBHOCTTA.

1.6 Mvpsa rmasa: 0606weHne

I'Ipra rnasa npeancrasA OCHOBUTE Ha RAG, pa3rnexga pasindyHnUTe Hanpas/ie€HUA Ha pPa3BuUTUE U
noaxoguTe 3a oueHABaHE, KaTO NOCOYBU CENEKTUBHOCTTA NPU U3BIMYAHETO - B YaCTHOCT M36opa Ha npar Ha
CXo4cTBO - KaTo d)aKTOp C HeOoCTatb4HO U3CnenBaHO BJ/IMAHUME BbPXY KAYECTBOTO HA TFeHEPUPAHETO.
dopmynnpaHun ca TpM OrpaHUYEeHUs B anTepaTypaTa, CboTBeTCTBaLLM Ha D1-D3: orpaHMyeHn AoKa3aTencrea
3a oueHABaHe C OTYUTAHE Ha Npara, Henbv/iHa Cpeaa 3a Bb3NMPOU3BOANMOCT KOATO Aa HAAXBbP/1IA 3alMMCBAHETO
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Ha JI0roBe, U OrpaHUYEHN HAaCOKM 3a M360OP U MMNIEMEeHTaLMA NPU U3NOA3BaHE HA MO/ C OTBOPEH Kog,
Tesun orpaHuyeHma ob60CcHOBaBAT MHPACTPYKTypaTa, onucaHa BbB BTopa rnasa, npoueaypute 3a u3bop Ha
MOZENN U METPUKM B TpeTa rNaBa U KOHTPOMPAHUTE eKCNePMMEHTM C NOC/ed0BaTe/IHO BapupaHe Ha npara,
[AOKNaaBaHK B YeTBbpTA rNaBa.

BTOPA IMIABA: AU3AAH U APXUTEKTYPA HA PaSSER

PaSSER (Performance Assessment System for Similarity Evaluation and Retrieval) e moaynHa ye6-
6a3upaHa nnatpopma 3a KoHPUryprpaHe 1 oueHaABaHe Ha RAG npu ronemmn esmKkosu MOAENM C OTBOPEH KOZ,
[15], [16], [17]. NnaTdopmaTa 0beamHABA U3BANYAHE C PErYAMPYEM Npar Ha CXOACTBO, OLEHABaHe Mo Habop
OT MOKA3aTeNu M 3anuc Ha pesynTatuTe ypes B10K4YelH, B egMHEeH paboTeH MPOLLeC 33 KOHTPOAMPaHU
ekcnepumeHTn. Taka ce agpecupa D2 (MHOpacTpyKTypa 33 Bb3NPOM3BOAMMOCT) M ce peanusupa
MHOPACTPYKTYPHUAT KOoMNoHeHT (6) Ha Obj.1. BTopa rnaBa npeacTaBa gM3ainHa, apxuTekTypaTa Ha PaSSER m
paboTHMA NpoLLec 33 aBTOMATU3NPAHO OLEHABAHE, U3MON3BAH B KOHTPOIMPAHUTE eKCNEPUMEHTH, ONUCAHU
B YeTBbpTa rnasa.

2.1 MbpsoHaYaneH NPOEKT Ha cMcTemarta

PaSSER e pa3paboTeH KaTo AonbAHUTENEH MOAyN KbM naatdpopmaTa Smart Crop Production Data
Exchange (SCPDx) [52], [53], [54]. SCPDx KombuHupa 610KYENMH KOMMOHEHT, 6asupaH Ha Antelope
(npeanwHo HanmmeHoBaHme EOSIO) [55], c InterPlanetary File System (IPFS) [56] 3a AeueHTpanvsMpaHo
ynpasneHve Ha AaHHU. MpepxoaHwute ulcnepBaHus obocHoBaBaT M3bopa Ha 610KYerH nnatdopmara,
BK/IIOYMUTENHO OLLEHKA Ha NPUNOMKMMOCTTa M [52] U MHTerpaumaTa Ha opakyau [57]. BaokyeliHbT Antelope e
n3bpaH Nopasm Bb3MOXKHOCTTA 33 OAUT, YCTOMUYMBOCTTA HA 3aMMCUTE CPeLLY NPOMEHMU, ACHUA MOAEN 3a Npasa
Ha OOCTbM M HWUCKaTa LeHa Ha TpaH3aKuuuTe, noaxodsawa npu yectu 3anmcu. Anchor Wallet [58], [59]
OCUrypsaBa NOANUCBAHETO Ha TPAH3AKLUMUTE OT CTPAHA Ha K/MEHTA, KaTo YaCTHUTE K/0YOBE He ce M3Moa3BaT
B yeb npunoxeHueTo.

Bbnpekn ye SCPDx wuHTerpupa IPFS 3a pasnpegeneHo cbxpaHeHue, PaSSER noHacTtoAwem He
nsnonssa IPFS; 6baewara uHterpaumsa e otbenasaHa B8 Cekuyma 5.4.2. PaSSER e npoeKkTupaHa Kato yeb-
6asMpaHa cpeda ¢ Len He3aBUCMMOCT OT KOHKpeTHa niatopma U MUHUMAZIHM U3UCKBAHWMA 3a JIOKaaHa
WHCTaNaums, KOeTo noAanomara Bb3npomnsBoaAnMMOCTTa NPU Pas3IMYHUN KIMEHTCKM YCTPOMCTBA.

2.2 CnctemHa apxXuUTeKTypa

PaSSER u3nonsBa TpucnoiHa apxuTektypa: yeb uHtepdeic (SPA), 6ekeHa ycnyrn n 610K4YeiH
noacuctema. Yeb nHTephencsT Cy»Ku 3a BbBEXKAAHE Ha KOHPUIypauumn 1 BU3yanmsauma Ha pesyntaTuTe, a
N34YMCNEHMATA Ce U3MbAHABAT OT beKeHAa, TaKa Ye U3B/IMYAHETO, FTeHePUPAHETO U OLEHABAHETO Aa NpoTuyaT
no eavH M CblWM HaAuyMH, HE3aBUCMMO OT KJAMEHTCKaTa cpefa. ABTEHTMKaumsTa M NOAMNWCBAHETO HA
TPaH3aKLMKN Ce U3BBPLUBAT OT KMEHTCKaTa cTpaHa Ype3 Anchor Wallet, a 6noKk4eliH nogcmuctemaTa 3anucea
JaHHM 3a NocneBalla NPOBEpPKa c/ies NPUKAOYBaHe Ha 3nbaHeHueTo [17].

CeKuma 2.2.1 B aucepTaumsTa onmcea yeb nHtepdeiica B Aetaiin; B asTopedepata akLEHTHLT e BbpXy 6eKeHs,
npoueca u 6J0K4YeitH nogcucTemaTa, KaTo OCHOBHM KOMMNOHEHTU B TECTBAHETO U OLEHABAHETO, U TEXHUAT
nocneagaly, 3anuc, 3alMTeH cpeLly NPOMEHMW.

2.2.2 bekeHp ycnyru

bekeHp ycnyrute nsnbaHABaT OCHOBHMA npouec Ha PaSSER: nssaunyaHe, reHepupaHe Ha OTroBop
ypes e3MKOB MOAEN, OpraHM3MpaHe Ha OLEHABAHETO M OCUrypaBaHe Ha npocnegumoct. CeMaHTUYHOTO
n3BAMYaHe e peanmsmpaHo ¢ ChromaDB [60]. KopnycuTe oT AOKYMeHTM ce npeobpasyBaT BbB BEKTOPHMU
npeactassaHua ypes APl Ha Ollama 1 ce cbxpaHABAT KaTO BEKTOPHU KoneKkuuu. MNpu gobasaHe Ha LOKYMEHTH
TEKCTLT ce pasfgens Ha npunokpusawm ce ¢parmeHTn; PaSSER nossonssa ga ce 3apasaT pasmepbT Ha
dparmeHTa U NPUNOKPMBAHETO KaTo KOHPUIYpaunoHHU napameTpu. CTaHgapTHaTa KoHdurypauus e 1024
3HaKa Cc npunoKpmeaHe oT 50 3HaKa M e M3Mon3BaHa B KOHTPOJIMPAHWUTE eKcnepumeHTn B [nasa 4.
dparmeHTUPaAHETO BAMAE BbPXY AETANNHOCTTA HA U3BAMYAHETO M CBbP3aHOCTTA HA KOHTEKCTA M MOXKe Ja ce
OTpPasu Ha CeneKkTMBHOCTTA [61]; edeKTUTe OT 4YyBCTBUTENHOCTTa KbM HauYMHa Ha ¢parmeHTUpaHe ca
pasrnepaHn B Cekuma 5.3.2.

Pexxummn Ha wu3BnmuaHe. PaSSER pabotm B paBa pexuma. "Normal Mode" u3BKMKBa
VectorStoreRetriever oT LangChain [62] u Bpblia top-k naca*ku, noapeaeHn No KOCMHYCOBO CXOACTBO, KaTo
6poAT Ha MacaxuTe e GpUKCUMpaH He3aBUCMMO OT abCoNIOTHUTE CTOMHOCTM Ha cxoacTso. "Score Mode"
nanonsea ScoreThresholdRetriever 3a ¢unTpmpaHe Ha nacaxkmute N0 MMHUMANHA CTOMHOCT HA KOCUMHYCOBO
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cxoactBo. "Score Mode" npepgoctaBs Tpu napameTtbpa: minSimilarityScore (MMHMManHa CTOMHOCT 3a
BKAtouBaHe), maxK (ropHa rpaHuua Ha BbpHaTUTE nacaxu) un kincrement (cTbnKa 3a UTepaTMBHO BapupaHe
Ha npara). "Normal Mode" ocurypasa 6asoBaTa nmMHUA ¢ duKcupaH top-k (Pasa I, Cekuyma 4.1), a "Score
Mode" noaabprKa KOHTPONMPAHUTE eKCNEPUMEHTI 3a YYBCTBMTENHOCT KbM npara (Pasa ll, Cekuus 4.2).

leHepupaHe M oueHaBaHe. [eHepMpaHeTo Ha TeKcT ce u3BbpwBa npes Ollama APl (npunoeH
nHTepdelic) [63]. MonyyeHUTe OTFOBOPM Ce OLLEHABAT CAPAMO pedepeHTHM oTroBopu oT Python cKpunT 3a
OLleHsIBaHe, KOMTO M3N03Ba yTBbpaeHU 6ubanotekm: Natural Language Toolkit (NLTK), torch, NumPy, rouge,
transformers u SciPy [17]. ®opmanHuTe aedbMHUUMM HA METPUKUTE ca npeacTaBeHU B TpeTa rnaea, a B
YeTBbpTa [M1aBa ca YTOUHEHU M3NOA3BAHUTE METPUKN U KOMMNO3UTHUTE NOKasaTenu (BrkatountenHo CPS n T-
CPS) 3a Bcsika eKcrepumeHTanHa ¢asa.

OcurypsaBaHe Ha npocaeguMmocT. [1py BCAKO M3NbJIHEHME Ce 3anMCBAT aKTMBHATA KOHQUrypaums
(naeHTUdMKaATOP Ha Moaena, NnapameTpu Ha U3BAMYaHe, HAaCTPOMKKM 3a AeKogupaHe, NAeHTUPUKATOPM Ha
Habopa OT AaHHM U BEKTOPHOTO XPaHWAWLLE), KAaKTO U BPEMEBM W KayecTBeHW MoKasatenu. KpaTku
0606weHna ce nopasaT Kbm Ook4veliHa Antelope 4ype3 KoHekTOp, peanusupaH c Pyntelope [64].
MoanuceaHeTO Ha TpaH3aKkuMuTe ce U3BbpLIBa OTaenHO ype3 Anchor Wallet, a nogaBaHeTo - oT 6ekeHs,
ycnyraTa.

®urypa 2.2 0606waBa paboTHUA npouec: nssanvaHe c ChromaDB, reHepupaHe ¢ Ollama, oueHABaHe
¢ Python v 3anucBaHe B 6/10Kk4eliHa.

Web Interface

User

Request % Test
. I Results I
Backend Services A
-
aAnchor sy Chroma Q Ollama Python
Login U- DB API Scripts
Vector Inference Metric
Search Scoring

(@ s (@ ]

Blockchain Integration

Queypa 2.2 bexkeHd ycayau 8 PaSSER. U3moyHuk [16].

2.2.3 UHTerpauma c 610KYeinH

PaSSER n3nonsea 6nok4yeliHa Antelope (no-paHo EOSIO) 3a 3anuc Ha pe3ynTaTuTe OT OLEHABAHETO U
CbMbTCTBAWMTE METaZaHHM MO HayMH, KOWTO He A0MycKa nocieABaliy NpomeHn. BAoKYenHbT He e YacT oT
MbTA Ha U3B/IMYAHE U TeHepUpPaHe; 3aMUCBAHETO Ce M3BbPLUBA Ce NPUKIIOYBAHE HA U3MbJHEHUETO U CITYKM
3a nocnefBalla NpoBepKa. ABTEHTUKALMATA U MOLNMCBAHETO HA TPAH3aKUMKTe ce M3BbpLIBaT Ype3 Anchor
Wallet, a 6ekeHp ycayrata noaroTea AaHHUTE UM NOAABa NOANUCAHWUTE TpaH3aKumK, 6e3 oCcTbh 40 YacTHUTE
K/toYoBe.

Pesyntatute oT oueHABAHETO ce 3anMcBaT yYpe3 cmapT gorosop "limtest" ¢ ase AencTBMA, KOUTO
paboTaTt camo B perkmum "gobassaHe": "addtest" 3anncea KauectBeHUTE METPUKM, a "addtimetest" - Bpemesu
nokasatenn (Hanpumep Bpeme 33 3apeXKAaHe Ha Mogena M NPOLbL/KUTENHOCT Ha TeHepupaHeTo).
HesaBucrma npoBepKa MoOXe O3 ce M3BBbPLUM Ype3 M3BAMYAHE Ha CbOTBETHMA 3anuc oT 670KYeHa U
CpaBHABAaHe Ha CbXpaHeHWTe nosieTa (aKayHTLT, KOWTO MoAaBa 3anuca, UAEHTUPUKATOP Ha MU3MDbJAHEHWUE,
BpemeBa MapKa, OnucaTesieH eTUKET M UYMC/IOBUAT MacuB, CbxpaHeH Kato floatb4[]) ¢ ekcnopTupaHuTe
apTedaKTM OT U3NBAHEHWNETO, N3MNOA3BAHM NPY aHaAM3a.

durypa 2.3 nokassa geicrteunaTa "addtest" n "addtimetest" n eTana, B KOMTO B 610KYelMHa ce 3anucBaT
0606LLEeHN CTOMHOCTU M MeTaAaHHM 332 U3MbAHEHUETO.
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Quzypa 2.3 baokyeliH uHmezpayus 8 PaSSER. 3amouHuk [16].

2.3 ®yHKUMOHANHOCTU Ha PaSSER

Tasn ceKkumsa oboblaBa noTpebutenckns paboteH npouec U aptedakTuTe, Heobxoaumn 3a
KOHTPO/IMPAHU eKCNepUMEHTaNHU UMKAW. MnatdopmaTa nogabprKa KakKTo MHTepaKTMBHA paboTa, Taka u
aBTOMATM3MPAHO OLEHABAHE - U3NDbJHEHME HA CepuA OT TECTOBM BbMNPOCKM 6e3 pbyHa Hameca, Npu KOeTo
cUCTEMATa reHepupa OTFOBOPM, M3YNCAABA METPUKM U 3anncBa pesynTatuTe. EKCnepumeHTUTE, ONUCaHN B
lnaea 4, ca NpoBeAeHN ¢ aBTOMATU3NPAHO OLeHABaHe.
2.3.1 KoHdurypupaHe Ha cuctemarta

KoHdurypmpaHeTo BK/IOYBa 3a4aBaHe Ha KpaliHU TOUKM 3a CbpBbpa 3a reHepupaHe (Ollama API) u
BEKTOPHOTO XpaHuauule (ChromaDB), n3bop Ha akTMBEH €3MKOB MOJEN M TemnepaTypa Ha reHepupaHe,
n360p Ha pexknMm Ha nssamyaHe (Normal unm Score Mode), KakTo U CBbp3BaHe Ha pecypcu 3a AaHHK (M3bop
Ha BEKTOpHa KojeKums u mmnopT Ha JSON Habop OT ABOMKKM BbMpoc-otrosop). Cnea NOTBbpMKAEHUE
KoHdUrypaumaTa e obBbp3aHa CbC CecMATa M ce MPUKPENS KbM M3XOA4HWUTE AaHHWM 3a NPOCAeAMMOCT U
Bb3MPOMN3BOLMMOCT.
Cekumm 2.3.2 n 2.3.4 B anceprtaumaTa onuceaT LOMNbAHUTENHU PabOTHW NPoUECcUM Ha HUBO UHTepPdENcC;
asTopedepatsT o0606WaBa eAUHCTBEHO KOHPUIYPUPAHETO, YMPaBNEHMETO Ha U3B/AIMYAHETO MU
aBTOMATM3MPAHOTO TECTBAHE U OLEHABaHE, M3M0N3BaHN B YeTBbpTa rnaBa.
2.3.3 KoHdurypmupaHe Ha u3BAMYaAHETO

KoHdurypaumaTta Ha M3BIMYAHETO ONpPeAEa KaKk nacaxuTte ce Noabupat n crnobsBaT KaTo KOHTEKCT.
Normal Mode ocurypsasa ¢uKkcmnpaHo top-k nssamnyaHe. Score Mode nossonnasa puaTpupaHe no npar ypes
MWHUMaNEH KoePUUMEHT Ha KOCMHYCOBO CXOACTBO W MOALDBPYKA KOHTPOJIMPAHO BapupaHe Ha npara 4ypes
napameTpute minSimilarityScore, maxK v kincrement. BapupaHeto Ha npara (threshold sweep) ce peanusupa
Yypes NOBTOPHO M3MbJHEHME Ha €4HO U CbLLO TECTOBO HAaTOBapBaHe NPY NPOMAHA €4MHCTBEHO HA CTOMHOCTTA
Ha Npara, KaTo BCUYKM OCTaHaAM NAapaMeTpm ce NoaLbpPKaT NOCTOSAHHM (Habop OT AaHHU, MAEHTUPUKATOP Ha
BEKTOPHOTO XpaHWauLe, KoHPUrypaums Ha GparmeHTUPaHETO M HAaCTPOMKM Ha moaena). BcAako usnbaHeHue
ce 0603HayvaBa W 3anMcBa KaTo OTAE/NEH 3aMnucC 3a OLLeHABaHEe, KOETO NO3BOIABA MPAKO CPABHEHUE MEXKAY
pas3NINYHUTE CTOMHOCTM Ha Npara npu GUKCMpaHa KoHoUrypaums.
2.3.5 TectBaHe 1 OUEHKa

PaSSER noaabpka aBTOMaTM3MpPAHO TECTBAHE M OLLEHABaHe, Ha HAbop OT AaHHM, NPU KOHTPOAUPAHU
KOHOUIypaLMmM Ha M3BAMYAHe. 33 BCEKM eNnemeHT OoT Habopa cucTemaTa M3BAMYA KOHTEKCT, KOHCTPyMpa
oborateHa 3anaBKa (augmented prompt), reHepupa OTroBop, NU34MUCIABA METPUKM 3a OLEeHABAHEe U 3anucea
pesyntatute B 6/10KYeliHa upe3 addtest. JonbaHUTeneH MOAyN 3a BPEMEBO OLEHABAHE PerucTpupa
MoKasaTe/M 3a J/IAaTEHTHOCT (Hampumep Bpeme 3a 3apexjaHe Ha MOoZena, NPOLb/KUTENHOCT Ha
reHepvpaHeTo, obLo Bpeme 3a OTroBOp) upes addtimetest. Pesyntatute morat ga 6bAaT usB/ieyeHu 3a
npernes n ekcnopTupaHm 3a obnaiiH aHanms. durypa 2.7 noka3sa NOrMKaTa Ha OLLeHABaHe.
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duzypa 2.7 O606uweH npeaned Ha pabomHus npouyec 3a oyeHAsaHe 8 PaSSER. M3mouHuk [16].

2.4 Bropa rnasa: 0606weHune

lnaBa 2 npeactaea PaSSER KaTo MHPpacCTpyKTypa 3a TecTBaHe U oueHaBaHe Ha RAG c oTyMTaHe Ha
npara Ha cxoacteo [15], [16], [17]. MnaTdopmaTa nHTerpupa 6exkeHa, ycayru, KoopaMHUpPaLm U3BAUYAHETO U
reHepupaHeTo, ¢ 610KYeiH noacuctema Antelope, ocurypsaBalla npocaegum n yCToMYne Ha NPOMEHM 3anmc
Ha gaHHuTe. PaSSER noaabprka KakTo pUKcMpaHo top-k M3BaAMYaHE, Taka U M3BANYAHE C UATPMpPaHe No npar,
KOETO N03BO/sABA KOHTPOMPAHO BapMpaHe Ha Npara Npyu NOCTOAHHM eKCNePUMEHTAHM yC10BUA. KbM BCAKO
M3NbAHEHUe ce A06aBAT KOHOUTYPaALMOHHM MeTagaHHK, a B 6/10KYeiHa ce 3anncBaT NoANUCaHM 3anMcK Ypes
"addtest" w "addtimetest". ToBa nosBonsiBa ogMT U HE3aBUCMMA MPOBEPKA Ha OTYETEHUTE pPE3yNTaTw,
aapecupa D2 u nognomara ekcnepumeHTUTE, ONUcaHn B YeTebpTa rnasa.

TPETA TNABA: U3bOP HA MOAENU U METPUKU 3A OLLEHABAHE

TpeTa rnaBa onpeaens KOMMNOHEHTUTE, HEOBXOAMMU 3a eKcnepumeHTasHUA aHanu3 B YeTebpTa
rnaBsa: rofieMmTe e3MKOBM MOAENM C OTBOPEH Kog, oueHaBaHW B PaSSER, M meTpuKUTE 3a OUEHKa Ha
KayecTBOTO Ha reHepupaHuTe otrosopu. Cekuuu 3.1-3.3 onuceat rpynute moaenu, aprymeHtute 3a nsbopa
UM M orpaHudeHunata npu uHterpauma (Obj.2). Cexkuma 3.4 npeAacTaBs MeTPUKUTE 3a OLEHABaHe,
BK/IIOUYUTE/IHO OMMCaHMEe, HAUMH Ha u3umncnasaHe n popmart 3a otuntaHe. Cekumsa 3.5 apeduHupa Komnosutex
nokasaten 3a npoussoautenHoct (CPS) u KomnosuteH nokasaTen, 3a crabunHocT Ha npara (T-CPS),
M3M0A3BaHN 3a arpernpaHe Ha Habop oT meTpuku (3agaya 3). 3a KpaTKOCT Mo-HaTaTbk "KomnosuteH
nokasaTen 3a npousBoauTenHocT" ce obo3Havasa Kato CPS, a "KomnosuteH nokasaten, 3a cTabUAHOCT Ha
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npara" — Karto T-CPS. 3aegHo Te3n enemeHTM nognomarat agpecmpaHeTto Ha D1 (oueHKa ¢ oTuMTaHe Ha npara
ypes CPS, T-CPS n MNokasaTen 3a 6anaHc (Balance Score)) u D3 (npakTMYecKn HAcOKKU 3a BHeApABaHe Ha
peLleHus C OTBOPEH KOA Ype3 KpuTepun 3a n3bop Ha MoAeNM 1 Npoueaypuy 3a oLeHsABaHe).

3.1 Mpernea Ha UHTErpUPaAHUTE MOAZENN U KpUTEpUUTE 3a TEXHUA noabop

B PaSSER e uHTerpupaHa npeacraButeniHa rpyna oT e3MKOBUM MOAENN C OTBOPEH KOZA, 3a CPaBHEHMA
npu epHaKkBM eKcnepumeHTanHW ycnosusa. MNoabopbT e HacoyeH KbM MNyO6AMYHO AOCTBNHM MOAENM,
Bb3MOHOCT 33 JIOKAJIHO M3MNbAHEHWE HA XapAyep OT CPeAeH KAac M apXUTEKTYpPHO pa3Hoobpasue B
AManasoHa 7-8 muamapaa napameTpu. To3m amanasoH 6anaHcMpa Bb3MOXKHOCTM M MpaKTU4Yecka
NPUNOXKMUMOCT, U OBUKHOBEHO MO3BOASIBA M3NbiaHeHMe npu 16-32 GB onepatuBHa namet (RAM), 6es
oTaenHn GPU cuctemmu, KaTo CbleBPEMEHHO M36srBa U3UCKBaHMATA Ha NO-rosiemu Moaenun ot Knac 40B.
Mogenu nog, 7B He ca BKAOYEHM NOPaSM OrpaHUYeEH KanaumTeT Npu reHepupaHe B 06,1acT, KOUTO U3UCKBAT
no-cneumannsmpaHn 3HaHua, a Mmoaenn Hag 8B - nopaan No-BUCOKM XapAyepHU M3ucKkBaHuA [65]. He ca
BK/IIOYEHM CbLO 3aTBOPEHM (proprietary) mogenu, Tbi KaTo /AUUEH3UTE, LLEeHATa W OrpaHuyeHaTa
NPO3PaYHOCT Ha HAaCTPOMKUTE NPABAT TPYAHO TOYHOTO Bb3NpPOM3BEXK4AHE Ha KoHUrypaumaTa [66].

OueHeHun ca gBe rpynu Mogenu: nbpsa rpyna ot 7B moaenun, usnonssaHa sbe Paswm I-11, u BTopa rpyna
(knac 8B, nntoc o6HoBeH Mistral), nsnonssaHa BbB Pasu llI-IV. ApxUTEKTYPHOTO pasHOObpasue e BaXKHO, Tbit
KaTo YyBCTBUTE/NIHOCTTA KbM Mpara MOXe Aa 3aBUCM OT 0COBEHOCTM HA KOHKPETHMA MOoAen, Hanpumep
OrPaHUYEHMA HA KOHTEKCTHWUA npo3opel, ePeKTUBHOCT Ha MeXaHW3Ma 3a BHMMaHME W HACcTpoMKa 3a
cnefiBaHe Ha WHCTPYKUMKM unau  pascbykaeHue [5], [67], [68]. Tabnauua 3.1 o606uiaBa OCHOBHUTE
XapaKTEPUCTUKM Ha OLLEHABAHUTE MOLENN.

Tabnuya 3.1 CpasHumenHo obobujeHue Ha oueHAsaHuUme Mmooenu.

Moaen | Mapam. | KoHTeKcT OCHOBEH aKLEeHT B OcHOBHa ponA B Ollama Tar
(TokeHu) Au3aiiHa OUEeHABaHeTo

Mistral ~7.3B 8,192/ GQA (grouped-query dokyc Bbpxy Mistral 7B /

7B/v0.3 32,768 attention); BHUMaHMe c edekTnBHOCT; | Mistral:latest
nab3raly nposopew, NPUEMCTBEHOCT MeXAay
BEpPCUM

Llama 2 7B 4,096 CraHpapTeH BasoBa MMHMA 3a 06WO Llama 2 7B
7B TpaHCOOPMbBP; LMPOKO npegHasHavyeHne

n3non3saH

Orca2 7B 7B 4,096 JoobyuaBaHe c $oKyc CpaBHUTENEH moaen, Orca2 7B
BbPXY pPa3CbrKaeHMe HACTPOEH 3a
pa3cbXaeHue

Granite 8B 8,192 Moabop 1 NoAroToBKa Ha CpaBHuTeneH moaen 3a | Granite3.2:8b
3.28B OAHHW C KOpnopaTUBeEH HaaeXaHoCT B
dokyc KOpNopaTMBHM cpeamn

DeepSeek 8B 8,192 ObyueHue c noacunsaHe | CpasBHuTeneH 8B mogen, Deepseek

R18B (RL) c doKyc Bbpxy dOKyCcHpaH Bbpxy r1:8b
pa3cbKaeHue pa3cbXaeHue

Llama 3.1 8B 8,192 O6HoBeH LLaMA; basoBa AnHma ot Ilama3.1:8b
8B pa3WmnpeH KOHTEKCT TEKYLLOTO NOKONEeHMe

3.2 HauanHa rpyna mogenu

HavanHata rpyna - Mistral 7B [69], Llama 2 7B [70] 1 Orca 2 7B [71] - e usnosn3BaHa 3a NpoBepKa Ha
UANOCTHATa paboTa Ha cucTemaTa M 33 U3MepBaHe Ha BPEMEBUTE MOKasaTenn npu ¢ukcupaHo top-k
u3BanyaHe BbB dasza | [17]. Bbe da3za Il [15] cbwuTe moaenu ca oueHeHU Npu CUCTEMATUYHO BapupaHe Ha
npara (0,50-0,80), 3a Aa ce onuLle YyBCTBMTE/NIHOCTTA KbM Npara.

3.2.1 Mistral 7B

Mistral 7B (2023) e npoeKTupaH 3a no-epeKTUBHO reHepupaHe B Knaca 7B napametpu [69], [72].
MopaensT n3nonssa grouped-query attention (GQA) u sliding-window attention (SWA) - mexaH13MK, KOUTO
ca peneBaHTHU Npu RAG, Tbi1 KaTo A06aBAHETO HA M3BJIEYEHM NACaXKM YBEMYABA AbAXKMHATA Ha 3adBKaTa U
HaTOBapBa NameTTa M BPeEMETO 3a U3nbaHeHWe. Cnopes pe3yntaTuTte, AOKNAABaHU OT aBTopuTe, Mistral 7B
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npesb3xoXkaa Llama 2 7B npu craHgapTtHu oueHkn [73], srkatoumtenHo MMLU [74] u GSM8K [75]. B
HavasHaTa rpyna Mistral 7B e BKAtoYeH KaTo NpeAcTaBUTEN C aKLEHT BbpXy ebeKTUBHOCTTA.
3.2.2Llama27B

Llama 2 7B (2023) e wupoKo M3non3BaH mogen ot Knac 7B [70]. B HauanHaTa rpyna Llama 2 7B e
BK/IlOYEH KaTo 6a3oBa /IMHUA 33 CPaBHEHME, Tbil KaTo € Aobpe NOo3HaT, WMPOKO M3M0/3BaH M NO3BO/IABA
edeKTUTe OT HACTPOIMKNTE Ha U3BANYAHETO (top-k cnpsmo ¢dunTpupaHe no npar) ga ce pasrnexaart cnpsmo
CTabuneH opueHTUp Npu eAHaKBU eKCcnepuMeHTanHu ycnosus. Meta nybanKkysa n oobyyeHn BapmuaHTK 3a
cnepBaHe Ha MHCTpyKuum [68], [70].
3.230rca27B

Orca 2 7B (2023) e moaen, 6a3mpaH Ha Llama 2, HacTpoeH aa noaobpaBa pasCbKAEHUETO ypes
noabpaHu MHCTPYKLUMKN, 6e3 npomeHn B apxuTeKTypata [71]. [loknagsaHute nogobpeHua ce B 3a4auv 3a
CpaBHUTE/IHO OLlEeHABaHe Ha pa3cbraeHue, Kato GSM8K u BIG-bench Hard [76]. B HayanHaTa rpyna Orca 2
7B e BKOYEH KATO NpeAcTaBMTeN C aKLLEHT BbPXY pPasCbKAeHMeTO.

3.3 AKTyanusupaHa rpyna moaenu

AKTyanusmpaHara rpyna - Granite 3.2 8B [77], DeepSeek R1 8B [78], Llama 3.1 8B [79] u Mistral 7B v0.3 [80]
- € BK/toyeHa BbB Pasa |l (aHanm3 Ha YyBCTBUMTENHOCTTA KbM Mpara 3a BCEKM MoAeN NooTAENHO) M BbB Pasa
IV (aHanu3 mexay TematmyHuTe obnactu). Mistral e 3anaseH KaTo cBbp3Ball, Mogen mexay ¢asute, HO e
obHoBeH o v0.3.

3.3.1 Granite 3.2 8B

Granite 3.2 8B (IBM, 2024) Haco4yeH Kbm KopropaTMBHa ynotpeba un pa3paboTeH 3a 3a4aun KaTto
OTroBapsaHe Ha Bbnpocu, obobliaBaHe, M3BAMYaHE Ha WHbOpmaumsa, nporpamupaHe n RAG [77]. B
aKTyanusMpaHaTa rpyna, MOAENbT € BKAYEH KaTo NpeacTaBuTes, OPUEHTUPAH KbM KOPMNOPATMBHMU
CLLeHapuK, NPy KOUTO Ce TbpCK NO-NPeABUAMMO NOBEeAEHME N CTaBUNHOCT NPU MHTErpaums.

3.3.2 DeepSeek R1 8B

DeepSeek R1 8B (2024) nocTaBA aKUEHT BbPXy OOYYMTENIHM MOAXOAWN, OPUEHTUPAHU KbM
pascbXKAeHWe, U BKIOYBA KOMMOHEHTU 3a obydeHune c noacunsaHe [81]. MoaxoauTe 3a pascbXaeHue,
pasBuTM B No-rosiemnte BapuaHTh oT cepusaTa DeepSeek R1, ca npeHeceHu Kbm no-mankus R1 8B [78]. B
aKTyanunsmpaHaTa rpyna nsnbaHABa PONATA HA MOAEN C aKLEHT BbPXY Pa3CbXKAEHNETO.
3.3.3Llama 3.18B

Llama 3.1 8B (Meta, tonn 2024) e MHOroesmnyeH MoAes, JIOHAaCTPOEH 3a c/le[BaHe Ha UHCTPYKUUK, OT
cemelictBoTo Llama 3.1. Meta npeacrtass BapuaHTa 8B KaTo moaen c o610 npeaHasHaYeHMe 3a aCUCTEHTCKU
3a4a4M M NOCOYBA KOHTEKCTEH Npo3opel, oT 128k ToKeHa 3a TeKCTOBUTE Moaenn oT cepuaTa Llama 3.1. [79].
B aKTyanM3ampaHata rpyna cayu Kato 6asoBa MMHUA ¢ 0610 NpegHasHayeHMe npu mallab [82].

3.3.4 Mistral 7B (v0.3)

Mistral 7B v0.3 (2024) ce pasnpocTpaHaBa 4pe3 Ollama ¢ naeHTuduKatop mistral:latest [63],
npegnara KOHTEKCTEH npo3opel, oT 32 768 TOKeHa M M3BMKBaHe Ha ¢yHKumM [80], KaTo 3anasea
apXuTEKTypaTa, HacoyYeHa KbM e¢peKTMBHOCT, onucaHa B Cekuuma 3.2.1. MopgenbT € BKAWOYEH 3a
NPUEeMCTBEHOCT MeKay PpasuTe M 3a OTYNTAHE Ha NPOMEHUTE B pamKuUTe Ha cemeincTesoTo Mistral [69], [72].

3.4 MeTpUuKHM 3a oueHABaHe

OueHsBaHeTo Ha RAG M3UCKBa OLLEHKA B HAKOIKO HanpaBaeHUs, Tbii KaTo U3B/IMYAHETO NPAKO BAMAE
BbpPXY reHepupaHeto. M3nonseaH e naHen ot 24 MeTPUKKU, KOMTO 0OXBALLAT JIEKCMKANHO NPUMNOKPUBAHE,
CEMAHTMYHO CbOTBETCTBUE, MJTABHOCT U NPEeACKa3yeMOCT, KaueCTBO Ha OTroBOpa, CTaTUCTUYECKA 3aBUCUMOCT
M nokasatenn 3a 4yeTmmocT. MoabopbT cnesBa NpuHUMNA, Ye pasHoobpasHM MNoKasaTenu [asaT Mo-
HageaHa 0606LeHa OLeHKa OT KOATO M Aa e egMHUYHA MeTpuKa [83]. LLecTHageceT MeTpUKK ca BbBeaEeHM
BbB Pa3a |, a owe ocem ca gobaseHn BbB Paza lll. Tabanua 3.2 n3bpoasa NbAHUSA NaHen oT 24 METPUKK
(kaTeropum, U3Xo4HN KOMIOHM NPU NONyYaBaHe Ha pe3ynTTuTe n ¢hasa Ha BbBeXKAaHe).
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Tabnuya 3.2 [MvaeH crnucvK Ha 24-me MempuKU 3a ouyeHAsaHe.

Karteropusa Mertpuka UsxoaHa OnucaHue ®asa
KOJIOHa
METEOR METEOR MoppaBHABaHE HA HMBO TOKEH CbC CTEMUHT dazal
U CUHOHWUMHM CbBNAAEHMUA
ROUGE-1 Rouge-1.r EaHorpamHo npunokpueaHe (recall) dazal
ROUGE-1 Rouge-1.p EaHOrpamHo npunoKpueaHe (precision) dasa |
ROUGE-1 Rouge-1.f EaHorpamHo npunokpusaHe (F1) dazal
ROUGE-2 Rouge-2.r BurpamHo npunokpusaHe (recall) dasa |
ROUGE-2 Rouge-2.p BurpamHo npunokpusaHe (precision) dasa |
JleKCUKANHO ROUGE-2 Rouge-2.f BurpamHo npunokpuesaHe (F1) dazal
npunokpueaHe  ROUGE-L Rouge-l.r Halt-gbara obwa nognocnenosaTenHOCT dazal
(recall)
ROUGE-L Rouge-I.p Hali-gbara obuia nognocneaosaTesiHOCT dazal
(precision)
ROUGE-L Rouge-I.f Hali-gbara obuwa nognocnenosaTeiHOCT dazal
(F1)
BLEU BLEU N-rpamHa TOYHOCT C HaKa3aHWe 3a KPaTKOCT Pazal
F1 Score F1 Score F1 Ha HMBO TOKEH; AMArHOCTMKA 3a da3zal
KOPEKTHOCT Ha OTroBOpa
Cosine similarity ~ Cosine similarity CX0oA4,CTBO Ha BrpaXaaHua mexay Pazal
reHepupaH u pedpepeHTeH TeKCT
CeMaHTUYHO BERTScore Bert- KOHTeKCTya/IHO TOKEHHO CXOACTBO ®dasza lll
CXOACTBO Score.precision (precision)
BERTScore Bert-Score.recall KoHTeKcTyanHo TOKeHHO cxoacTBo (recall) daza lll
BERTScore Bert-Score.f1 KOHTEKCTyanHO TOKeHHO cxoacTso (F1) ®aza lll
Laplace Laplace Perplexity MpeackasyemocT npu Laplace-usrnagex dazal
MnasHocT / perplexity 6urpameH mogen
MpeackasyemocT  idstone Lidstone Npeackasyemoct npu Lidstone-usrnagex ®azall
perplexity Perplexity TpUrpameH moaen
CraTtucr. Pearson Pearson JInHeWHa 3aBUCUMOCT MeXAay reHepupaHu u Pazal
Kopenauua correlation correlation pedepeHTHN NpeacTaBAHNUA
B-RT Coherence  B-RT.coherence TemaTuyHa GOKYCUPAHOCT U SIOKaNHa ®asza lll
opraHusauma
B-RT B-RT.consistency BbTpelHa HENPOTUBOPEUYNBOCT MEXAY ®azallll
Consistency TBbpPAEHMATA
Yetumoct (B-RT)  B-RT Fluency B-RT.fluency YeTMMOCT 1 rpamaTUyHa CBbP3aHOCT ®asza lll
B-RT Relevance B-RT.relevance CboTtBeTcTBME C GOPMYANPOBKaATa Ha dazallll
BbMNpoca
B-RT Average B-RT.average CpepHo apuTmeTuyHO Ha B-RT ®asza lll

KOMMNOHEHTUTe

Cekuum 3.4.1-3.4.5 B gncepTaumsaTa CbobPKAT NbAHUTE AePUHMLMN, HAUMHUTE 33 U3YUC/IABAHE U
MbAHO nNpeAcTaBsAHe Ha BCAKa MeTpuKka. CboTeetcTBawmuTe dopmyam (3.1)-(3.24) ca BKAOYEHU B
aucepraumaTa M ca npeactaBeHn cbuwo B [17], [15] m [18]. B aBTOpedepaTa NpMCHCTBAT CaMO KPaTKM
onucaHus 3a Cekumn 3.4.1-3.4.4 v ocHoBHaTa ¢opmyna 3a B-RT B Cekuma 3.4.5.
3.4.1 MeTpu1KM 3a NeKCUKANIHO NPUNOKPUBaAHE

MeTpuKKTE 33 JIEKCUKANHO NPUNOKPUBAHE CPaBHABAT reHepUpaHUTe OTroBOpU ¢ pepepeHTHUTE Ha
HMBO TOKeHW M n-rpam. METEOR [84], ROUGE [85] n BLEU [86] maBaT gonbiBaliy ce NoKasaTenu 3a
CbBNageHue Ha TeKCTa.
3.4.2 MeTpuKM 3a CEMAHTUYHO CXO4CTBO
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MeTpuKNTE 3a CEMAHTUYHO CXOACTBO OUEHABAT 6AM30CTTA MO CMMUCHA, OTBbA, NOBBPXHOCTHOTO
cbBnageHue. Cosine similarity [87] n BERTScore [88] cpaBHsABaT reHepupaHu n pepepeHTHU OTroBOpKM Ypes
BEKTOPHM NpeAcTaBAHUA.

3.4.3 MeTpuKHM 3a NNABHOCT, NPeACKa3yeMoCT U KauecTBO Ha OTroBopa

Mokasatenute 3a NAAaBHOCT WM NPeACKA3yeMoCT ce u3uncnasat upe3 perplexity (mApka 3a
npeackasyemocrt), peanusmnpaHa ¢ NLTK, KaTo MHOMKATOPU, HE3AaBUCUMM OT KOHKPETHUA €3MKOB MOoAen.;
eBeHTyanHuTe npobnemun ca obcbaeHn B Cekyma 5.3.3. F1 Ha HMBO TOKEH ce M3M0/3Ba KaTo NoKasaTen 3a
KayecTBO Ha OTFOBOPA, U3BAEYEH OT NPUMNOKPUBAHETO MEXKAY FEHEPUPAHOTO U pedepPeHTHOTO ChabpKaHMe.
3.4.4 MeTpu1KHM 3a CTaTUCTUYECKA Kopenauua

CTaTUCTMYeCKaTa 3aBUCMMOCT Ce OLEHABA Ype3 Kopenauua Ha Pearson 3a onucBaHe HA ANHENHM
33aBMCMMOCTU MeXAy n3bpaHn MeTPUUYHU CTOMHOCTH.

3.4.5 MeTpuKa, 6a3mpaHa Ha YoBellKa YyeTumocT (B-RT)

MokasaTtenAart B-RT e perpecMoHeH MHAMKaTop, nsBedeH no modena Ha Nubia, KolTo npuban:kaea
YoBeLLKUTE OoLEeHKM 3a YetumocT npu RAG [89], [90]. CToMHOCTUTE Cce M3NO0A3BaT KAaToO aBTOMaTU3MpPaHU
CPaBHUTENIHN METPUKM, @ HE KaTO 3aMeCcTUTENl Ha BaIMAMPAHN YOBELIKM NpeL.eHKN. bazoBoTo cxoacTBo e
AeduHMpaHo Kato:

s = cos(E.s(Reference), E.5(G)), (3.25)

a arpernpaHuAaT HOEeKc:
Coherence+Consistency+Fluency+Relevance

4

B — RT. Average = (3.26)

3.5 Komno3ntHu nokasartenu

Tobli KaTo OTAENHUTE METPUKM 0OXBALLLAT PA3/IMYHM acEeKTU Ha KQYeCcTBOTO, 32 CUCTEMATUYHO CPaBHEHUE e
HeobxoaAnmo TaxXHOTO obobwaBaHe. Bbnpekn ye PaSSER nsumcnasa u 24-te MeTpuKK, npn GopmupaHeTo Ha
CPS ce n3nonssat geBeT OT TAX, 3a Aa ce nsberHe ABOMHO NpPeTErNAHEe Ha CUTHO KOPENMPALLN Ce METPUKM.
MeTpuuHmte cemeinctea ot Cekuma 3.4 ca rpynupaHM B YETUPWU OUEHBYHM M3MmepeHusa. Tabauua 3.3
npeAcTaBa TOBa CbOTBETCTBME M HAUYMHA, MO KOMTO ce M3BbpLIBa 0606L1aBaHETO.

Tabnuya 3.3 Cbomeemcmeue mexoy mempuyHume cemelicmea om Cekyua 3.4 u usmepeHusma Ha CPS.

CemelcTBO METPUKMN OCHOBHO U3mepeHue Ha CPS Benexka
(CeKkumsa 3.4) npeaHasHauyeHue
3.4.1 NNekcnkanHo MoBbPXHOCTHO NekcukanHo  [IpeKkTHO cboTBETCTBME
NPUNoOKpuBaHe CbBMageHune ¢ npuNoKpuBaHe

pedepeHTHUA OTroBop

3.4.2 CemaHTU4YHO
CX0ACTBO

3.4.3 NnasBHoCT,
npeacKkasyemocT, KayecTBo

3.4.4 CtaTuctmyecka
Kopenauus (Pearson)

3.4.5 B-RT (Habop ot
MEeTPUKH)

bnnsoct no cmucobn
OTBbA TOYHOTO
CbBnageHue

E3nkoBa
npeacKkasyemocT 1
KOPEKTHOCT Ha
oTrosopa

JInHeliHa 3aBucMMocCT
MeXKay METPUKM

MHoroacnekTHu
METPUKM 33 YeTUMOCT
M KaQyecTBoO

CeMaHTMYHO CXOACTBO 1
noapaBHABaHe

Pasgenane: Eankoso
Mmogenupane (perplexity);
MNaBHOCT N KOPEKTHOCT
(F1)

CeMaHTMYHO CXOACTBO M
noapaBHABaHe

PasnpegeneHun mexay
KOMMOHEHTUTE Ha
n3MepeHunTa

AunpekTHO cboTBETCTBUE

Perplexity - E3ankoso
mopenupatHe; F1 -
MnaBHOCT 1 KOpPeKTHOCT

pynunpaHa Kato
MHAWKATOP 3a
noapasHABaHe

Bcekn KOMNOHEHT e
CbOTHECEH KbM
CbOTBETHOTO UamepeHune

3.5.1 ®opmynuposKa Ha CPS

CPS 0606Lu1aBa HOPpManN3npPaHN METPUUYHU CTOMHOCTM Ypes npeTerjieHa cyma 1 e paspaboTeH ¢ ornes
Ha TPW OCHOBHW 3aTPYAHEHUS MPU CPABHEHMETO MEXKAY METPUKU: Pa3/IMYHK CKanu, pasanyHa NoAspHOCT U
pas3/IMyHa AMArHOCTUYHA CTOMHOCT [15].

3a gageH BbNpocC g, OLEHEH C MOAEeN M NPW Npar Ha CXOACTBO t:

CPSq = ¥, w; x [d (M q— min)

a- d")] (3.27)

Y (max;— min;) 2
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kbaeto m_{i,q} e cToiMHOCTTa Ha MeTpuKa i 3a BbNpoc q; min_i  max_i ca HabatogaBaHUTe KpalHU CTOMHOCTH
B oueHABaHWUTe AaHHu; d_i € {—1, +1} e nHamkaTop 3a nonapHoct (d_i = +1 ako no-BMCOKa CTOMHOCT e no-

806pa; d_i = —1 aKko no-HuCKa cToMHOCT e No-A06pa); w_i e TernoTto Ha meTpuKata (Ew_i = 1).
3a MeTpMKM ¢ nonoxuTenHa nonapHoct (d_i = +1):
) m;i — min;
Normalized value = —1—— (3.28)
max;— min;
3a meTpuKM ¢ oTpuuatenHa nonsapHocT (d_i = —1) Hopmanusauuata e obbpHaTa:
) max;—m;
Normalized value = ———% (3.29)
max;— min;

TaKa BCMYKM HOpPMaNM3MpaHU CTOMHOCTM nonagat B MHTepsBana [0, 1], KaTo MNO-BMCOKMUTE CTOMHOCTU
nocneAoBaTe/IHO MOKa3BaT No-406po KavyecTBo, HE3aBMCUMO OT OPUIMHAIHATA NOIAPHOCT.
CpepHa ctoiiHocT Ha CPS 3a mogen m npu npar t 3a Q Bbnpoca:

1 ,t
Hmp = 5 La=1 CPS{™ (3.30)

3.5.2 Komno3uTteH noKasarten, 3a ctabunHocT Ha npara (T-CPS)

CPS oTpasnBa cpeaHaTa NPOM3BOAUTE/IHOCT, HO HE MOKa3Ba [AOKOJIKO pe3yatatuTe ca YCTOMYMBM
mexay otaenHute sbnpocn. KoHourypauma c Bucok cpegeH CPS, HO ¢ ronsama Bapuauma, moxe aa e no-
MaNKO HaZeXAHa OT KOHOUIypaLma C MaaKo NO-HUCHK CpeaeH pesynTaT, HO CbC cTabunHu otrosopu. T-CPS
nob6aBA mexaHM3bMm "Harpaaa-HakasaHue", 6asmpaH Ha KoeduumeHTa Ha Bapuauyusa (CV) [91].

CVppp = 22t (3.31)

Hm,t
Harpaga 3a cTabuaHOCT M HakasaHWe 3a Bapuauuma:
T—CPS=ux1+ax(@-CV) - xCV? (3.32)

KoMnoHeHTHT 3a Harpaga (1 + a x (1 - CV)) noBuwasa pesyntata Npu HUCKa Bapuauunsa. KOMNOHEHTHT 3a
HaKkasaHue B x CV? Hamansasa pesy/iTaTa KBafpaTUYHO Npu HapacTBaHe Ha CV. MapameTtpute a =0,1 1 B =
0,05 BbBexaaT acumeTpua 2:1: HarpagaTa 3a cTabuIHOCT MoXe Aa Aobaeu Ao okono +10% npu HUCKa
BapuaLMA, a Haka3aHMETO HaManABa Pe3ynTaTa C 40 OKOMO -5% npu makcumanHua HabatogasaH CV. Tesun
CTOMHOCTM He ce NpeacTaBAT KaTo ONTUMAJIHKU; TE Cca HavasiHa HacTPoiKa, cbobpaseHa ¢ Bap1aumaTa Ha CPS,
HabntogaBaHa B NpeaBapuUTesIHUA U3NBAHEHMA.

AHann3 Ha YyBCTBUTENHOCTTA Npu 25 KombuHauum ot napameTtpu (a € {0,05; 0,10; 0,15; 0,20; 0,25} x B
€ {0,025; 0,05; 0,075; 0,10; 0,15}) noTBbPKAaBa CTABUNHOCT Ha KnacupaHeTto: 29 oT 31 KoHdurypaumu
(93,5%) He noka3BaT NpPoOMAHAa B paHra Npu HUTO eaHa KOMBUHaLMA. o obAcHABa 99,87% OT BapMaumaTa Ha
T-CPS, KoeTo noka3Ba, Ye HarpagaTta 3a CTabMAHOCT € OCHOBHUAT $GaKTOpP, @ HAKa3aHWETO 3a BapuaLma UMa
BTOPWYHa, Kopurmpala poas [18].

3.5.3 Cratuctuyecka 3HaYMmocCT

3a Aa ce NpoBepu Aann pasanukuTe Mexay KoHourypaummte ¢ pasandeH npar n 6asoBata IMHMA ca
CTaTUCTUYECKM 3HAUMMU, Ce N3M0J13Ba t-TeCToBe Mo ABOMKM, KATO BCEKM BBMPOC Ce CPpaBHABA CbC cebe cu npu
6a3oBaTta MHMA U NpKU cboTBETHMA Npar (o = 0,05). Taka ce orpaHMYaBa BAUAHMETO HA PA3IMUMATA MEXKAOY
camuTe BbNPOCKU. 3HAUMMOCTTa ce oTbenA3Ba No cTaHAapTeH HauuH: * 3a p < 0,05; ** 3a p < 0,01; *** 3ap <
0,001.
PasmepbT Ha edekTa ce oueHaBa Ypes d Ha Cohen 3a 3aBUCMMM U3BAAKM:

Maifr
d= —— (3.33)
SDdiff

KbaeTto M _diffe cpegHaTa CTOMHOCT Ha pa3nunkute B CPS no Bbnpocu (npar mnuHyc 6a3oBa MHKUA), a
SD_diff e cTaHAAPTHOTO OTK/NOHEHWE Ha Te3u pPasnKU. PasmepuTe Ha edeKTa cneaBaT CTaHAAPTHUTE
KOHBeHUMM [92]: He3HaunTeneH (d < 0,2), manbk (0,2 <d < 0,5), cpeaeH (0,5 <d < 0,8) unn ronam (d 2 0,8).

[loknagBaHUTe P-CTOMHOCTU He Ca KOPUTMPaHWU 33 MHOXECTBEHW CpaBHeHUA. Beaka dasa BKAtOUBa
40 cpaBHeHus (4 mogena x 10 nparosu ctoMHocTu); npu a = 0,05 NnpUbAN3UTENHO ABa 3HAYMMM pe3ynTaTa
Ha ¢asa 6Mxa Moram ga ce NOABAT C/y4alHO NPU HyNeBa xunoTe3a. Mopaan TOBa 3HAUMMOCTTA Ce TbJIKYBa
Ha HMBO 06LWa KapTMHA - NOC/NIe0BaTENIHOCT MeX Ay NparoseTe B paMKUTe Ha MOZeNa, Cbr1acyBaHOCT MeXKay
dasnTe M CbOTBETCTBUE C pasmepuTe Ha edeKTa - @ He KaTo OKOHYATe/NIHO [0KA3aTe/CTBO OT eAMHWUYHO
cpaBHeHMe (BMX CeKkuma 5.3.3).
3.5.4 NokasaTen 3a 6anaHc (Balance Score)

T-CPS BKAtoYBa CTabUAHOCTTA B KOMMO3UTHUA NOKA3aTen, HO Ha NPaKTUKa, YeCTo e HyXeH oTaeNeH
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KpUTEPUI, KOWTO AICHO Aa NOKasea H6anaHca mexay nogobpeHne n HectabunHocT Ha pesyntatute. Balance

Score n3mepBa KakBo NogobpeHne, KopUrnpaHo 3a cTabuaHOCT, ce NolyYyaBa Ha egMHULA HecTabunHocT [18]:
T—CPSimprovement % 100
Balance Scorep, ; = ( m.t/100) (3.34)
4 CVm,t
Mo-BMCOKM CTOMHOCTM Ha Balance Score o03HauyaBaT KOHUrypauum C MNO-rOAAMO KOPUTMpPaHO
nogobpeHue Npu No-HUCKa HectabunHoct. KoHdurypaumm c ronamo nogobpeHune, Ho BUCOKa HeCTabUIHOCT,
nosly4aBaT No-HUCHK Balance Score oT KoHUrypaumm ¢ ymepeHo noaobpeHne n HUCKa HecTabunHocT. Taka

ce npeanoyvynTaTt no-npeasnammmn KOHq)MI'ypaLI,MM npu HaCTpOVIBaHe Ha U3BJIMYAHETO.

3.6 TpeTa rnaBa: 0606LwweHue

TpeTa rnaBa aepuHMpa rpynnute moaenm n MeTpUKnTe 3a oueHaABaHe, U3Mnos3BaHn B YeTBbpTa rnaBa.
MoabpaHu ca cegem moaena c OTBOPEH Ko, B Anana3oHa 7-8B, npu usmckeaHe ga ca ny6/inMYHO AOCTbMNHU U
Bb3MOXKHOCT 3a JIOKa/IeH AEN/I0N BbPXY XapAayep OT cpeaeH Kaac [65], [66]. OueHaBaHeTo n3noa3Ba naHen ot
24 meTpukmn (Tabnnua 3.2), KOMTO 06XBaLLAT NEKCUKAHO NPUNOKPUBAHE, CEMAHTUYHO CXOACTBO, NIaBHOCT U
npeackasyemMocT, KayecTBO Ha OTroBopa, CTAaTUCTMYECKa Kopenaums W MnoKasaTeNin 3a YeTMMOCT.
Ob6eaunHaBaHeTo Ha Habop oT meTpukM e aedpuHupaHo ypes CPS (3.27)-(3.30), paswmpeHo c T-CPS (3.31)-
(3.32) u Balance Score (3.34), KakTo U C Npoueaypu 3a CTaTUCTMYECKA OLEHKA M OTYMTAHE Ha pasmepa Ha
edekta (3.33), KOoMTO nognomaraT cpaBHUTENHATa MWHTepnpeTauma. Tesn KOMMOHEHTM nognomarat
agpecupaHeTo Ha D1 ype3s KOMNO3UTHWM NOKasaTenn, cbobpaseHu ¢ npara, M Ha D3 Ypes BbL3NPOM3BOAMMMU
KpuTepun 3a n3bop Ha Moaenn 1 npoueaypuy 3a oLueHsABaHe, NpuoKeHu B Mnaea 4.

YETBBLPTA IMMABA: EKCMEPUMEHTAJIHA OLLEEHKA U AHAJTU3

4.1 ®a3za |: TectBaHe Ha cuctemarta U npodpuamMpaHe Ha BpemMeTo 3a U3NbJHEHue

daza | npoBepnaBa paboTtata Ha naaTdopmarta oT "Kpan-go-Kpai" 1 onncea 6a3oBoOTO 1 NoBeAeHUE,
KaTo U3Nb/HABA Nb/HMA RAG npouec 3a Tpy mogena cbe 7B napametpu (Mistral 7B, Llama 2 7B, Orca 2 7B) B
ABe xapayepHu cpeau [17]. U3BamyaHeTto e B pexxum Normal Mode, ¢ puKcmpaH 6poit N3BIMYAHU OTKbCU
(top-k, K=100) n Temnepatypa Ha reHepupaHe 0,2. Pa3aTa e HacoyeHa KbM NPOBEpPKa Ha UHPACTPYKTYPHUA
KomnoHeHT (b) Ha Obj.1; TecTBaHeTO, OTHaCALLO ce A0 Npara Ha CXoACTBO, 3anoysa BbB Paza ll.
4.1.1 EKcnepumeHTaneH gusanH

3a OOMeWNH 3emefenne ca M3NoA3BaHW [Ba OCHOBHW M3TOYHMKa: PernameHT (EC) 2018/848 3a
6uonormyHoTo npomssoacTeo [93] n HapbuyHMKBT Ha PAO 3a KNIMMATUUHO ycToMuMBO 3emedenue (climate-
smart agriculture) [94]. lokymeHTUTe ca 06paboTeHn U cermeHTUpPaHK cnoped napameTpute oT Cekuma 2.2.2
(1024 3Haka, npunokpusaHe 50), BekTopm3anpaHu ¢ Mistral 7B u cbxpaHeHn B ChromaDB. TectBaHu ca 446
ABOVKM BbMNPOC-0TroBOp. Bbnpocute ca reHepupanu ¢ Mistral 7B, koeTo MorKe Aa faae NpeaMmcTBO Ha TO3M
Mmogen; ToBa e otbensasaHo B Cekuma 5.3.2 n e KomneHcnpaHo Bbe Pasa IV ypes nsnonssaHe Ha Claude Opus.
M3non3eaHu ca aBe xapayepHu cpegm: Apple Mac Mini M1 (macOS, 16 GB RAM, c GPU) u Intel Xeon Ubuntu
CcbpBbp (128 GB RAM, camo c ueHTpaneH npouecop). ManbnHeHu ca ase TectoBu npoueaypu: RAG Q&A Score
Test (16 meTpukm) n Timing Performance Test. Pe3yntatuTe ca 3anmcaHu B 610K4YeMHA Ype3 CMApPT KOHTPaKTH
(Cekums 2.2.3).
4.1.2-4.1.3 Pe3yntaTtu 3a Bpeme Ha U3NbJIHEHUE U KauecTBO

Mac M1 noctura npubnusutenHo 2.2 nbTU MO-BMCOKA NponyckaTenHa cnocobHoct ot Ubuntu
KOHUrypaumaTa camo C UeHTpaneH npouecop (Tabnuua 4.1 B aucepTaumsTa), AOKATO CTOMHOCTUTE Ha
METPUKUTE 33 KauyeCTBO OCTABAT CbMOCTAaBMMWU Mexay ABeTe cpeau. Mankata passiMka BbB BPemeTo 3a
3aperkJaHe MOKasBa, Ye OCHOBHOTO MPeAMMCTBO € CBbp3aHO ¢ Obp3vHaTa Ha M3BeEXAaHe, a He C
MHULUMANM3AUMATA Ha mogena. MNpu duKcmpaHa KoHdurypauma Ha nssandaHe Mistral 7B nokassa Hal-CUNHK
06LWM pe3ynTaTM NO NOBEYETO METPUKM 33 IEKCUKATHO M CEMAHTUYHO CboTBeTCTBUE, Orca 2 7B pocTura Han-
BMCOKM cTonHocTM no ROUGE precision, a Llama 2 7B oTunTa Hali-HMCKa perplexity. Teau pesynTtaTv nokassar,
Yye OTHOCUTE/NIHOTO NoApeXAaHE HA MOAEINTE 3aBUCKU OT PasrnexXaaHOTO CeMeNCcTBO MeTPUKKU. Pesyntatute
oT ®asa | MmaT onucaTeneH xapaKkTep M CAy»KaT KaTo 6a30Ba IMHMA 33 NO-KbCHUTE aHaIU3M, YYBCTBUTE/IHU
KbM Mpara Ha CxoAcCTBo.
4.1.4-4.1.5 AHanus U NpoBepKa Ha cuctemarta

MbnHaTa BepudPMKaLMA Ha cMCTEMATa NOTBBPKAABA KOpPEKTHaTa paboTa Ha uenusa npouec - oT
3apeXaHeTo Ha JAaHHUTE U U3BNYAHETO, Npe3 reHepupaHeTo Ha 1338 oTroBopa M U34MCAABAHETO Ha 16
METPUKMK, 0 EKCMOPTUPAHETO B €/IEKTPOHHM TabanLUM M perncTpmpaHeTo B 610KYeitH. CbnocTaBKaTa Mexay
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ABeTe cpeaun NOAKpenA M3BOAa, Y€ KAyecTBOTO Ha pe3ynTaTuTe 3aBMCM OCHOBHO OT mogena U
KOHOUIypaLmATa Ha U3BANYAHE, @ HE OT M3MOA3BAHATA M3YMCAUTENHA Cpesa.
4.1.6 O606weHne Ha Pa3a |

®aza | notebpKaaBa, ye PaSSER paboT KOpPEKTHO M 4Ye UenusaT npouec MuHaBa 6e3 rpelwku ot
W3B/IMYaHe A0 3anuc Ha pesyntatuTe. Pasa |l BbBeKAa PUATpMpaHe No npar Ha CXo4CTBO.

4.2 dasa ll: Mpar Ha cxoacTeo u CPS

®asa Il cnyxu KaTo NMNOTHO U3CNeaBaHe, YUATO Len e Aa Ce NPocaeam Kak NparsT Ha CXOACTBO BnAe
BbPXY KQYECTBOTO Ha FeHePUPAHETO NPU orpaHMyeHa KoHoMrypauma Ha Score Mode u aa ce oueHu CPS Kato
cxema 3a obobuwaBaHe npean No-WUpPoKnUTe aHannsmn b Pasu -1V [15]. EKcnepumeHTUTE M3N0n3BaT TpU
LLM c 7B napameTbpa - Mistral 7B, Llama 2 7B 1 Orca 2 7B - npu K =100, K-Inc = 2 1 puKcmpaHa Temnepatypa
0,2. MparbT Ha cxoacTBo ce npomeHs ot 0,50 oo 0,80 cbe cTbnKa 0,05, KoeTo Boam Ao 2 121 oueHku (3 mogena
x 7 npara x 101 Bbnpoca), uanbaHeHn Ha Apple Mac mini M1. To3n ananasoH e 1M3bpaH, 3a ga obxeaHe
npexoaa oT NO-paspeLmMTeNHO KbM NO-CENEKTUBHO M3BAMYaHe, 6e3 Aa ce HaBAM3a B NO-CTPOTU PEXKMMM HA
M3BANYaHe, pasrieaaHn no-kbcHo BbB Pasm llI-IV. Paza Il pasrnexkga RQ1 B nMNoTHA cpeaa, KaTo npuaara
KomnoHeHTH (a) u (b) Ha Obj. 1 n gonpuHacs 3a Obj. 4.
4.2.1 EKcnepumeHTaneH gusanH

®a3za ll M13nonsea nogmHoKecTso oT 101 ABOIKKM BbNPOC-0TFOBOP OT Habopa oT AaHHM 3a dasza |, KaTo
3aMa3Ba CbLLMTE HACTPOMKM 33 CErMEHTUPAHE, BEKTOPM3MPAHE MU BEKTOPHO XpaHuamie. OCHOBHaTa NpoMsaHa
B OM3aHA € BbBEXOAHETO Ha M3BAMYaHe B pexum Score Mode, KoeTo nossosnsBa GUATPUPAHE Ha
M3BAEYEHMTE NacaXu no npar. Pesyatatu 3a otgenHUTe BbNPOCK ca 3anaseHun camo 3a nparose 0,50-0,80 u
3aTOBA BCUYKM aHanm3m BbB da3sa Il ca orpaHnyeHn oo TO3M MHTEpPBaAII.
4.2.2 CToMHOCTK Ha meTpuKute B CPS

CPS e npuioKeH KaTo npeTerneHo 0b6obuaBaHe Ha AeBeT METPUKN, 0OXBALLALLM YETUPU OLEHDBYHM
U3MepeHUA: NeKCuKanHo npunokpmsaHe (METEOR, BLEU, ROUGE-1 F, ROUGE-L F), ceMaHTU4YHO CXOACTBO M
cbrnacysaHocT (Cosine Similarity, Pearson Correlation), nnasHocT n KopektHocT (F1 Score) u e3ukoso
mopenupaHe (Laplace Perplexity, Lidstone Perplexity). MeTpukute 3a perplexity ca c oTpuuatenHa nonapHocCT
n cnen Hopmanusaums ce obpwbluat (Cekuma 3.5.1). Tabanua 4.3 npeacrass Habopa OT METPUKK M Ternata
M.

Tabauya 4.3. Mempuku u KoeguyueHmu 8 CPS (®a3za ). Usmouruk [15].

MeTpuKa CroiiHocT 0O60CcHOBKa
METEOR 0.15 LLANnoCTHa OLEeHKa Ha TEKCTOBOTO KA4yecTBoO
ROUGE-1 F-score 0.075 Pasnn4yHM HMBA Ha NEKCUMKANHO NPUMNOKPMBAHE
ROUGE-L F-score 0.075 PasnnyHM HMBA Ha NNIEKCUKANHO NPUMNOKPMBAHE
BLEU 0.15 LlanocTHa oueHKa Ha TEKCTOBOTO KayecTBO
Laplace Perplexity 0.075 MpeackasyemocT U TOYHOCT (No-HUCKO = No-A06pe)
Lidstone Perplexity 0.075 MpeackasyemocT U TOYHOCT (No-HUCKO = No-a06pe)
Cosine Similarity 0.10 PeneBaHTHOCT 1 CbI/1IaCyBaHOCT NPU U3BANYAHE
Pearson Correlation 0.10 PeneBaHTHOCT 1 Cbr/1acyBaHOCT NPU U3BANYAHE
F1 Score 0.20 OCHOBHa MeTpMKa 3a KOPEKTHOCT Ha OTroBopa
ObLLO 1.00

4.2.3 Pesyntatn

Pesyntatute ot ®a3a Il ca npeacrtaBeHn onucaTenHo, 6e3 popmanHO TecTBaHe 3a CTaTUCTUYECKa
3HAYMMOCT, Tbi1 KaTo Tasu ¢asa MMa NUAOTEH XapaKTep. B pamkuTe Ha pasrnexpaHua AManasoH Ha npara
Han-Bucok CPS e HabntogaeaH npu 0,55 3a Mistral 7B 1 Llama 2 7B v npu 0,65 3a Orca 2 7B. B uenusn
uscneapaH avanasoH Orca 2 7B nokassa Hali-ctabuneH npodun Ha CPS, aokaTto Mistral 7B u Llama 2 7B
npoaABaABaT NO-foAAMAa YYBCTBMUTENIHOCT KbM Mpara, BKAUYMTENHO cneuuduyHM 3a mogena crnagose npu
MEXAMHHU cTonHOoCTU. Purypa 4.1 nntoctpupa Tesun TeHaeHuMn Ha CPS npu pasniMyHMTe Nparose 1 3a TpuTe
moaena.
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@uzypa 4.1. CPS cmoliHocmu 3a mpume Mmodena npu npaz Ha cxoocmeo 0,50-0,80 (Pasa Il, Score Mode). AdanmupaHa om [15].

4.2.4-4.2.5 AHann3 n o6o6wweHune

MunoTHoTo M3cnepBaHe BbB Pasa |l nokasea, Ye NparsT, NPU KOMTO ce Habarogasa Han-sucok CPS,
3aBMCM OT MOZE/a B paMKUTE Ha U3cneasaHaTta KoHouUrypauma. Mo-HUCBK Uan ymepeH npar MoKe Aa ocTaHe
epeKTMBEH 33 MOAENM, KOWUTO MOHACAT MO-yCrnewHo Mno-c1abo CBbp3aH KOHTEKCT, AOKATO MOAEenn, no-
YYBCTBUTENIHM KbM LLYM NPW U3BJNYAHETO, MOFaT Aa ce NOBAUABAT No-J0b6pe oT no-cTporo puatpmnpare. Tesu
Tb/IKYBaHUA MMAT OBACHWTENEH, @ He NPUYMHHO-CNEeACTBEH XapakTep, Tb Kato Pasa Il He u3onumpa
MeXaHU3MUTe, KOUTO CBbP3BAT XapaKTePUCTUKUTE Ha MoZena C noseaeHMeTo My cnpamo npara. N3sogute
Ca OrpaHMYEHU U OT YCIOBUATA HA NUNOTHOTO U3CieaBaHe: eauMH AOMENH, noamHoxKecTBo oT 101 Bbnpoca,
bUKCMpaHM HACTPOWKK 33 NpeagBapuTenHa obpaboTKa M 3anaseHn aptedakTn camo 3a nparose 0,50-0,80.
Bbnpeku Te3n orpaHudeHma ®asa Il npepoctaBa HavanHu gokasartenctea no RQ1 v nonara ocHoBaTa 3a no-
LWMPOKNTE aHanM3m Ha npara b Pasum IlI-IV.

4.3 dasa lll: Mparose Ha cxoACTBO cnopepg moaena

®a3za lll uscnesBa Kak ce NPoMeHA NPeACTaBAHETO HAa E3MKOBUTE MOAENN MPY NPOMAHA Ha Npara Ha
cxoactBo B RAG, C aKLEHT Bbpxy 4YyBCTBUTE/IHOCTTA, 3aBucella OT MoAena, Npu BCe NO-CenekTUBHO
usBnmMyaHe. Mpynata mogenu e obHoseHa cnpaAmo dasa Il: Mistral 7B e 3anaseH 3a NpuemcTBEHOCT B
aKkTyanusupaHa sepcua 0.3, a Llama 2 7B n Orca 2 7B ca 3aMeHeHM ¢ TpyU mogdena ot Kaac ¢ 8B napametpa -
DeepSeek R1 8B, Llama 3.1 8B 1 Granite 3.2 8B. OueHeHM ca nparose Ha cxoacTso oT 0,50 Ao 0,95 cbe cTbMKa
0,05. KauecTBOTO Ha reHepupaHeTo e 0606LieHo upe3 CPS un T-CPS, KaTo 3a BCAKO M3Nb/IHEHUE € U3YUC/IEH
MbAHUAT Habop oT 24 meTpuKK. basosaTta KoHPuUrypauus e Normal Mode (top-k nssnnyaHe 6e3 puntpupaHe
no npar), a TectoBete ¢ npar usnonseaTt Score Mode. ®asza Ill pasmexga RQl 1 RQ2, KaTo npwunara
KomnoHeHTH (a) n (b) Ha Obj. 1 u gonpuHaca 3a Obj. 4.
4.3.1 EKcnepumeHTaneH gusanH

M3non3BaHoO e NOAMHOMXKeCTBO OT 369 ABOMKM BbNPOC-O0TroBOp OT Habopa oT AaHHM 3a Pasa |, KaTto
HaCTPOMKNUTE 33 CerMeHTMpaHe, BEKTOPM3MPAHE WM BEKTOPHO XpaHUAULLE ca 3anaseHu 6e3 npomsHa.
EkcnepumeHTUTE Cca NposedeHW B TpW xapayepHu cpeau - M1 Mac Mini, M2 Mac Mini 1 cbpBbp camo ¢
LUeHTpaneH npouecop. PasamepbT Ha KOHTEKCTHUA bydep ce pasnmyasa no mogen (2 048-10 000 TokeHa)
nopagy orpaHnMYyeHna B NameTTa; OTParKeHWeTo Ha ToBa e pasmegaHo B Cekuma 5.3.2. 3a ga ce orpaHuyar
CTPaHWYHUTE ePeKTU, CBBP3aAHU C XapAyepa, CTaTUCTUYECKUTE CPAaBHEHMA Ca NPOBEAEHM B PAMKUTE Ha BCEKU
mogaen cnpamo cobcreeHaTa My 6azoBa KoHpUrypaumsa. Obulo ca nsnbaHeHn 16 236 oueHKkn (4 mogena x 11
KoHbUrypaumm x 369 4BONKM BbMPOC-0TFOBOP).
4.3.2 CroiHOCTM Ha meTpukute B CPS

BbB ®a3a lll ce npunarat CPS 1 T-CPS c 06HOBEH NaHen oT METPUKU, KOMTO pasLMpsABa CEMAaHTUYHOTO
N e3nKoBoTo nokputue: 30% nekcukanHo npunokpueaHe (METEOR, ROUGE), 25% cemaHTM4YHO CXOACTBO
(BERTScore.f1, B-RT.average), 25% nnasHocT v TodHocT (F1 Score, B-RT.fluency) n 20% e3nkoBo mogenvnpaHe
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(Laplace/Lidstone Perplexity). Tabnvua 4.6 onucea npomeHute B naHena ot dasa Il kbm daszu llI-IV.

Tabauya 4.6 Pazsumue Ha naHesna om mempuku 3a CPS mexdy eKcriepumeHmanHume ¢asu.

Kateropusa Metpuka dazalll ®asza lll-lV  Mpomsana O60cHOBKA

JlekcmKkanHo METEOR 0,150 0,150 - 3ana3eHa OCHOBHa
NpUMNoOKpMBaHe METPUKA
BLEU 0,150 — [pemaxHaTa MpunokpusaHe ¢
METEOR
ROUGE-1.f 0,075 — 3ameHeHa YHUrpam no-manko
MHPOPMaTUBEH OT
6urpam
ROUGE-2.f — 0,075 JobaseHa burpamHo npunokpueaHe
ROUGE-L.f 0,075 0,075 - 3anaseHa

MexaguHeH c6op 0,450 0,300 -0,150
CemaHTMYHO Cosine Similarity 0,100 — [pemaxHaTa 3ameHeHa OT KOHTEKCT.
CXOACTBO Brpa*kaaHus
Pearson 0,100 — [pemaxHata Mo-manko
Correlation MHTEpnpeTMpyema
BERTScore.f1 — 0,125 JobaBeHa  KOHTEKCTyasIHO TOKEHHO
CXOACTBO
B-RT.average — 0,125 JobaseHa MHoroacnekTeH
noKasaTe/ 33 YeTUMOCT

MexauHeH c6op 0,200 0,250 +0,050
MnasHOCT " F1 Score 0,200 0,150 -0,050 Terno npepasnpeseneHo
TOYHOCT B-RT.fluency — 0,100 JobaseHa OueHKa 3a nnaBHoOCT

MexguHeH c6op 0,200 0,250 +0,050
E3nkoBo mogenup. Laplace Perplexity 0,075 0,100 +0,025 MoBMLIEH aKUEHT
Lidstone 0,075 0,100 +0,025 MoBuLLEH aKUEHT

Perplexity
MexauHeH c6op 0,150 0,200 +0,050
(0]Y11(0] 1,000 1,000

4.3.3 O606uweHne Ha pe3ynTatute no CPS

Tabnnua 4.7 obobwasa KoHoUrypaummte c Hali-Bucok CPS nogmobpeHue 3a Bceku mogen. Haii-
Bucokute CPS nogobpeHuna ca mogen-3asmcumm: Mistral 7B v0.3 noctura Hali-ronamo nogobpeHue (+4,58%
npw npar 0,95), cneggan ot Llama 3.1 8B (+1,58% npwu 0,90), Granite 3.2 8B (+1,25% npu 0,95) n DeepSeek
R1 8B (+1,01% npw 0,90).

Tabauya 4.7 KoHguzypayuu ¢ Hali-sucoko CPS nodobpeHue no modenu (Ton 3, 3emedenue).

Mogpgen PaHr Mpar CpeaeH CPS Nopo6p. %
Mistral 7B v0.3 1 0,95 0,5454 4,58
2 0,90 0,5338 2,37
3 0,70 0,5325 2,11
Granite 3.2 8B 1 0,95 0,5182 1,25
2 0,70 0,5179 1,20
3 0,80 0,5178 1,17
Llama 3.1 8B 1 0,90 0,5080 1,58
2 0,70 0,5065 1,33
3 0,55 0,5052 1,01
DeepSeek R1 8B 1 0,90 0,4559 1,01
2 0,95 0,4550 0,80
3 0,65 0,4548 0,77

4.3.4 NpepcrasaHe no T-CPS n crabunHoct
Tabnuua 4.8 npeacrassa KoHdUrypaummute ¢ Han-sncok T-CPS 3a Bceku mogen. KnacupaHeto no T-CPS
[0 ronama cTeneH nosTapA KnacupaHeto no CPS: Mistral 7B v0.3 goctura makcumym npu 0,95 (+4,54%),
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Granite 3.2 8B npun 0,95 (+1,25%), Llama 3.1 8B npw 0,90 (+1,48%). DeepSeek R1 8B ce oT/iMyaBa, C MAaKCUMYM
npu npar 0,65 (+0,79%) Bmecto ontumanHusa no CPS npar 0,90, KoeTo OTpassnBa KOMMPOMUC MeKay
cTabunHocT 1 npounssogutenHoct. DeepSeek R1 8B nokassa no-HWcka HecTabunHocT (CV = 0,085-0,108) B
CpaBHeHMe c ocTaHanuTte mogenu (CV = 0,122-0,148). durypa 4.2 cpaBHsBa CPS n T-CPS nogobpeHusTa no
nparoBse 3a BCEKM Mogen.

Tabnuya 4.8 KoHpuaypayuu c Hali-eucok T-CPS no moden (Ton 3, s3emedenue).

Mogen Paur Mpar T-CPS T-CPS % cv TonKyBaHe
Mistral 7Bv0.3 1 0,95 0,5916 4,54 0,134 Tonamo nogobpeHue

2 0,90 0,5793 2,36 0,131 YmepeHo nogobpeHune

3 0,70 0,5783 2,17 0,128 YmepeHo nogobpeHune
Granite 3.2 8B 1 0,95 0,5628 1,25 0,124 Manko nogobpeHue

2 0,80 0,5625 1,20 0,122 Manko nogobpeHune

3 0,70 0,5622 1,15 0,129 Manko nogobpeHune
Llama 3.1 8B 1 0,90 0,5501 1,48 0,148 Manko nogobpeHue

2 0,70 0,5490 1,26 0,142 Manko nogobpeHue

3 0,55 0,5484 1,16 0,129 Manko nogobpeHue
DeepSeek R18B 1 0,65 0,4961 0,79 0,085 Manko nogobpeHune

2 0,90 0,4960 0,78 0,108 Manko noagobpeHune

3 0,95 0,4958 0,74 0,093 Manko nogobpeHue

(CPS: Greencsignificant, Red=Not Significant; T.CPS: Gray)
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Gueypa 4.2 ®asza lll (3emedenue, N = 369): CPS u T-CPS nodobpeHus no npazose 3a 8ceKu moodes.

4.3.5 KopenauuoHeH aHanus

KopenauuoHHUAT aHanM3 oueHABa CbBMNAaAEHUETO MeXay MeTpukute u ganm T-CPS paBsa
uHbopmauus, 4ONbAHUTENHA KbM cpeaHua CPS. durypa 4.3 nokassa KopenauuoHHaTa maTpuua (Spearman)
mexKay metpukute ot dasa lll, obegmnHeHn no moaenu n nparose 0,50-0,95 natoc 6aszosaTta AnHMA. Tabnumua
4.9 otumnTa 3aBucmumoctu mexay T-CPS n CPS (p = 0,999) n mexay T-CPS n CV (p = 0,392), KoeTo NoTBbpKAaBa,
ye T-CPS cneasa oT6/AM30 cpegHaTa NPOM3BOAMTENIHOCT, KaTO BHacA BTOPUYHO nNpeanoyMTaHue 3a
CcTabunHocr.
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Phase Il Component-Metric Correlation Matrix (Spearman)
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@duzypa 4.3 KopenayuoHHa mampuya (Spearman) Ha mempukume om ®asa lll.

Ta6auya 4.9 3asucumocmu mexdy T-CPS, CPS u CV (Spearman; N = 44 koHguzypayuu,).

3aBucumoct Spearman p
p(T-CPS, CPS) 0,999
p(T-CPS, CV) 0,392

4.3.6 Balance Score

Balance Score knacupa KoHoUrypaummTte no nogobpeHme, KOPUrMpaHo 3a cTabuUAHOCT, Ha eanHMNLA
HectabunHoct (Cekuma 3.5.4). Tabaunua 4.10 nokassa 10-Te Hal-g40OpPU CTATUCTUYECKU 3HAUYMMM
NoNoXUTENHU KoHdurypaummn. Mistral 7B v0.3 gomuHMpa KinacupaHeTo nopaau no-ronemu T-CPS
nogobpeHuns npu ymepeH CV, pokato DeepSeek R1 8B noctura KOHKypeHTHM Balance Score ctoHocTH
BbNPEKN NO-MaSIKUTE NogobpeHuns bnarogapeHme Ha HUCBK CV.

Tabauya 4.10 KnacupaHe no Balance Score (Ton 10 3HaYUMU NOAOXUMeENHU KOHU2ypayuu).

# Moaen Mpar T-CPS % cv Balance Score  3Hau.

1 Mistral 7B v0.3 0,95 +4,54 0,134 0,339 rAx
2 Mistral 7B v0.3 0,90 +2,36 0,131 0,180 *x
3 Mistral 7B v0.3 0,70 +2,17 0,128 0,170 *
4 Mistral 7B v0.3 0,75 +2,06 0,128 0,161 *
5 Mistral 7B v0.3 0,60 +1,92 0,135 0,142 *
6 Mistral 7B v0.3 0,55 +1,77 0,132 0,134 *
7 Granite 3.2 8B 0,95 +1,25 0,124 0,101 *x
8 Llama 3.1 8B 0,90 +1,48 0,148 0,100 *
9 Granite 3.2 8B 0,80 +1,20 0,122 0,098 *x
10 DeepSeek R1 8B 0,65 +0,79 0,085 0,093 *x

Tabnunua 4.11 o606uiaBa cbBNageHMETO MeX Ay nNparoseTe No Hain-sBucoK CPS, Hali-Bucok T-CPS 1 Hali-BUCOK
Balance Score. 3a Mistral 7B v0.3, Granite 3.2 8B 1 Llama 3.1 8B TpuTe Kputepua coyat egmH U Cbll, Npar, a
npu DeepSeek R1 8B onTmanHute ctoimHocTM ce paamuHasat (CPS npu 0,90 cpeuwty CV npu 0,65).

Tabnuya 4.11. CvenadeHue Ha npazoseme mexdy Kpumepuume 3a uzbop (no modenu).
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. o Hait-po6v
Haiti-po6bp Hait-po6bp A .
Mopaen npar no Alignment
npar no CPS npar no T-CPS
Balance Score
Mistral 7B v0.3 0,95 0,95 0,95 MbaHO cbBNageHue
Granite 3.2 8B 0,95 0,95 0,95 MbAHO cbBNageHUe
Llama 3.1 8B 0,9 0,9 0,9 MbnHO cbBnNageHue
DeepSeek R1 8B 0,9 0,65 0,65 PasmunHaBaHe
durypa 4.4 nokassa cbBnageHneto mexay CPS n T-CPS no nparose 3a BCEKM moaen.
CPS vs T-CPS Improvement Across Similarity Thresholds
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@uzypa 4.4. ®aza lll (3emedenue, N = 369): cbenadeHue CPS-T-CPS no npazose 3a 8ceku moodesn (0uazoHan = NbaHO CbernadeHue).

4.3.7 Ctatuctuyecka 3H

A4YnMMocCT

HanpaseHu ca t-TectoBe No ABOMKK (paired), KaTo 3a Bcekn npar CPS Ha HMBO BLMNPOC € CPaBHEH C
6asoBaTa fiMHua (6e3 kopekuwms). Mistral 7B v0.3 nokasBa 3HaYMMM NONOKMUTENHU NogobpeHus npu 6 oT 10
npara, Granite 3.2 8B npu 7 ot 10, Llama 3.1 8B — egHo 3HauMmo nogobpeHne M ABa 3HAYMMU cnaja, a
DeepSeek R1 8B — nogobpeHua npu aga npara. Tabnuua 4.12 06061wasa pasnpegeneHneTo Ha 3Ha4YMMOCTTa;
durypa 4.5 npencrasa TepmoKapTa Ha 3HAYMMOCTTa MO Nparose.

Tabauya 4.12 PasnpedeneHue Ha 3HaGYUMocmma o mooesn (QomeliH 3emedenue).

Moaen

Mistral 7B v0.3
Granite 3.2 8B
Llama 3.1 8B
DeepSeek R1 8B

3Hay. NO/I0XKMUT.

6

7
1
2

0

0
2
0

3Hay. oTpMUuaT.

He3Hauum.
4

3
7
8
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Statistical Significance of CPS Differences from Baseline
(4-Level Gradient: Red = ns, Orange = significant, Yellow = very significant, Green = highly significant)
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@uzypa 4.5 Tepmokapma Ha cmamucmudyeckama 3Ha4umocm Ha CPS paznukume crnpsamo 6azoeama auHus (®asa lll).

4.3.8 YyBCTBMTENIHOCT KbM Npara no moaenu

Mistral 7B v0.3 nokasBa Hali-6naronpuAaTHMA Npodua, cbC 3HaYMMKU NogobpeHuns B obxeaTta 0,55—
0,95 n makcumym npu 0,95. Granite 3.2 8B aemoHcTpupa WKpok edektueeH obxsaTt (0,65—0,95) npwu
CPaBHUTENHO cnabu KonebaHusa. Llama 3.1 8B uma TeceH epeKTMBEH 06XBAT C BUCOKA YYBCTBUTENHOCT KbM
nsbopa Ha npar. DeepSeek R1 8B nokassa orpaHMYeHN NOAOOPEHUA N pa3sMMHaABaAHE MEXAY ONTUMANHUTE
nparose no cpeaHa NPOM3BOAUTENHOCT M NO NOKa3aTenuTe, oTYnTaLLM CTabMAHOCTTA.
4.3.9 0606weHune Ha Paza lll
Tabnnuya 4.13 o0b6obwasa Hai-gobpuTe KOHPUIypaLUM NO MOZEN C MapKepwu 3a 3HaYMMOCT. ONTUManHUTe
nparose BapwupaT: Mistral 7B v0.3 n Granite 3.2 8B npu 0,95, Llama 3.1 8B npu 0,90, DeepSeek R1 8B ¢
pasmuHaBalum ce ontumymu (0,90 cpewty 0,65). PesyntaTtuTe ca orpaHUYeHU OT TecTBaHaTa KOHpUrypaums
(4uetnpm moaena, N = 369, foMmeliH 3emeaenne, pasHopodeH Xapayep). JaHHUTe ocurypaBaT goKasaTencTBa
3a RQ1 n RQ2 B gomeliHa Ha 3emMefeNIMeTo; NPEHOCUMOCTTa MeXAy AOMENHU ce npoBepsaBa BbB Pasza V.

Tabnuya 4.13 O606uweHue Ha Hali-0obpume KoHguaypayuu (domeliH 3emedenue).

Mogen Mpar CPS % T-CPS % Ccv Balance 3Hau.
Mistral 7B v0.3 0,95 4,58 4,54 0,134 0,339 oAk
Granite 3.2 8B 0,95 1,25 1,25 0,124 0,101 *ok
Llama 3.1 8B 0,90 1,58 1,48 0,148 0,100 *

DeepSeek R1 8B 0,65/0,90 0,77/1,01 0,79/0,78 0,085/0,108 0,093/0,072  **/ *

4.4 ®aza IV: NMpoBepKa Ha NPEHOCUMOCTTa MeXAay AomeHu (BuopasHoobpasue)

®a3a |V paswmpnBa aHaAM3a Ha nNpara Ha cxoacTso oT Pasa Il Kbm gomeliHa Ha 6MopasHoobpasmeTo,
3a Aa ce M3cneaBa NPEHOCUMOCTTa MeXAy AoOMenHN. [pynata moaenu, AManasoHbT Ha npara (0,50-0,95 cbe
ctbnka 0,05), HaUMHDBT Ha M3BAMYaHe, POPMATBLT HA NPOMNTA, HACTPOMKUTE 338 CerMEHTUPaHe, MOAENbT 33
BEKTOPU3aLMA, TEMMepaTypaTa M pamKaTa 3a OLEeHKa ocTaBaT HenpomeHeHW. OCHOBHWUTE MPOMEHM ca
CBbP3aHM C KOoprnyca OT 3HaHUA, TeCcToBMA Habop no buopasHoobpasue (N = 426 gBOVIKK BBNPOC-OTIOBOP) U
W3MNON3BAHETO Ha eAHa-eAMHCTBEHA cpea 3a u3nbaHeHue (M1 Mac Mini). 3a BCAKO U3MbAHEHUE € U3YNCIEH
MbAHUAT Habop oT 24 meTpuKK. LlenTta e aa ce ycTaHoBM fann epeKTUTE Ha Npara U MOLENHO-3aBUCUMUTE
npoduan Ha YyBCTBUTENHOCT Ce 3aMa3BaT, KOraTo XapaKTePUCTUKUTE Ha KOPMyCa ca Pas/InyHu, BKAOYUTENHO
Mo OTHOLIEHWEe Ha PeYHWKa U pasnpeneneHuATa Ha CXOACTBO BbB BEKTOpPHUTE npeacTasaHuA. Pasza IV
pasrnexga RQ1, RQ2 1 RQ3, kKaTto nosTaps npoueaypaTa ot Pasa lll BbB BTOpa TemaTuyHa 06nacT M cpaBHABa
nosiydeHMTe 3aBUCUMOCTM MeXAY Npara u OTroBOpa Ha MoAenuTe.
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4.4.1 EKcnepumeHTaneH AusanH

BCUUYKKM eKcnepuMmeHTH ca NPoBeAeHN B eAHa cpena 3a u3nbiaHeHue - M1 Mac Mini - npu ¢uKkcmpax
KOHTeKcTeH 6ydep oT 16 000 ToKeHa 3a BCMYKM MOAENW W nparose. Tasu CTaHOAPTM3auUMA Npemaxsa
BapuaLMATa B KOHTEKCTHMA Oydep KaTo cmyliaBaw, $GaKTop M 3acuiBa OCHOBAHMATA HabnlogaBaHWTe
pasnnumna a ce Tb/KyBaT KaTo AOMEWHHO 0OyC/lOBEHM, @ He KaTo CBbpP3aHW C xapayepa. KopnycwT no
61opasHoobpa3me BKAOYBA 426 ABOVKKN BbNPOC-OTIOBOP, U3BEAEHU OT aBTOPUTETHM U3TOUHULLU, CPES KOUTO
KoHBeHUMATa 3a BMONOrMYHOTO pasHoobpasume [95] n CtpaternsTta Ha EBponeiickns cbios 3a 6MONONMYHOTO
pa3Hoobpasune [96]. PedepeHTHUTE OTFOBOPM Ca M3BNEYEHWU OT U3XOAHWUTE AOKYMEHTM, a BbMpocuTe ca
reHepupaHm c Claude Opus no cbuwata obuwia npoueaypa, M3nonssaHa BbB Pasa |. Obwo ca nposeaeHn 18
744 oueHKkuM (4 mogena x 11 koHourypaumm x 426 gBOMKKU BbMPOC-OTIOBOP).
4.4.2 CroHOCTM Ha meTpukute B CPS
Be3 npomsHa e 3ana3eHa cblllaTa cxema 3a nperterisHe ¢ 9 MeTpuKK, nnonssaHa sbe dasa lll (Tabauua 4.6).
CxemaTa Ha TernaTa c/1efiBa paMKaTa 3a OLEeHABaHEe C YeTUPU U3MEPEHUA: IEKCUMKANHO NpunoKpuBaHe (30%),
CeMaHTUYHO cXoACcTBO (25%), nnaBHOCT U TOYHOCT (25%) 1 e3nkoBo moaenunpaHe (20%).
4.4.3 0606wweHune Ha pe3yntaTtute no CPS

MpeacTtaBaHeTo no CPS B nHTepsana 0,50-0,95 e oueHEeHO 3a BCUYKKU YETUPU MOAena B AOMeHa Ha
buopasHoobpasmeTo. Tabanua 4.14 npeacrassa TpUTe KOHGUIypauum ¢ Hali-ronamo nogobperHue Ha CPS 3a
BCEKM mopaesn. B cpaBHeHMe c gomeliHa Ha 3emedesIMeTo pesyaTatute npu aomenH buopasHoobpasue
NMoKasBaT Mo-rofiemMun nosuweHmna Ha CPS M MO-HMCKM nparoBe Ha MAKCMMyM NpPU BCMYKM mogenun. Haili-
BUCOKUTe nogobpeHna Ha CPS ca HabnwoaasaHu npu Mistral 7B v0.3 npu 0,80 (+13,32%), DeepSeek R1 8B
npu 0,55 (+8,45%), Granite 3.2 8B npun 0,80 (+6,95%) u Llama 3.1 8B npu 0,85 (+2,06%).

Tabnuya 4.14 KoHghuzypayuu ¢ Hali-aucoko CPS nodobpeHue no moden (Ton 3, buopasHoobpasue).

Mogpgen PaHr Mpar CpepeH CPS MNopo6p. %
Mistral 7Bv0.3 1 0,80 0,4911 13,32
2 0,65 0,4764 9,94
3 0,70 0,4747 9,53
Granite 3.2 8B 1 0,80 0,4473 6,95
2 0,95 0,4422 5,73
3 0,55 0,4413 5,51
Llama 3.1 8B 1 0,85 0,4713 2,06
2 0,70 0,4606 -0,25
3 0,80 0,4567 -1,11
DeepSeek R18B 1 0,55 0,5094 8,45
2 0,60 0,4906 4,45
3 0,70 0,4775 1,66

4.4.4 NpepcrasaHe no T-CPS n ctabunHoct

Tabnnua 4.15 o606waBa KoHOUrypaummTe ¢ Hali-BUCOK T-CPS 33 BCEKM MOAEN, KaTo OT4MTa U
M3MeHeHMeTo uYpe3 KoedpuumeHTa Ha Bapuaums (CV). KnacnpaHeTo ¢ oTuuTaHe Ha cTabuIHOCTTa OcCTaBa
33aBMCMMO OT MOZeNa, HO B rofiAMa cTeneH cbBnaga ¢ pesyntatute no CPS: Mistral 7B v0.3 u Granite 3.2 8B
pocturat makemmym npu 0,80, Llama 3.1 8B - npu 0,85, a DeepSeek R1 8B - npu 0,55. Cpeps BogewmTe
KoHdurypaumm DeepSeek R1 8B nokassa Hali-cnabu konebanumsa(CV = 0,129-0,158), nokaTo ocTaHanute
moAenu ocTaBaT B MO-BUCOK AuanasoH (CV = 0,233-0,254), KoeTo noka3sa MNo-CTabuiHO KayecTBO Ha
OTroBOpPUTE MYy MpPU PA3/IMYHUTE 3aABKW. Ta3M 3aBUCMMOCT ce BMKAA U Ha Purypa 4.6, KOATO cpaBHABA
nogobpeHusaTa no CPS n T-CPS 3a BcekM mogen no rnparose M NOKasBa KbAe OTYMTAHETO Ha CTabUAHOCTTA
NPOMEHA NoApeXaaHeTo cnpamo nogobpeHmeto camo no CPS.
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Tabnuya 4.15 KoHguaypayuu ¢ Hali-eucoko T-CPS nodobpeHue no moden (Ton 3, 6uopasHoobpasue).

Model Rank | Threshold T-CPS T-CPS cv Interpretation
Impr. %
Mistral 7B 1 0.8 0.5254 14.23 0.242 Large improvement
V03 2 0.65 0.5102 10.93 0.233 Large improvement
' 3 0.7 0.5078 10.41 0.24 Large improvement
Granite 3.2 1 0.8 0.4785 7.25 0.239 Moderate improvement
3B ) 2 0.55 0.4723 5.87 0.235 Moderate improvement
3 0.95 0.472 5.8 0.254 Moderate improvement
Llama 3.1 1 0.85 0.5042 2.29 0.24 Small improvement
@ 8; ' 2 07| 04928 -003 0.24 Minimal change
3 0.8 0.4884 -0.92 0.241 Minimal change
1 0.55 0.5529 8.75 0.129 Large improvement
DeepSeek -
R18B 2 0.6 0.5306 4.38 0.158 Moderate improvement
3 0.7 0.5165 1.59 0.157 Small improvement
CPS vs T-CPS Improvement Across Thresholds by Model
(CPS colored by significance)
Mistral 7B Llama 3.1 8B
15.0 b
12.5 b
10.0 i
£ | o
= . l l =T EY B .
—2.5 4 .
=5.0 4
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' " ' ' ‘ T ' ‘ ' ' ‘ ; cpPs
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10.0 E
£ 751 .
% . l I I | l
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E 0.0.- ——-_- _. __ _-_--
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Threshold Threshold

dueypa 4.6 ®aza IV (6uopazHoobpasue, N = 426): CPS u T-CPS nodobpeHusA no npazose 3a 8ceku Mooesl.

4.4.5 KopenauyuoHeH aHanus

KopenaunoHHUAT aHann3 e N3NoN3BaH, 3a Aa Ce OLEHU NPUMOKPUBAHETO MeXAY METPUKUTE U Aa ce
yctaHoBu ganun T-CPS gobass nHpopmauma oTebg cpeaHus CPS. durypa 4.7 npeactaBs KopenaumoHHaTa
maTpuua (Spearman) 3a KOMNOHEHTHUTE MeTpUKK oT ®asa IV, obeguHeHn 3a nparoseTe 0,50-0,95 1 6a3oBaTa
KoHourypauma. Tabnuua 4.16 nokassa, ye T-CPS ocTtaBa cunHo cBbp3aH ¢ CPS (p = 0,992), Kato
CblleBpeMeHHO NoKa3Ba M cbluecTBeHa obpaTHa 3aBUCUMMOCT C KoeduumeHTa Ha Bapuauma (CV) (p = -0,724).
ToBa NoKasBea, 4ye BbB Pa3a IV T-CPS 3ana3sa nogperkaaHeTo No CpeaHo NpeacTaBsaHe, KaTo e4HOBPEMEHHO
C TOBa M3pasABa NO-CMNEH CUTHAN 3a ctabunHoct, oTKonkotTo BbB Paza Ill. KopenaunoHHaTta cTpykTypa
JOMbAHUTENIHO NOKAa3Ba MO-MABTHO FPYNMpPAHEe Ha METPUKUTE 33 NIEKCUKANIHO NPUMNOKPUBAHE N AOMENHHO
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06yCHOBEHO n3mectBaHe B 3aBUCUMOCTUTE, CBbP3aHU C perplexity, KOETO NOoKa3Ba, 4e B3aMM0O3aBNCMMOCTUTE
mexay MeTPUKnUTe Ca 4yBCTBUTE/THU KbM XapPaKTEPUCTUKUTE Ha KOpnycCa.

Phase IV Component-Metric Correlation Matrix (Spearman)

1.0

METEOR{ 1.000 0.843 0.829 0.709
Rouge-2.f1 0.843 1.000 0.881 0.729 08
Rouge-L.f{ 0.829 0.881 1.000 0.803
Bert-Score.f1|  0.709 0.729 0.803 1.000
B-RT.average _ 0.740 1.000 0.682 0.963
Flscore{ 0.788 0.815 0.925 0.802 0.682 1.000 0.680

B-RT.fluency

Laplace Perplexity

Lidstone Perplexity

) s N R
& 4 & & Y O &
&é\ S QL\\,Q ) J & L S & &

@uzypa 4.7. KopenayuoHHa mampuya (Spearman) Ha mempuxkume om ®asa IV.

Table 4.16 3asucumocmu mexcdy T-CPS, CPS u CV (Spearman; N = 44 KoHgpuaypayuu).

3aBucumoct Spearman p
p(T-CPS, CPS) 0,992
p(T-CPS, CV) -0,724

4.4.6 Balance Score

Tabnuua 4.17 npeacrasa 10-Te Hali-ao06pu 3HaUMMU KoHoUrypaumn. DeepSeek R1 8B npu npar 0,55 noctura
Han-BUcokK Balance Score (0,678) nopaau cunHo nogobperHue (+8,75%) n HucbK CV (0,129), aokato Mistral
7B v0.3 3aema MHO»KeCTBO NO3MLMKM Nopagmn cTabuaHoO BUCOKM nogobpenuns. Tabanua 4.18 nokassa NMb/HO
CcbBrnageHue Ha onTumanHua npar no CPS, T-CPS n Balance Score 3a BCMYKM YeTUpU Mogena B fOMeNHa
6ropasHoobpasue, KoeTo onpocTaBa M3bopa B cpaBHeHMe ¢ Pasza lll.

Table 4.17 Knacupae no Balance Score (Ton 10 3Ha4uMu noaoxumenHu KoHguaypayuu).

Mogaen Mpar T-CPS % cv Balance 3Hau.
# Score
1 | DeepSeek R1 8B 0.55 +8.75 0.129 0.678 *Ex
2 | Mistral 7B v0.3 0.8 +14.23 0.242 0.588 *Ex
3 | Mistral 7B v0.3 0.65 +10.93 0.233 0.469 Hokk
4 | Mistral 7B v0.3 0.7 +10.41 0.24 0.434 Hokok
5 | Mistral 7B v0.3 0.9 +8.49 0.236 0.36 Hokok
6 | Mistral 7B v0.3 0.75 +7.74 0.228 0.34 Hokok
7 | Mistral 7B v0.3 0.85 +7.17 0.217 0.33 kX
8 | Granite 3.2 8B 0.8 +7.25 0.239 0.303 Hokok
9 | DeepSeek R1 8B 0.6 +4.38 0.158 0.277 kX
10 | Mistral 7B v0.3 0.5 +6.8 0.26 0.262 Hokok

Tabnuua 4.18 noKassa NbAHO CbBrnageHue mexay CPS, T-CPS u Balance Score 3a BCUYKKM yeTupm
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mogena B goMmenHa Ha buopasHoobpasmneTo, KoeTo npasu nsbopa Ha npar No-eA4HO3HayeH, OTKONIKOTO BbB
da3za lll.

Tabnuya 4.18 CvenadeHue Ha oNMUMAAHUSA Npaz2 Mexoy Kpumepuume 3a nodbop rno mooes.

Mogen Haii-gob6bp CPS Hait-po6bp T-CPS Hai-po6bp Balance CbBnapeHue

npar npar Score npar
Mistral 7B v0.3 0,80 0,80 0,80 MbnHoO
Granite 3.2 8B 0,80 0,80 0,80 MbnHoO
Llama 3.1 8B 0,85 0,85 0,85 MbnHoO
DeepSeek R1 8B 0,55 0,55 0,55 MbnHoO

®urypa 4.8 cpaBHsaBa nogobpeHunetro no CPS ¢ nogobpeHuneto no T-CPS 3a BCeKW npar u moaen.
TouyknTe NoO gmaroHasa NOKA3BaT Mb/IHO CbBNAAEHME, 2 OTKAOHEHMATA OT Hero NoKasBaT KbAe oTyeTeHaTa
HecTabMAHOCT NPOMEHSA OLUEeHKaTa CNpPAMO cpefHaTa CTOMHOCT.

CPS vs T-CPS Improvement Across Similarity Thresholds
(Diagonal = Perfect Agreement)
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Figure 4.8 ®a3a IV (6uopasHoobpa3sue, N = 426): cbenadeHue CPS-T-CPS o npazose 3a eceku mooesn (0ua20Has = NbaHO
cvenadeHue).

4.4.7 Cratuctuyecka 3Ha4YMmocT

MpoBeseHM ca ABYCTPAHHM cABOeHW t-TecToBe, MpPU KoUTO cToitHocTuTe Ha CPS 3a oTaenHuTte
BBNPOCK NPU BCEKM Npar Ha CXOACTBO ca CpaBHeHU ¢ 6a3oBaTa KOHOUIypaLmaA 6e3 KoOpeKLMA 32 MHOMKECTBEHM
cpaBHeHusA. Tabavua 4.19 ob606uLaBa pasnpeseseHMeTo Ha CTaTUCTUYeCcKaTa 3HAYMMOCT No mogen, a durypa
4.9 npepacTaBs CbOTBETHATA TepmokapTa. Mistral 7B v0.3 nokasBa CTaTUCTUYECKU 3HAYUMM MOSIOKUTENHM
nofobpenus npu 9 ot 10 npara, KOETO oYepTaBa Hal-LWMPOKMA ePeKTUBEH AMana3oH B TO3M AOMeNH. Granite
3.2 8B noKasBa CTaTUCTMYECKM 3Ha4YMMO nogobpeHue npm 3 npara, DeepSeek R1 8B - npu 2 npara, 3aeaHo ¢
2 CTAaTUCTUYECKU 3HAYMMU OTpULATENHM edeKTa NPU NO-CTPOrM HACTPOMKK, a Llama 3.1 8B nokassa camo 1
CTaTUCTUYECKMN 3HAUYUM NONOKUTENEH PE3yaTaT Hapes C MHOXeCTBO CTaTUCTUYECKM 3HAUYUMM NOHUMKEHUA.

Table 4.19 Pa3npedeneHue Ha 3Ha4umocmma no moodesn (OomeliH buopazHoobpasue).

Mogen 3HaY. NONOXKMUT. 3Hay. oTpMuar. He3Hauum.
DeepSeek R1 8B 6
Granite 3.2 8B 3 0 7
Llama 3.1 8B 1 5 4
Mistral 7B v0.3 9 0 1
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Statistical Significance of CPS Differences from Baseline
(4-Level Gradient: Red = ns, Orange = significant, Yellow = very significant, Green = highly significant)

Highly Significant

DeepSeek 88 p<0.001 p<0.001 p<0.001 (p < 0.001)

i R 0.001 0.001 _ Very Significant
Granite 3.2 8B p< p< L (p < 0.01)

Model

Significant

Llama 3.1 88 - p<0.001 p<0.001 p<0.001 {p < 0.05)

Not Significant

Mistral 78 5L kS p<0.001 p<0.001 p<0.001 p<0.001 p<0.001 p<0.001 (p = 0.05)

0.50 0.55 0.60 0.65 0.70 0.75 0.80 0.85 0.90 0.95
Comparison Threshold

Figure 4.9 Tepmoxkapma Ha cmamucmu4eckama 3Hayumocm Ha CPS pasaukume cnpamo 6azosama nuHusA (®asa V).

4.4.8 HYyBCTBUTE/IHOCT KbM Npara no mogenu

Mogen-3asBucumnte NpodMAN Ha 4YyBCTBUTENIHOCT Ce 3amasBaT M MpPU CMAHA Ha AOMelHa, HO
edeKTUBHMAT 06XBAT Ha Npara M cTeneHTa Ha nogobpeHue ce npomeHsT. B gomeinHa 6uopasHoobpasue
Mistral 7B v0.3 nokasBa Hal-LUMPOK NOAOKUTENEH OTrOBOP, C Makcumym npu 0,80 (+13,32% CPS; +14,23% T-
CPS) n nogobpeHuns npy NoBeyeTo OT U3caeaBaHMTe nparose. Granite 3.2 8B nokasBa No-ymepeH OTroBop,
CbC 3HAYMMM NoAobpeHns Npu No-manbK 6poi Nparose U Hali-BUCOKO NpeacTaBaHe cblyo npu 0,80 (+6,95%
CPS; +7,25% T-CPS). Llama 3.1 8B ocTaBa CMAHO YyBCTBUTENEH KbM M360pa Ha npar, ¢ e4UHCTBEH 3HAYMM
nonoxuteneH npar npu 0,85 1 HAKO/IKO Npara, CBbP3aHU CbC 3HaUMMO BAoLWaBaHe. DeepSeek R1 8B nokasga
edeKkTnBeH 06XxBaT, CbCPeAOTOYEH NPU NO-HUCKKU NparoBe, ocobeHo 0,55-0,60, cbc cMnHM NogobpeHna npu
0,55, Ho ¢ oTpuuaTenHu epekTn npu no-ctporo dunTpupaHe. Tolt NnocTura n Ha-BMCcoK Balance Score B Tasu
¢dasa.
4.4.9 CpaBHeHUe mexay TemaTuuHuTe obnactu

CpaBHeHueTo mexay Pasza IV u daza lll nokasBa 3aBMCMMM OT TemaTU4yHaTa o0bnacT NpomeHu B
ONTMMANIHUTE CTOMHOCTM HA Npara MU B rOIeMMHATA Ha OTYETEHUTE NogobpeHua. U npu yeTupuTte moaena
nparogete, MpuM KOMUTO ce nocTuraT Han-pgobpu pesyntatu no CPS, ca no-HMckM B ob6nactta Ha
61opasHoobpasmneTo, OTKONKOTO B 3emedenueto: npu Mistral 7B v0.3 n Granite 3.2 8B ce Habnwogasa
nsmectBaHe ot 0,95 Ha 0,80, npu Llama 3.1 8B - ot 0,90 Ha 0,85, a npu DeepSeek R1 8B - ot 0,90 Ha 0,55.
lfonemuHata Ha nogobpeHusATa CblO HapacTBa nNpu 6BuopasHoobpasmeTo, KOeTo MOKasBa MO-CUJIHA
YYBCTBUTE/THOCT KbM MNpara B TO3u Kopnyc. M360pbT Ha Npar cTaBa U NO-NoCAef0BaTeNIeH: U YeTUPUTE MoaeNa
NoKasBaT Nb/IHO cbBnageHne mexay CPS, T-CPS n Balance Score, gokato npu 3emegenneto DeepSeek R1 8B
M3UCKBA KOMMPOMWUC MEXAY CpeaHOTO npeacTaBAHE M MOKasaTenuTe, oTyuTalim crabunHoctTa. B
0606LeHne, pesynTaTMTe MOKA3BaT, Ye nparoBeTe Ha CXOACTBO C Hal-gobpu pesyntaTu 3aBUCAT OT
TemMaTMyHaTa o06nacT u TpAabBa Aa ce HACTPOMBAT CNPAMO Le/fIeBUs KOPMNyc, BMECTO Aa ce npeHacaT 6es
NPOMAHa MeXAY pa3nyHu obnactu.

Tabauya 4.20 CpasHeHue mexcdy 0omeliHu: 3emedenue (Pasa lll) cpewy buopasHoobpasue (Paza IV).

Mogen 3emegs. 3emean. CPS buopasH. npar buopasH. CPS  MN3smecTBaHe
npar % %
Mistral 7B v0.3 0,95 +4,58% 0,80 +13,32% -0,15
Granite 3.2 8B 0,95 +1,25% 0,80 +6,95% -0,15
Llama 3.1 8B 0,90 +1,58% 0,85 +2,06% -0,05
DeepSeek R1 8B 0,90 +1,01% 0,55 +8,45% -0,35
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4.4.10 O606weHune Ha Pa3a IV

®a3a |V oueHABa YyBCTBUTENHOCTTA KbM Npara Npu YeTupu mogena ¢ OTBOPEH KoA, N3non3saiikm 426
ABOMKM BBMPOC-OTFOBOP OT AOMelHa 6uopasHoobpasve npu cTaHAapTM3MpaH xapayep. Tabavua 4.21
o0bo6waBa KoHbUrypaumunuTe ¢ Hali-gobpu pesynTtatm no mogen. Han-gobpute nparose ce U3mecTBaT Hagony
cnpsmo 3emenenneto, a nogobpeHuata ca no-ronemu: Mistral 7B v0.3 npu 0,80 (CPS +13,32%; T-CPS
+14,23%), Granite 3.2 8B npu 0,80 (+6,95%; +7,25%), Llama 3.1 8B npwu 0,85 (+2,06%; +2,29%), DeepSeek R1
8B npu 0,55 (+8,45%; +8,75%). [HdaHHuTe ocurypaBaT AokasaTenctea 3a RQl u RQ2 B pgomeliHa
b6uopasHoobpasmne M 3a RQ3 upes cpaBHeHWe mexay gomenHn c dasa lll, nogkpenaiikm mnssopa, ye
nparogBeTe Ha CXOACTBO M3UCKBAT KaaiMbpupaHe 3a KOHKPETHMA Kopnyc.

Tabnuya 4.21 ObobweHue Ha Hali-0obpume KoHgpuaypayuu (GomeliH buopasHoobpasue).

Moaen Mpar CPS % T-CPS % cv Balance 3Hau.
Mistral 7B v0.3 0,80 13,32 14,23 0,242 0,588 roxk
Granite 3.2 8B 0,80 6,95 7,25 0,239 0,303 roxk
Llama 3.1 8B 0,85 2,06 2,29 0,240 0,095 *
DeepSeek R1 8B 0,55 8,45 8,75 0,129 0,678 roxk

4.5 YerBbpTa rnasa: O6obweHune

[naBa 4 pa3rnerkga Kak nparsT Ha CXOACTBO BAMAE BbPXY KA4eCcTBOTO Ha reHepupaHe B RAG npu cegem
€3UKOBW MoJena C OTBOPEH KoA M B ABe TemaTudHM obnactu, KaTo m3nonssa nnatdopmarta PaSSER,
npeactaBeHa BbB BTopa rnaBa, M pamKaTa 3a oueHKa, geduHupaHa B TpeTta rnasa. Pasa | ycraHoBABa
6a30BOTO NOBEAEHME HA cMcTemaTa Npu GUKCUPaHO U3BAMYaHe top-k 1 cpaBHABa pe3yaTaTuTe 3a Bpeme Ha
M3Nb/IHEHWE U KauyecTBO Npu Tpu 7B moaena B ABe xapayepHu cpeaun. Pasa ll BbBeKaa U3BAnYaHe, 6azmpaHo
Ha npar Ha cxoacTBo. [MMnoTHO n3cneasaHe B gnanasoHa ot 0,50 o 0,80 1 nokasea, 4ye CPS ce usmeHsa cnopes,
mogena. Pasa lll paswmpasa aHanu3a Ao YetTupu mogena u nparose go 0,95 B obnacTra 3emegenue, Kato
NnoKa3Ba 3aBMUCMMa OT MoAena YyBcTBuTenHocT cnopea CPS, T-CPS u Balance Score, nogKkpeneHa cbC CABOEHO
CTaTUCTUYECKO TecTBaHe crnpsamo 6a3oBaTa KoHurypaumsa. Pasa IV nosTapa To3M aHanm3 B obsactta Ha
bunopasHoobpa3neTo Npu cTaHAapPTU3MpPaHa XapayepHa cpesia U NoKassa No-HUCKU Han-4obpu nparose, no-
rossima roneMmmnHa Ha noaobpeHuaTa U NbJHO cbBnageHue mexay CPS, T-CPS n Balance Score. B 0606uieHue,
pesynTaTUTe NOKa3BgaT, Ye epeKkTUTE OT Npara 3aBUCAT KaKTO OT MOZENa, Taka U OT TeMaTMYHaTa 061acT, u Ye
nparoeeTe ¢ HaW-4006pu pe3ynTaT U3UCKBAT HACTPOMBAHE CNPSAMO KOHKPETHUA Kopnyc. BbB BCUYKK dasu
KOMNoHeHTUTe Ha Obj.1 - npoueaypa 3a oueHKa, MHOPACTPYKTYpa W eKcrnepumeHTaneH gu3anH - ca
npuaaraHu NOcneaoBaTeNHo, C KoeTo e n3nbaHeHa Obj.4 1 e ocurypeHa emnupuyHa nogkpena 3a D1, D2 u
D3.

NETA MABA: AUCKYCHUA U HACOKU 3A BbAELLA PABOTA

[OncepTaumoHHMAT TPyA ce pPbKOBOAM OT e4Ha U3cnefoBaTesICKa Len 1 yeTupm 3agaydn. Llenta e ga ce
pa3paboTu pamka 3a oueHKa Ha RAG, KOATO nmoanomara B3eMaHeTO Ha pelueHMA 3a KOHOUrypupaHe Ha
nssnmMyaHeto B RAG cuctemum ¢ LLM c oTBOpeH Koz, ¢ ocobeH aKkLeHT BbpXy HAcTPOMBAHETO Ha npara Ha
cxoncteo. Obj. 1 pedurHuMpa n peannsmpa OCHOBHUTE KOMMOHEHTU HA pamKaTa: a) NpoLueaypa 3a OLEHK],
oTyuTawa npara Ha cxoactso, b) nnatdopmarta PaSSER KaTo MHpaCTpyKTypa 3a Bb3NPOU3BOAUMOCT U C)
KOHTPO/IMPaH ekcnepumeHTaneH gusanH. Obj. 2 1 3 onpeaensat KputepumTe 3a NoA60P Ha MOAENN, KAaKTO U
METPUKUTE U NpoueaypuUTe 3a TAXHOTO M3uucaasaHe. Obj. 4 npunara TesM OCHOBM Ype3 KOHTPOSMPAHO
TeCTBaHEe M aHaN3 NPU PasIMYHN MOAENU U TEMATUYHK 0b6nacTu. MbpBa rnaBa oYepTaBa U3cAef0BaTeNCKUTE
aeduuntn. Bropa n TpeTta rnaBa npeacTtasaTt naatdopmarta, 060cHoBaBaT M3bopa Ha MoAENN, METPUKUTE U
npoueaypuTte 3a nsumcnasaHe. YeTsbpTa rnasa NpeacTaBa ekcnepumeHTanHuTe pesyntatu. [lo-HaTaTbK ca
06061LeHN ocHOBHUTE U3Bogu: Cekuma 5.1 pasrnexaa nscnegosatenckuTe sbrnpocu, Cekuma 5.2 npeacrasn
Hay4YHO-NPUNOXKHMTE npuHOcK, Cekums 5.3 obcbKaa orpaHuyeHuaTa, a Cekuusa 5.4 odyeptaBa 6baelm
HACOKM 32 nscneagaHe.

5.1 OtroBopu Ha U3cnepoBaTesICKUTe BbNpocu

Cekumm 5.1.1-5.1.3 o0606l1aBaT eKcnepumeHTaNHUTe aoKasatenctsa ot Pasu -1V no Tpute
nocTaBeHu BbNpoca.
5.1.1 (RQ1l): Bogu nn npomaAHata Ha npara Ha CXOACTBO A0 U3MEPUMMU MPOMEHM B KAauecTBOTO Ha
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reHepupaHoToO CbAbp}KaHUe?

KoHdurypaumaTta Ha npara Ha CXoACTBO BOAM A0 CTaTUCTUYECKM 3HAUMMMU ePeKTU BbPXY KauecTBOTO
Ha reHepupaHe. B kopnycuTe 3a 3emeaenne n buopasHoobpasme BapMpaHeTo Ha Npara B AvManasoHa 0,50—
0,95 pasa CPS nopmobpeHuns po +4,58% (dasza Ill, 3emepenune; Tabnuua 4.7) n +13,32% (Paza 1V,
6uopasHoobpasue; Tabnumua 4.14) cnpsamo 6asoBaTa MHUS.

MunoTtHUTe ekcnepumeHTn oT Pasa |l gaBaT NbpBM NpuU3HaK, Ye CPS ce n3meHs cnopes, HacTpoMKaTa
Ha npara 4Opu B CpaBHUTENHO TeceH AmanasoH. MNpu 101 ABOWMKM BBNPOC-OTFOBOP M TpU Mmogena ¢ 7B
napameTpu e NokasaHo, 4e oNTUMasIHUTE NparoBe ce pasnyasaT no mogen: Mistral 7B v Llama 2 7B gocturat
Han-pobpun pesyntati npu 0,55, a Orca 2 7B - npu 0,65. Tesn pesyntatn o60CHOBABAT pasLIMPABAHETO Ha
[AMana3oHa Ha npara U Ha Habopa oT moaenu B cieaBawuTe dpasu.

da3a Il paswmnpasa aHanM3a Ao 4Yetmpu mogena, 369 sbnpoca m nparose B gnanasoHa 0,50-0,95,
KaTo BK/IIOYBA M CTAaTUCTUYECKO TecTBaHe cnpamo 6asoBata AnHua. Mpu Te3m ycnosua Granite 3.2 8B 1 Mistral
7B v0.3 nokasBaT Hal-siCHU MpU3HaUM 33 CUCTEMATMYHA YYBCTBUTENIHOCT KbM Mpara, CbC CTaTUCTUYECKMU
3HaYMMK NONOXKUTENHWN edeKTh CboTBETHO Npu 7 oT 10 1 6 o1 10 npara. Mpu DeepSeek R1 8B n Llama 3.1 8B
3HAYMMMTe NogobpPeHUs ca No-masko, a epeKTUTE OT Npara ca No-orpaHUYEHN UM CMECEHM.

®aza IV npunara cbwata npoueaypa 3a OuUeHKa KbM Kopnyca 3a 6uopasHoobpasue. Pesyntatute
OTHOBO NMOKa3BaT, Ye M3bopbT Ha Npar BAMAe BbpXy KAYEeCTBOTO HA FreHepPUpPaHe, HO rosieMMHaTa M NOCoKaTa
Ha Te3n edpekTn ce pasnnyasat no mogen. Mistral 7B v0.3 nokassa 3HaumMmo nogobpeHue npm 9 ot 10 npara,
aokKaTo npu Granite 3.2 8B wnpokuat epektmeeH gmanasoH ot Pasa lll ce cBuBa 40 camo 3 CTAaTUCTUYECKM
3HauMmm npara BbB ®asa IV. DeepSeek R1 8B nokassa NofOXKUTENHM ePeKTU NPU MO-HUCKU Mparose u
BNIOLLABAHE Npu NO-CTPOrK CTOMHOCTKM, a Nnpu Llama 3.1 8B npeobnagasat oTpuuatenHumTe epektu ot npara.
Bbs ®asa IV KonebaHMATa B KAYECTBOTO Ha M3X0Aa@ HAPACTBAT NPU BCUUKM MOAENMN, KOETO Ce 0Tpa3sBa B MNo-
BMCOKW CTOMHOCTW Ha KoedpuuMeHTa Ha Bapuauuma.

Kato uano, Te3n pesyntatv AasaT NosoxuTeneH otroBop Ha RQLl: KOHPuUrypauuAta Ha npara Ha
CXOACTBO BOAM [0 M3MEPMMM M B MHOFO C/y4an CTaTUCTUYECKU 3HAYMMK edeKTU BbpXy KAyecTBOTO Ha
reHepupaHe. NogobpeHua go +4,58% B obnactra 3emeaenve n go +13,32% B obnactra 6MopasHoobpasme ca
NMOCTUIHaTM CaMo 4Ype3 KanubpupaHe Ha npara, 6e3 NoBTOPHO 0byyeHMe Ha MoAena WU APXUTEKTYPHMU
npomeHn. ONTUMaNHUAT Npar obaye He € NOCTOAHEH NPU PA3IUYHUTE MOLENN U TEMATUYHM 061aCTH, KOETO
nokasga, Ye n3bopsuT My TPsAGBa Aa Ce YCTaHOBsABA EKCMNEPUMEHTAIHO 32 KOHKPETHaTa KOHOUrypaums, a He
[a ce npuMema npeagapuTesHo.

5.1.2 (RQ2): Pa3nuuaBa nu ce epeKTbT OT Npara Ha CXOACTBO NPU Pas/IYHUTE e3UKOBU mogenu?

HabniopaBaHa e CbliecTBeHa MOAEeN0-3aBUCMMA BapuauMa B 4YyBCTBMTENHOCTTa KbM npara.
MogenuTe ce pa3ainMyaBaT No ONTUMAHM CTOMHOCTM Ha Npara, WWpPOoYnHa Ha ePpeKTUBHUA ANanasoH, cTeneH
Ha CPS nogobpeHmne N yCTOMYMBOCT Ha pe3ynTaTuTe Mexay KoHourypaymmre.

Mistral 7B v0.3 noka3Ba Hali-LLMPOKa M Hal-ycToMYMBA YyBCTBUMTENHOCT KbM npara. Bve Pasa I
(3emepenune) 3Haummmn nogobpeHus ca HabaogasaHu npu 6/10 npara B obxsata 0,55-0,95. Bbs dasza IV
(6nopasHoobpasne) yyBCTBMTENHOCTTA HapacTea 40 9/10 3HauMmm npara, C MakcMmanHo noaobpeHuve
+13,32% CPS npu npar 0,80. Cpes uyeTupute mogena, oueHssaHu BbB Pasm -V, Mistral 7B v0.3 e
€4MHCTBEHMAT, 3aMa3Ball, LWWMPOKa NOIOKMTENHA YYBCTBMTENHOCT U B ABaTa AOMENHa.

Granite 3.2 8B nokassa nnaTo-noseaeHune b8 ®asa Il (7/10 3Haummu npara 8 obxsata 0,65-0,95),
Ho ce cBmBa Ao 3/10 3HauMmu npara BbB ®asa |V. ToBa cBUBaHe e Hal-ronAmaTa MmexayaAoMeliHHa NpoMsaHa
B LUMPOYMHATa Ha YyBCTBUTE/NIHOCTTA CPE/, OLLEHABAHUTE MOAENM, MaKap YCAO0XHABaWwMTe dakTopm Ha Pasa
IV (CeKums 5.3.2) aa 3aTpyaHABAT Th/IKYBaHETO.

Llama 3.1 8B nokasBa orpaHu4YyeHa NONOXKWUTENHa 4yBcTBUTENHOCT BbB dasa Il M npeaumHo
oTpuuatenHm epektn sbs Pasa IV (6/10 3HauMmm npara: 5 otpuuaTtenHu, 1 nonoskuteneH). Tasn nHBepcua
npeanonara, Yye KannbpupaHeTo Ha npara 3a Llama 3.1 8B e 0c06eHO YyBCTBMTENHO KbM XapaKTEPUCTUKUTE
Ha KOpMyca Wan eKCnepuMeHTaIHUTE YCNOBUSA.

DeepSeek R1 8B nokassa orpaHuyeHa 4yscTsutenHocT Bbs Pasa Il (2/10 3HaumMmu npara), Ho no-
cunHu edekTn BbB Pasa IV ¢ 4BYNONOCHO NOBeAeHNe: 3HaUMMM nogobpeHna npu HUCKKU nparose (0,55-0,60)
W 3HaYMMo BAoLaBaHe npu Bucokn (0,90-0,95). Huckute ctoliHocTh Ha CV (0,129-0,166) fonpuHacAT 3a Hali-
BMCOKMA Balance Score cpeg, BCMYKM KOMBUHauuu mogen-npar sbe ®asa IV (0,678 npwu npar 0,55; Tabamua
4.21), KoeTo NokKa3Bga, Ye Npu NpuaaraHe Ha oLeHABaHe, NpeTerneHo 3a cTabunHoct, DeepSeek R1 8B moxe
Aa 6bae KOHKYPEeHTeH BbMNpeKu orpaHnyeHoTo cpeaHo CPS nopobpeHue.
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Te3an pesyntati aasaT oTroBop Ha RQ2: YyBCTBMTENHOCTTA KbM Mpara Ce pas/inyaBa CblLLECTBEHO
MeKAY MOAENUTE MO CTENEH U XapaKTep. YyBCTBUTENHOCTTA BapmMpa OT LUMPOKa U MeXaAyA0MeNHHO cTabuaHa
(Mistral 7B v0.3), go TAcHa M gomenH-yyBcTBMTENHA (Granite 3.2 8B), MHBEPTMPaAHA MeKay OOMENHUTe
(Llama 3.1 8B) n gBynostocHa C BUMCOKa ycTonumBocT Ha pesyntatute (DeepSeek R1 8B). Tesn pasnuku
NMOKa3BarT, Ye M3b0opPbT Ha Npar He MoXKe a3 6bae 0606LeH MeXay MOAENHUTE apXUTEKTYPU; KOHPUrypaumm,
ebeKTUBHM 33 egMH MOAEN, MOraT A4a B/owaT NPoM3BOANTENIHOCTTA Ha APYT.

5.1.3 (RQ3): BanugHu nm ca cXogHU AManNa3oHU HA Npara Npu pasanyeH gomeiH?

YyBCTBUTENHOCTTa KbM Mpara e cpaBHeHa Mexay Kopnyc 3a 3emegenue (Pasa Ill) n kopnyc 3a
6uopasHoobpasue (Pasza IV). HabnogaBaHn ca cUCTEMaTUYHUM Pa3IMKM MO MHOMKECTBO NMOKasaTenun, Mmakap
Tb/IKYBAHETO A3 € YCNOXKHEHO OT e4HOBPEMEHHUTE NPOMEHN B NpoueaypaTa 3a reHepupaHe Ha BbNpocCk,
XapAyepHaTa KoHUrypauus u xapakTepuctTukmTe Ha Kopnyca (Cekuma 5.3.2).

OnTUmanHUTe nparose ce M3MeCTBaT CUMCTEMATMYHO Hagony BbB Pasza IV. N vetnpmute mopgena
nocTurat makcumaneH CPS npu no-HUCKM Nparose B gomeliHa bnopasHoobpasme, OTKONKOTO B 3eMele/IMETO,
¢ usmectsaHe ot -0,05 (Llama 3.1 8B) ao -0,35 (DeepSeek R1 8B; Tabauua 4.20). CteneHTa Ha noaobpeHune
ce pasfnnyasa 3HauuTenHo: Mistral 7B v0.3 (+13,32% cpeuty +4,58%), Granite 3.2 8B (+6,95% cpeuly +1,25%)
n DeepSeek R1 8B (+8,45% cpeuty +1,01%) nocturat no-ronemu CPS noaobpeHuns sbe dasa IV, gokato Llama
3.1 8B noKa3Ba CxofHa CTeneH npu npeanmHo otpuuatenHn ebektu. KnacmpaHeto no CPS nogobpeHue ce
npomeHa: DeepSeek R1 8B ce mM3KauBa OT YEeTBBLPTO Ha BTOpPO msAcTo, a Llama 3.1 8B naga ot BTOpO Ha
yeTBbpTO. KOopenaunoHHUTe CTPYKTYPM Ha HUBO METPUKM CbLLO Ce M3MECTBAT mexay ¢asuTe (Purypu 4.3 un
4.7), KOeTo yKa3Ba YyBCTBUTE/NIHOCT Ha B3aMMOBPB3IKUTE MEKIY METPUKUTE KbM Kopnyca.

5.2 Hay4yHO-NpUNOXKHU NPUHOCH

Tpn HAyYHO-MPUNOXKHMU NMPUHOCA, OPFraHM3MPAHU KATO KOMIMOHEHTU OT MHTErpMpaHaTa pamMKa 3a OLLEHKA,
agpecupat aedmumntnte, MAEHTUOGMLUMPaHM BBB YyBOAA: Mpouesypa 3a OUeHKa C OTYMTaHe Ha npara u
KOMMNO3UTHWN nokasatenn (C1l, komnoHeHT lMpouec Ha oueHsABaHe, aapecupaul, D1), uHdpacTpyKTypa 3a
Bb3MNPOMU3BOAMMOCT C 6/10K4YelH-6a3mnpaH 3anuc (C2, KomnoHeHT WUHPpacTpykTypa, agpecupau, D2) u
CPaBHUTE/IHU eMMUPUYHU HACOKM 3a M3bop Ha mogen v npar (C3, KOMNOHEHT EMNUPUYHM pe3ynTaTu,
agpecupauy, D3). Cekumm 5.2.1-5.2.3 xapakTepusmnpar BCEKU NPUHOC.

5.2.1 Npouepypa 3a oueHKa

Cekuma 1.4 naeHTMPUUMPA, Ye CbLLECTBYBaALLMTE PAaMKM 3a oueHKa, KaTo RAGAS, RGB, TREC RAG
Track u TruLens, o6ukHoBeHO oueHABaT RAG cucTtemnTe Npu GUKCUPAHU HACTPOMKM HA M3BANYAHETO U He
pa3rnexaart npara Ha CXO4CTBO KaTO CAaMOCTOATE/IHA eKCNepMMEHTaIHa MPOMEeHANBa. B MHoro peanunsaumm
M360pBT HA Npar ocTaBa KOHOUIypPaLMOHHO peLleHmne, YeCcTo eBPUCTUYHO M NpuaaraHo 6e3 cuctemaTmyHa
060CHOBKA. CbLLeCTBYBaALIMTE NOAXOAM OOMKHOBEHO NOCTABAT aKLEHT BbPXY CPEAHOTO NPeAcTaBAHE U PAAKO
OLLeHABAT KaK KayecTBOTO Ha M3X0Aa Ce MPOMEHA MeXAY OTAE/NHUTE 3aABKM.

3a npeofonsBaHe Ha To3n AedpUUMT B HACTOALLOTO M3cnenBaHe e pa3paboTeHa npoueaypa 3a
OLLeHKa, OTYMTALLA Mpara Ha CXOACTBO, MPW KOATO TOM Ce pasrfiexga KaTo He3aBMCMMA MPOMEH/INBA, a
noBeAEeHMETO Ha CMCTeMaTa Ce OLUEHABa B AMana3oH HA CEIEKTUBHOCT Ha U3BAMYAHETO, BMECTO Npu eaHa
duMKcnpaHa HacTpoiKa. Tasm npoueaypa e peanmsmpaHa Ypes nnatopmata PaSSER n e npunoxkeHa sbe Pasu
[I-1V. ®a3a |l BbBEXK A NMAOTHO M3C/1eABaHe Ha npara B gnanasoHa 0,50-0,80. ®a3za lll pa3wunpasa gManasoHa
£0 0,95 1 BKAtOYBA CTAaTUCTUYECKO TecTBaHe B 06n1acTTa 3emeaenue. ®asa IV npunara cbluata npoueaypa Kbm
obnactTa Ha BuopasHoobpasneTo, 3a Aa Ce M3CAeABaT Pa3/INKUTE MEXKAY TeMAaTUYHUTe obacTu.

PesyntatuTte nokasear, ye edpeKTUTe OT Npara ca CbLUECTBEHN U He MoraT ga 6baaT cBeaeHn Ao egHa
¢durKcnpaHa cToMHocT no nogpasbupaHe. Bbe Pasa Il nparosete ¢ Hali-gobpu pesyntatv no CPS nonaaat B
AmanasoHa 0,90-0,95, ,oKaTo KpUTEpPMUTE, OTYUTALLM CTABMNHOCTTA, Pa3WwnpaBaT ePpekTUBHMA ANANA30H A0
0,65-0,95. Bbe Paza IV nparoseTe ¢ Hali-gobpu pesynTatu ce usmecteaT Hagony go 0,55-0,85. Pasnunkute B
npeacTaBsHETO MeXAy OTAeNHMTe nparose gocturat o +4,58% nopobperHne no CPS B 3emenenunerto u
+13,32% B 6MOpPa3HOO06pPa3nETO, KOETO NOKA3Ba, Ye OLLEHABAHETO NPU eAHa-eAMHCTBEHA CTOMHOCT Ha npara
MOe [a He NpeACTaBA peasiHOTO NOBeAEHME Ha CUCTEMATA B LLeMA ANAna3oH Ha U3BAUYaHe.

To3n npuHOC BKAOYBA M TpuM GOPMYNIMPOBKM 33 KOMMO3UTHO oueHaBaHe. CPS obepuHsea
Pa3HOPOAHU METPUKM Ype3 NPeTErIEHO CyMUPaHe ces HOPManm3auusa, KaTo U3non3sa NaHen ot 9 MeTPUKK,
pasnpeseneHn Mexay IeKCUKaaHo npunokpueaHe (30%), ceMaHTUYHO cxoACTBO (25%), rnafKoCcT U TOYHOCT
(25%) n eankoso mogenupaHe (20%). T-CPS paswupssa CPS upes BKAOYBAHE Ha KoeduMLMeEHTa HA Bapuaumsa
(CV), KaTo Mo TO3M HayMH OTYMTa CTaBMAHOCTTA HA M3Xo4a MeXKAy OTAenHuTe 3anaBKW. Balance Score
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[ONbAHUTENHO OLEHSBa BPb3KaTa mexay nogobpeHneTo n konebaHuaTa.

BbB ®a3u Il n IV T-CPS n CPS nokassaT MHOro BMCOKa Kopenauums (p > 0,99), KoeTo o3HayaBa, ye B
n3cneaBaHuTe KOHGUIypaumm cpegHoTo nNpeacTaBsHe OCTaBa BOAELWMAT CUIHAAN 3a noaperkgaHe. ToBa He
npasu T-CPS nanunweH. HanpoTtums, NOKa3Ba, Ye oLeHKaTa, 0TYMTaLLa CTabunHOCTTa, 06BMKHOBEHO CbBMaAa CbC
CpeAHOTO NpeacTaBsAHe, KaTo CbLLLEBPEMEHHO NO3BO/IABA 43 CE OTKPOAT Cy4aun, NPU KOUTO NPeanouYnTaHnAT
npar ce NPoMeHs, cnes KaTo ce oTyeTat KonebaHuaTta. Hal-acHusaT npumep e DeepSeek R1 8B BbB Pa3a lll,
npu koito CPS goctura makcumym npum 0,90, a T-CPS npegnounta 0,65, TbiA KaTo NO-HUCKUTE KonebaHun
M3MeCTBaT ONTUMYMa, OTYUTALL, CTABUAHOCTTA.

To3n npuHoc agpecmpa D1, KaTo 3ameHA oueHABAHETO Npu GUKCUPAH Npar ¢ npoueaypa, oT4nTawa
npara Ha CxoAcCTBO M oOxBallalla KaKTO PaBHULLETO Ha NpeacTaBAHe, Taka M HeroBaTa CTabWAHOCT.
MNpeactaBeHUTE pe3ynTaTm MMaT M3CNEA0BATE/ICKU XapaKTep, a NOTBbPAUTENIHN U3cneaBaHMA C No-CTpor
CTaTUCTUYECKN KOHTPON BUXa 3aCUINAN TAXHOTO 06006LIeHMe.

5.2.2 UHdpacTpyKTypa 32 Bb3NPOU3BOAUMOCT

BTopuAat npuHoc e nnatdopmata PaSSER, paspaboreHa ¢ uen ga oTroBopu Ha npobnemute c
Bb3MPOM3BOAMMOCTTA NPU oLeHABaHeTo Ha RAG cuctemu. PaSSER npeaocTaBs cpea ¢ AocTbn npe3 6pay3bp
33 KOHTPO/IMPAHO eKCNepUMeEHTUpPAHE, KaTo 0beanHABA KOHPUTYPUPAHETO HA M3BIMYAHETO, U3NBAHEHMETO
Ha MoAEeNa, U3UNCAABAHETO HA METPUKUTE M EKCNOPTUPAHETO Ha pesyaTaTuTe B eauHeH paboTeH npouec.

KnouoB enemeHT Ha Tasun MHOPACTPYKTYpa e npocieanaBaHETo Ha npomsxoda ypes 6/710KYenH. 3a
BCEKU eKCnepumeHTasieH UMKbA naaTopmarta 3anmcea Bbpxy b6/10KYenHa Antelope meTpuKnUTe 3a OLEHKa,
OAHHUTE 33 BPEMETO Ha U3NbJHEHUE U UAeHTUOUKATOPUTE Ha M3NbJAHEHMETO, a BeKeHAbLT CbXpaHsBa
CBbP3aHUA KOHOUIYPAUMOHEH KOHTEKCT, BK/AKUUTENHO WAEHTUPUKATOpa Ha Mogena, NapameTpute 3a
W3B/IMYaHE, HACTPOMKMUTE 3a AeKoaupaHe U naeHTUPUKATOpPUTE Ha M3NON3BaAHUTE Habopu oT AaHHWU. Tasu
aApPXUTEKTYpPA OCUIypsiBA HEU3MEHAEMW 3anucu, NPOBEPMMM BPEMEBM MaPKEPU WM Bb3IMOXKHOCT 3a
nocneaBallo M3B/AMYAHE HA MeTaAaHHUTE 3a EKCMEPUMEHTUTE C LLe HE3aBUCMMa NPOBEpPKaA.

3anucbT B 6/10KYEH He rapaHTUpa TOYHO Bb3MNPOU3BEXKAAHE Ha UfAiaTa U3uncamtenHa cpeaa. Toi
obaye nopobpsBa Bb3NPOM3BOAMMOCTTA, KAaTO CbXpPaHsBa EKCNEPUMEHTANHUTE YCI0BMA W MONYyYEeHUTe
pe3yntatn B nposepuma popma. Mo TO3M HauyMH NPUHOCHT agpecupa D2 He 4pe3 npeTeHUMA 3a MbiHa
Bb3MNPOM3BOAMMOCT, KOSATO 6M 6Guna HeobocHOBaHa, a 4pe3 MOBMLIABAHE Ha NPO3PAYHOCTT],
NpOCAeANMOCTTa M Bb3MOXKHOCTTA 3a NocneaBalla BepudmnKauma Ha eKCnepmMmeHTaAHUTE U3MbAHEHUA.

MaTepuanunTe, cBbp3aHu C ANCEPTALMOHHUA TPYA, ca Ny6NYHO AOCTbNHU Ha ABe mecTa B GitHub.
ApxuBBLT Ha AmMcepTaumsaTa, opraHMsMpaH no ¢asn M BKAOYBALL, EKCNEepPUMEHTAZIHUTE pe3ynTatm MU
CbMbTCTBALUUTE M3CNEA0BATE/ICKM MaTepuanu, e AoCTbheH Ha https://github.com/M33rschaum/passer-
thesis-archive. AkTyanHuTe peanusaumm Ha PaSSER, BKAOUMTENHO OpurMHanHata nnatpopma PaSSER u
CBbp3aHMTE C Hea XpaHuaMwa, KaTo maPaSSER u PaSSER-SR, ca goctbnHu upes GitHub Ha nnatdopmata
SCPDx Ha agpec https://github.com/scpdxtest.

5.2.3 MpaKTnueckn Hacoku 3a n3bop Ha moaen npu BHegpaBaHe Ha RAG

TpeTnaT NpPUHOC ce CbCTOU B U3BEXKAAHETO Ha CPABHUTE/IHM EMMUPUYHM HACOKM 3a noabop u
KoHdUrypupaHe Ha LLM c otBopeH Kog npu RAG ycnosusaA. To3m NpUHOC agpecrpa IMncaTa Ha CUCTEMATUYHMU
[AHHW 33 BapMaHTUTE 33 BHeApABAHE C OTBOPEH KoZ, 0cobeHOo KoraTo M36opsT Ha Mogen U KoHbUrypaumaTta
Ha M3B/AMYAHETO TpsabBa Aa ce MNPaBAT NPM OrpaHUYEHUs, CBbP3aHM CbC CUIYPHOCTTA, pPasxoaute WUau
MHPpPaACTPYKTYypaTa.

Bb3 ocHOBa Ha KpuTepuuTe 3a noabop Ha Modenu u npoueaypuTe 3a U3UUCISBAHE Ha METPUKUTE,
peduHUpaHu B TpeTa rnaBa, KaKTo M Ha KOHTPOMPAHUTE EKCNEPUMEHTHU, NpeacTaBeHN B YeTBbpTa rnaBsa, B
OMCEePTAUMOHHMA Tpya ca npoBeaeHn Hag 38 000 oueHKM B pamMKUTe Ha 4YeTupu ¢asu, ABe TeMaTUyHMU
061acTN M HAKONKO XapAayepHu KoHdurypaumn. Teau pesyntaTi NpaBaT YyBCTBUTENHOCTTa KbM Mpara BuAnma
M CbNOCTaBMMa NPU BapMaHTUTe 3a BHeApABaHe B AMana3oHa 7-8 muanapaa napameTpu.

YeTupun nssoaa ca ocobeHo BaXKHM OT NpaKTUYeCcKa rnegHa TodKa. MbpBo, moaennTe ce pasnmyaBar
CbLLECTBEHO Mo Npodmaa CM Ha peaKkumsa KbM Npara: HAKOM NOKa3BaT LWMPOK M YCTOMUYMB NONOXKUTENEH edEKT,
[0KATo NpU Apyrv Ton e TeceH, HecTabuieH unu geynontoceH. Btopo, edeKTMBHUTE AMANa3oHU Ha npara,
yctaHoBeHU BbB Pasu Il 1 IV, gaBaT oTnpaBHM TOYKKM 33 KanmbpupaHe, BMECTO Aa Ce pas3uyuTa Ha obum
CTOMHOCTK No nogpasbupaHe. TpeTo, NPoMeHUTE MeXAY TeEMaTUYHMUTE 061aCTU NOKA3BaT, Ye HAaCTPOMKuTe
Ha npara TpabBa fAa ce npepasriexgatr nNpu nNpomsHa Ha Kopnyca. YetsbpTo, Balance Score pasa
[OMbAHUTENIHA OCHOBA 33 B3EMaHE Ha peLleHuns Npu BHegpABaHE, KOraTo Hapes CbC CPeAHOTO NpeacTaBaHe
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MMa 3HayeHue 1 NoCNef0BaTe/IHOCTTA Ha pesyaTaTuTe.

HabntogaBaHuTe edeKTH Ha npara ca 0Co6eHO BayKHM MO OTHOLIEHWE Ha ABe NPO61eMHM TOYKM Npu
W3B/IMYAHETO, OMUCAHN B NPeAXoAHU u3cneasaHus [47]: U3KAOYBAHE Ha CbOTBETCTBALUM M3TOYHMLM Npu
npeKaneHo cTpor GUATLP M AOoNycKaHe Ha cnabo CBbpP3aH MaTepuan Npu npekaneHo nnbepaneH GUATLP.
HacToAawuTe pesyataTv NoKaseaT, Ye YyBCTBMTE/NIHOCTTA Ha MOAENUTE KbM Te3n npobnemu ce pasnyasa
MEXIY OTAENHUTE CUCTEMW, MaKap 4Ye MPUYUHHUTE MEXaHW3MW He Ca M30/MPaHN B PaMKWUTE Ha TO3M
ANCepPTaLMOHEH TPYA 1 61Xa U3UCKBANN CAMOCTOSATE/IHM ablauMOHHN U3C/ieaBaHuS.

To3u npuHoc agpecupa D3, KaTo NpeaocTaBa eMNMPUYHM HACOKM 3a KanubpupaHe Ha npara u
CpaBHeHWe mexay mogenu npu RAG cueHapum C OTBOPEH KOZ, OTYMTAMKM KaKTO CPEAHOTO KauecTBO, Taka U
ctabunHOCTTa NpU NPOMAHA Ha Kopnyca.

5.3 OrpaHuyeHuns

Hakonko ¢aktopa orpaHuyasaT ob606WaBaHETO Ha pe3ynTaTuTe M3BbBH OLIEHABAHUTE KOPMycw,
Mogenu n KoHdurypaumm.

5.3.1 OrpaHuueHue Ha obxBaTa

OueHeHu ca gBa gomenHa: semegenve (Pasa lll) n buopasHoobpasue (Pasa IV). U aBata cbabpKat
TEXHUYECKO M HOPMATUBHO CbAbprKaHue ¢ popmaneH esnk u gobpe aedvHupaHa TepmuHonorua. Janu
nofobHM 3aBMCUMOCTM Ha YyBCTBMTE/IHOCTTA KbM Mpara ce nNpoasABaT Npu APYrn TUNOBE AOMENHM He e
nposepeHo. pynaTta moaenn e orpaHMYeHa 40 MOAENN C OTBOPEH Koa B AMana3oHa 7—8B napameTpu, 3a Aa
ce 3ana3n Bb3MOXKHOCTTA 3a MOJI3BaHEe Ha XapAayep OT cpefeH Knac. YyBCTBUTENIHOCTTa KbM NMpara Moxe aa
Ce pas3/IMyaBa U3BbH TO3M AManas3oH.

5.3.2 OrpaHMuyeHns Ha eKcnepuMeHTaNnHUA An3aiH

EkcnepumeHTUTE ca NPOBeAEHN Ha PA3HOPOAEH XapAyep Nopagm NpakTuyeckn orpaHndeHma. dasa
Il usnonssa M1, M2 n CPU-only cpean c KoHTeKcTHU bydpepn (2 048—10 000 ToKeHa), goKkato dasza IV
cTaHgapTMsnpa go M1 xapayep ¢ ¢uKcUpaH KoOHTeKcTeH bydep ot 16 000 TOKeHa, enuMUHUpanKu
XapayepHaTa/KOHTEKCTHA BapuMaumsa, HO BbBEXAAWKU e4HOBPEMEHHU NPOMEHM B AOMeWHa U MeToAda 3a
reHepupaHe Ha BbNPOCK.

BeKTOpHUTE XpaHMAMLWA ca Cb3A4afeHu ¢ BrpaxgaHuma ot Mistral 7B upes Ollama, ¢ ¢ukcupaHo
¢dparmeHTUpaHe (1 024 3Haka, npunoKpueaHe 50) BbB BCUMYKK da3un. M3non3BaHeTo Ha eguMH MoAen 3a
BEKTOPU3aLMA OCUTypABa NOC/Nef0BaTe/IHN YCI0BUA 32 U3BAMYAHE, HO MOXe Aa NOBAMAe Ha pesynTtatuTte
nopaau CbBMECTUMOCTTA MeXAY BEKTOPHUSA W reHepaTUBHWMA KOMMNOHeEHT. T KaTto Mistral 7B cayxu
€0HOBPEMEHHO KaTO MOAEN 3a BrpaXOaHWA W KaTo eAWH OT OUEHABaHWUTE MOAEeNM 3a reHepupaHe,
CblLLecTBYBa NOTEHLMANEH YCNOXKHABALY, GAKTOP; M30/IMPAHETO HA TO3U edeKT B M3MUCKBAIO OLEHABAHE C
He3aBUCUMK Mmogenn 3a BrpaxkgaHus (Cekuus 5.4.3). BbnpocuTe 3a 3emeaenue ca reHepupanu ¢ Mistral 7B
(daszu I-111), a 3a daza IV e nsnonssaH Claude Opus, KOETO OCUrypsBa YaCTUYHA KPbCTOCaHa NPOBEPKa, HO He
n3onnpa ePpekTuTe Ha BrpaxkaaHuATa.

CpaBHeHueTo mexay gomenHuteBbB Pasu Il u IV ce pasnmyaBa B HAKONKO OTHOLIEHMA OCBEH
CbAbPKAHMETO Ha JomeliHa (Mogen 3a reHepupaHe Ha BbBMNPOCKM, XapayepHa CTaHAapTM3auus,
XapaKTepPUCTUKM Ha Kopnyca). Tesan eaHOBPEMEHHM MPOMEHM He MO03BOAABAT MPUNUCBAHE Ha
HabnlofaBaHUTE M3MEHEHMA Ha Npara KOHKPETHO Ha CBOWCTBATa Ha AOMEWHa; AaHHWTe cnepBa Aa ce
Tb/IKYBAT KaTO MNpeaBapWUTENIHW AO0KasaTencTBa, Npeanosiaraliy, Ye MOXKe Aa e HeobxoguMmo LOMEenH-
cneundunyHo Kanmbpupate.

5.3.3 OrpaHnyeHua Nnpu U3amepBaHMATA U aHANM3A

MeTpukute 3a perplexity (Laplace v Lidstone) ca usuncnenm upes NLTK n-rpamHu e3MKOBM MOZENM,
a He 4ype3 BepoATHOCTM Ha HUBO TOKeH OT TpaHcdopmep (Cekums 3.4.3), U PYHKUMOHMPAT KaTo Moaen-
He3aBUCUMK MHAMKaTopU. HabopsT B-RT mM3nonssa [CLS]-6a3mpaHn NpoeKUMn U He e BanngmpaH crnpsamo
yoBselwkKn npeueHkn (Cekumsa 3.4.5). dasm Il n IV goknagBat p-cToMHOCTM 6e3 KopeKkuus, 3a Aa 3anasar
cTaTUcTMYecKkaTa KopekTHocT (Cekuma 3.5.3). Bcaka ¢dasa BKaousa 40 cpaBHeHUA cnpsamo 6asoBaTta AMHUSA;
npu o = 0,05 NpMbAN3NTENHO 2 3HAUMMM pe3ynTaTa Ha pasa brxa Morun Aa ce NOABAT C/Iy4aliHO NPU HyeBa
xunoTtesa. YutatenuTe cnefnga [a TbAKYBAT UANOCTHaTa KapTMHA Ha pe3yaTaTtuTe, a He Aa pasyuTaT Ha
OTAENHN P-CTOMHOCTM M30AMpPaHo. Pe3ynTatuTe ca ¢ npoy4ysBaTeneH xapakTep M MOTUBMPAT NO-HATaTbLIHO
n3cnefBaHe, a He OKOHYATENHM NpeanMCcaHnA 3a Nparose.

5.3.4 MpuunHHO-CcheacCTBEHA UHTepnpeTauusa
EKCNepuMMeHTaNHUAT An3aliH yCTaHOBABA €MMUPUYHM 3aBUCUMOCTM MeXay KOHOUrypaumata Ha
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npara Ha CXoACTBO M KAayecTBOTO Ha reHepupaHe, BKAOUYUTENHO Mogen-3aBucumm ontumymu (0,55-0,95),
OOMEWNH-3aBUCMMM  M3MECTBAHEHUS Mexay 3emegenne M buopasHoobpasme M banaHc crabuaHocT-
NPOM3BOANTENHOCT, oLeHeH Yypes Balance Score. MNpUYMHHUTE MEXaHU3MM, CTOALWM 33 TE3N moaenn, obave
He Cca eKCnepMMeEHTaNHO U3oaupaHnM. MHOXecTBO PaKTOpW BapmupaT MeXAY YCA0OBUATA — XapPaKTEPUCTUKM
Ha Kopnyca, GopmMynnpaHe Ha BbNPOCU, XapayepHa KOHOUIypaLma U apxMTEKTYpPa Ha MoAena — KOeTo He
no3BoNfBa MpuUNMUCBaHe Ha HabnlogaBaHUTe edPeKTU Ha eauHMYeH mexaHusbm. [oTBbPrKAABAHETO Ha
NPUYNHHO-CNeACTBEHN 0BACHEHNA BU U3UCKBANO KOHTPOMPaHU abnauMOHHU n3cnenBaHuaA, Npu KOUTo ce
NpPoMeHA eanH GaKTop, @ OCTaHaAUTe ce NOAAbPXKAT NOCTOAHHN.

5.4 Hacoku 3a 6baewa pabora

BvaewaTa paboTta e opraHM3MpaHa B TPU HanNpas/eHUA: paswmnpsaBaHe Ha obxBaTa, NpouesypHU
paswnpeHunn 1 BanngupaHe/nposepka.
5.4.1 PaswupnaBaHe Ha obxBaTa

PaswupsBaHe Ha aHa/M3a Ha YyBCTBUTENHOCTTA KbM Npara KbM AOMbAHUTENHU AOMEWNHU W3BBH
3emenenneTo n 6nopasHoobpasmMeTo M KbM MOAENN U3BLH AMana3oHa 7—-8B napametpu. KoHTponaunpaHo
BapuvpaHe Ha [OMelHa, NPU KOETO ce MPOMEHA CaMO KOpnycwbT, 6M u30nMpano AomelH edekTu oT
yCnoxHaABawmTe ¢Gaktopu, AOKYMeHTUpaHn B Cekuma 5.3.2. MOKpUTMETO Ha MoZenn moxe Aa b6bvae
pasWmMpeHo KbM NO-MaiKM U NO-roIeMn MOAEeNN, A00BYYEHN BapMaHTU U, KbAETO € Bb3MOXKHO, 3aTBOPEHM
MOZEN Npu CbNoCTaBUMU YCIOBUA.
5.4.2 MNpoueaypHU paswmpeHusn

M3cnepBaHe Ha aganTuUBeH Nogbop Ha npara, NpPu KOMTO CENEKTUBHOCTTA HA M3BJAMYAHETO Bapupa
crnopen, XapakTepucTMKMTe Ha Bbhnpoca. PaswumpsasaHe Ha PaSSER 3a 3anucBaHe Ha uHdopmauma 3a
npomusxoAa Ha HUBO U3BAMYaHE (M3BNeYEHM NacakM U CTOMHOCTM Ha CXOACTBO) M UHTerpupaHe Ha IPFS 3a
afpecupaHo No CbAbp)KaHME CbXPaHEHWE Ha Kopnycu M Habopu OT JaHHU. XapaKTepusnpaHe Ha H6anaHca
ebeKTUBHOCT-KAYeCTBO YpPe3 U3MeEpPBaAHE HA JIATEHTHOCT, M3M0A3BaHEe HA NaMeTTa U NPOM3BOAUTENHOCT NpU
pasnyHK Nparose.
5.4.3 BaanaupaHe 1 npoBepkKa

MpoBexpaHe Ha BaMampaliy n3cneaBaHma ¢ y4acTMETO Ha X0pa, 3a Aa Ce OUEHU Aanu nparoseTe,
noabpanHu upes CPS/T-CPS, cboTBeTCTBAT Ha NoAobpeHuns, Bb3npuemaHu oT Xopa, U 3a BaanaupaHe Ha B-RT
CNPAMO YOBELIKM MNpeLeHKU. MNpoBexaaHe Ha KOHTPOMPAHU abNaUMOHHN U3CenBaHUA 33 M30/IMpPaHe Ha
edeKTUTe Ha BrpaxgaHuaTa, GparmeHTUpPaHeTO, FTeHEPMPAHETO Ha BbMNPOCK, Xapayepa U CaMOCTOATENIHUTE
NPOMeHn B gomeiHa. MpoyyBaHe Ha anTepHaTMBHWU NOAXOAM 3a M3MEpPBaHe, BKAOYUTENHO perplexity,
6asupaHa Ha TpaHchopmep, KOrato ca AOCTbhHM logits, U MpunaraHe Ha KOPEKUMW 33 MHOMKECTBEHMU
cpaBHeHus (Hanp. Bonferroni nnm Benjamini-Hochberg FDR) B noTBbpAUTENHU U3CNeABaHUSA.

5.5 MNMeta rnaBa: 0606wweHne

EKcnepumeHTanHuTe pesyatati ca 0606LeHM No TpuTe NocTaBeHn BbNpoca. Tpy Hay4YHO-NPUNOKHU
NMPUHOCA Ca XapaKTepusnpaHn UM CbMNOCTaBeHU C [l,ed)MLI,MTVITe, VILI,eHTVId)MLJ,MpaHM B I'Ipra rnasa.
,ﬂ,OKyMEHTMpaHM Ca OrpaHM4YeHnATa Ha o6x3aTa, eKcnepnmeHTanHunA ,CI,MBaﬁH, n3MepBaHUATA U aHaNn3a,
KaKTO U rpaHUUMUTE NPU TbJIKYBaHeE. E'bp,ELLl,aTa pa60Ta € OpraHun3snpaHa B pa3wnpABaHe Ha 06x3aTa,
npoueaypHu paswMpeHns M yCUAMA 33 BaAuAMpaHe W NpOBepKa, aApecupalin AOKYMEeHTUpaHUTe
orpaHun4yeHuA.

3AKNTIONMEHUE - PE3IOME HA NMONYYEHUTE PE3YNTATU

PaspaboTeHa e PamKa 3a OLleHKa Ha reHepupaHe, NOANOMOrHaToO Ypes BbHLWHO M3BAMYaHe (RAG),
KOATO obeanHsABa Tpu KomnoHeHTa: (1) komnoHeHT "Mpoueaypa 3a OLUEHKAa", KOMTO OT4YMTa npara Ha
€X0ACTBO, (2) MHPPACTPYKTYPEH KOMMOHEHT C MHCTPYMEHTU 33 MOBTOPAEMU EKCNEePUMEHTM M AaHHM 33
npocaegumocT, 1 (3) KOMNOHEHT "EMNUPUYHM AaHHK" 32 CpaBHEHUE MeXAy MOAENU U AOMelHN. PamKaTa
npeogonasa Tpy geduumTa B NpPaKkTUKaTa: JMNCa Ha CMCTEMATMYHO OLEHABaHe NPW BapupaHe Ha npara,
HeAOoCTaTbyHM CPEeACTBa 3a MOBTOPAEMOCT M MPOCAEAUMOCT Ha eKCMepUMEHTUTE M NMCA Ha NPAKTUYECKU
HaCoOKM 3a U360p Ha MOAEN U Npar NPU PeLeHns C OTBOPEH KoA, U /I0KaiHa MHpPaCTPyKTypa.

MpoekTMpaHa M peanusupaHa e nnatdopmarta PaSSER KaTo yeb-npuioxeHWe C OTBOPEH Koa,
OOCTbMHO Npe3 6pay3bp. MNoaabpiKaHo e TeCTBaHe Ha NapaMeTpu 3a U3BANYaHE, MHOFOMETPUYHO OLeHABaHe
C KOMMO3WUTHM NOKa3aTeAun M 3anMc Ha AaHHM 3a NPOCAeaMMOCT B BA0KYeliH Ypes peructbpa Antelope.

PaspaboTeHun ca TpM MHCTPYMEHTA 33 KOMMO3UTHO oLeHABaHe. KoMNo3uTHUAT nokasaTen (CPS) aasa
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eauHHa 6asa 3a cpaBHeHMEe Mexay KoHourypaumm Ha npara. MparoBuaT KomnosuteH nokasaten (T-CPS)
pobaBA oLeHABaHe Ha NOCNeAOBATENHOCTTA Ha M3X0Aa Ype3 CTPYKTypa Harpafa-HakasaHue, 6asnpaHa Ha
KoedpuumeHT Ha Bapuauma (CV), n3nonsBaH TyK KAaTo MAPKa 3a HectabunHoct. Balance Score usmepsa
KOMMPOMMCA MEXKAY KaYecTBO M CTabUAHOCT.

OueHeHn ca cefem €3MKOBM MoZena C OTBOPEH Ko B AvanasoHa 7-8 muavapga napameTbpa B
YyeTUpM ekcnepumeHTanHuM ¢asu, gBa AomenHa (3emepenve M 6uopasHoobpasme) m Hag 38 000
MHAMBMAYaNHM oueHKN. Pasa | noTBbprKaaBa paboTtaTa Ha nnaTdopmara "oT Kpai 4o Kpain'" npu duKcmpaHo
top-k nssnnyaHe. ®aza Il BbBeXAA OLEHABAHE, KOETO OTYMTA Npara, U NOKA3Ba, Ye YyBCTBUTENHOCTTA KbM
npara e mogen-zasmcnma. ®asa lll paswmnpsasa aHanM3a 4o YeTMPU NO-HOBM Mmogena u gmanasoH 0,50-0,95
CbC CTAaTUCTUYECKA NpoBepKa. B gomeliHa 3emeaenme ca otyeteHn CPS nogobperns go 4,58% v aga tmna
noseAeHMe: WNPOKN 061acTn ¢ nogobpeHne u TeCHU AManasoHu, B KOUTO nparsT pabotn aobpe. Pasa IV
NoBTaps OLEHSIBAaHETO B lIOMeNHa BuopasHoobpasune, KbaeTo epeKTuTe OT npara ca 3Ha4YUTEIHO NOo-ronemm
n nukosute CPS nogobpeHuna gocturat 13,32%. MNpu npemmnHaBaHe OT 3emedenine KbM 6MopasHoobpasne
Hal-go6puTe Nparosy KOHOGUIypauumn ce U3MecTBaT HaJo/y 33 BCUYKUTE YeTUpu mogena, ot -0,05 (Llama 3.1
8B) no -0,35 (DeepSeek R1 8B). HectabunHocTtTa Ha U3xoaa HapacTea ¢ 67-105% (CV) cnpsamo 3emenenuero,
KOETO NOTBbPKAABA, Ye YYBCTBUTE/IHOCTTA KbM Npara 3aBMcK OT JIOMENHA M He e Camo CBOMCTBO Ha Mogena.
CpasHeHu ca CPS n T-CPS u e nokasaHo, 4Ye oueHABaHe Mo cpeaHa NPOU3BOAMUTENHOCT U OLLEHABAHE, KOETO
OTYMTa MOC/NenoBaTE/IHOCTTA, MOXe Aa AoBede A0 Pas3/IMYHM NpenopbKku 3a npar. MNpu gBa oT yeTupute
MoOZena nparsT ¢ Han-gobbp pesynTaT no CPS He cbBnaaa c To3u no T-CPS.

MoKpUTK ca 1 YeTUpUTe 3aZa4mM Ha uscneasaHeto. Obj.1 e peannsmpaHa Ypes TPMTE KOMMNOHEHTA Ha
pamkaTa: MHOPACTPYKTYPHUAT KOMMOHEHT C AaHHW 3a npocneguMmocT B 6s0K4elH (b, Btopa rnaga),
KOMMOHEHTDLT 33 OLEHABAHE C OTYMTaHE Ha Npara Ypes KOMNOo3MTHM NokasaTenu (a, Tpeta u YeTBbpTa rnasa)
N KOHTPOAMPAHUAT eKCNepuMeHTaNeH AN3alH, KOMTO AaBa CPaBHUMM PE3YNTATU MEXAY MOLENN U AOMENHM
(c, YerBbpTa mMmaea). Obj.2 e u3NbAHEHa 4Ype3 KpuTepun 3a M3bOpP Ha MoAEeNU crnopes MpaKTUYecKa
NPUAOKUMOCT, JIMUEH3UPAHE W U3UUCAUTENHU U3UCKBaHMA (TpeTa rmaea). Obj.3 e wu3nbAHEeHa upes
AeduHMpPaHe M NocieoBaTENHO NPUIAraHe Ha NPOLUEAYPU 33 U3UMUCIEHME HA METPUKN B MET HAaNpPaBAeHUsA
Ha ougeHsABaHe, ¢ 0b6obLaBaHe B TPUTE KOMMO3UTHU MHCTpymeHTa (TpeTa rmaea). Obj.4 e nocTurHaTta upes
KOHTPO/IMPAHN eKcnepumeHTU B YeTupu ¢asu, asa gomeiHa M Hag 38 000 OuUEHKM NPU CUCTEMATUMYHO
BapupaHe Ha npara (YetBbpTa rnasa)).

OT eMNUPUYHUTE pPe3yaTaTU CneasaT TPU MpPaKTUYecKku nssoga. MNbpBo, HACTPOMBaAHETO Ha npara
[3aBa W3MEepPMMM M CTAaTUCTUYECKM 3HauMmu nogobpeHua, HO Hal-gobpuTte CTOMHOCTM  3aBUCAT
e4HOBPEMEHHO OT MOoAgeNla U OT AOMeNHa, TOecT egHa HacTPoMKa He paboTn egHAKBO A06pe HaBcAKbAE.
BTopo, oueHABaHe, KOETO OTYMTA NOCNeAOBATE/NHOCTTA, € 3a NpegnoynTaHe nNpes OuUgHABaHe Camo Mo
CpefHu CTOMHOCTK, 3alLOTO OrpaHMYyaBa M36opa Ha KOHPUrypauuum C BUCOKM pe3ynTaTv, HO BUCOKa
HecTabunHocT. TpeTo, oueHABaHETO NPW BapupaHe Ha npara TpAbBa Aa ce NOBTapA NPU CMAHA Ha AOMelHa,
Tbl KaTo Hal-gobpuTe nparoBe ce WM3MECTBAaT HAZONy 3a BCUMYKMTE YETUPW TeCcTBaHW Mogena npu
npemnHaBaHe oT 3emegenne KbM 6MopasHoobpasme.

MonyyeHM ca TpWM HAYYHO-NMPUIONKHM NPUHOCA, KOUTO 3aegHO opopMAT PamKaTa 3a OUEHKa.
MpocneanmoctTa oT AeduunTMTEe, NPe3 OCHOBHMUTE BLMPOCU M 33a4a4YnTe A0 NPUHOCUTE € NOKasaHa Ha
®urypa C.1.
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nnncun OCHOBHHW BBNPOCKH 3AAAYN NMPUHOCH

RQ1-3 (agpecwpar D1 w D3) Obj 1(a) Npoueaypa 3a cueHKa fa Cc1

(€PS, T-CPS, Balance Score)

Mpoueaypa 3a ouenka

D1

JIMMNca Ha M3CNEABaHE, OTHHTALLO
npara Ha CXOACTED

RQ1 Mpar Ha ceoacTBO — KaqecTeo?
Obj 3 Wz6op Ha MeTpuKK
RQ2 EdexTtT OT Npara Ha T E

CXOACTED PA3NMYEH K &

npw pasnuqHn Mogeau?

I 1

I I

I I

I I

I I

I I

I I

I I

I I

: } Obj 4 TecTeane W aHaAM3
'l RQ3 Baiugsu nu ca cxogHK ‘i—-\ b nogkpena C3

I

1 I

1 I

I I

1 I

1 I

I I

1 |

[M3Na30HM Ha Npara, Npw
PEZAMUEH SOMEHHT

2 HAMD KOHKDEME:

& BupermHo 4p

D2 D2 smma worncpemens ARG Obj 1{b) Naardopmata PaSSER + Cc2

e ———————— BAOKYENH 3aMUC Mndpact a
Nwnca Ka WHpacTpyKTYpa > ppacTpyxTyp

3a Eb3MPOUSE0AUMOCT fn2 PaSSER + Antelope blockchain

Obj 1(C) KOHTPOAWPEHW EKCMEPMMERTH [ 34

D3 c3

(exdy modeu u Somednu)

TMNca Ha NPaKTHYECKM HACOoKK 33 - Emnupuunn gatnmn
EBHEAPAEAHE Obj 2 Kputepuu 32 W3B0p Ha Mogen
MpakTiy
Obj 3 V360p Ha MEeTpUKH Ha Gasa !
b nogxpena C1 2 fomeiiHa, pas payep

Obj 4 Tecteare W aHaAMs

L L nogxpena C1 )
- D1 — C1 (Npoueaypa 3a oueHka) . D2 — CZ {MndpacTpykTypa) . D3 — C3 (EMNupn4Hn AaHHK)
OBOBLLEHME
® 7 ronemu esvKoEM MOAENa C OTEOpeH kog (T-8B parameters) ® 38000 HHAMEWAYANHW TECTE
® 2 pomediHal zemeaenue, buo pazHoobpazve ® Haii-pobpo nogobpenne 8 CPS: +4.58% (semegenne), +13.32% (Buo paswoobpazue)
® Bapuaumu Ha npara: 0.50-0.95 (10 koHpurypaumm + baza) ® [Ipomaxa e npara: -0.05 go -0.35

Queypa C.1..Kapma na npociedumocmma
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